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ABSTRACT
The Dimensionality and Validity of Student Ratings of Instruction:
Two Meta-Analyses
Sylvia d'Apollonia, Ph.D.

Concordia University, 1997.

Many colleges and universities have adopted student ratings of instruction as one
(often the most influential) measure of instructional effectiveness. Although some
researchers claim student rating forms are multidimensional, reliable, valid, and
uncontaminated by biasing variables, other researchers and many instructors continue to
express concerns that the validity of summative evaluations based on student ratings are
threatened by inappropriate data collection, analysis, and interpretation.

The most commonly used validation design for student ratings is the multisection
validity design. Because this validation design has high internal validity and has been
used extensively, with many student rating forms under diverse conditions, it provides the
most generalizable evidence for the validity of student ratings. However, researchers
using this paradigm have reported widely divergent validity coefficients.

Meta-analysis is a useful method of both integrating the findings of a large
number of studies and investigating the potential moderating eftect of study features.
Thus, [ conducted two meta-analyses of the multisection validity literature. In the first
meta-analysis, [ addressed the question. What is the structure of instructional

effectiveness (as judged by students) across student rating forms?" | concluded that the
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forms (at least those used in the multisection validity studies) measure general
instructional skill. General instructional skill is a composite of three correlated factors,
delivering instruction, facilitating interactions, and evaluating learning.

[n the second meta-analysis, [ addressed three questions. The first question was,
Are there significant and practically important interactions between moderator variables
and the factor structure of student ratings? The second question was. What is the overall
validity of student ratings as measures of instructional effectiveness? The third question
was, To what extent is the multisection validity literature consistent, and if it is not
consistent, to what extent do study features explain the variability in reported validity
coefficients? The results indicate that there are few interactions between study features
and the factor structure of student ratings. They also indicate that there is a medium
correlation (.33) between student ratings and student learning. However, methodogical
and publication features, quality of evaluation features, student rating form features,
achievement measure features, and explanatory features (student. instructor, course and
institutional) moderate the validity of student ratings. The presence of these moderators
suggests that the student ratings should not be "overinterpreted": that is. that only crude
judgements of instructional effectiveness (exceptional. adequate and unacceptable) should

be made on the basis of student ratings.
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INTRODUCTION

The historian of science. Derik de Solla Price (1975). described the following
three stages in the growth of a scientific discipline:

« an early slow growth phase during which the seminal precursor papers are published:;

« an exponential growth phase during which there is an exponential increase in
published work; and

» adeclining growth phase during which the field is saturated.

In North America. student evaluation of instructors was introduced at major post-
secondary institutions (Harvard. Purdue University, the University of Texas. etc.) in the
mid - 1920's (Marsh. 1987). The approximate number of published and unpublished
studies produced per year-during the first five decades of the century was 3 ; during the
decade from the mid- sixties to the mid -seventies, 28; during the decade trom the mid
seventies to the mid-eighties, 132; and. during the decade between the mid-eighties and
mid-nineties, 72 '. Although. this informal analysis underestimates the number of studies
on student ratings. it illustrates that research in the field of student evaluation is entering
the third stage. Although the primary research is declining: researchers are now
attempting to integrate this large complex body of research literature -~ and to make

sense of the phenomenon.

Data to 1985 was obtained from Marsh (1987) using the key words students’ evaluations of
teaching. Subsequent data was obtained from ERIC using the same search terms.

(%)

Jackson (1980) defires an integrative review as one in which the reviewer has inferred
generalizations (e.g. laws) about a substantive phenomenon from a set of studies directly bearing
on the phenomenon.



Despite much lip-service to the importance of this integration. much of the social
sciences can be characterized as having a "relatively unimpressive degree of cumulative
knowledge " (Feldman, 1971, p. 86: see also Glass. 1976: Light & Smith. 1971; Meehl,
1978). thus, hampering both theory construction and policy decisions. Koch's (1981)
examination of the past century of psychology lead him to conclude that such
cumulativeness did not occur; fractionation rather than integration was the rule. Critics
often consider that this non-cumulativeness is a characteristic only of the soff sciences.
However, Hedges (1987) compared the cumulativeness of data from the physical
sciences to that from the behavioral sciences and concluded that behavioral science
research was not substantively less cumulative than physical science research. Whenever
a large number of observations is taken. diversity arises. It is the task of the integrative
reviewer to summarize the diverse findings into a coherent theory and to explain the
diversity in terms of experimental characteristics.

As mentioned above. there is a very large body of research on students'
evaluations of instruction carried out since the mid- 1920's. Student ratings of instruction
are widely used in post-secondary institutions to assess the effectiveness of instruction.
They are Qsed to aid students in course selection. to provide instructors with feedback for
course and instructional improvement. to provide researchers with information on the
teaching-learning process. and to provide administrators with information tor hiring and
tenure decisions.

Because performance ratings. of which student ratings are one type, are used to

make personnel decisions, concerns have frequently been expressed that such ratings are
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" subjective, ... biased, and at worst purposefully distorted" (Saal. Downey. & Lahey.
1980, p 413). Thus, organizational and personnel psychologists have frequently
investigated the quality of performance data (e.g.. American Educational Research
Association, American Psychology Association. & National Council on Measurement in
Education. 1985; Cooper, 1981; Cronbach, & Meehl. 1955: Saal, Downey. & Lahey,
1980: Thorndike. 1920: Thurstone. 1937). Historically. there have been two parallel
approaches to the study of the quality or veracity of ratings. One approach adopts the
construct validity approach (Cronbach. & Meehl, 1955) whereby high inter-rater
reliability. high convergent and divergent validities. and low method effects are indicators
of high quality. These methods usually employ the multitrait-multimethod procedures
popularized by Campbell and Fiske (1959). Another approach adopts the position that
the absence of such rater errors and biases as range restriction (leniency. central tendency,
and severity), halo, inter-rater disagreement, and unstable dimensions are indicators of the
high quality of ratings (Murphy. & Balzer. 1989: Saal. Downey. & Lahey. 1980).

In the area of student ratings of instruction. both approaches have been used to
investigate the reliability. dimensionality. and validity ot these performance ratings (e.g..
Abrami. Cohen. & d'Apollonia. 1988: Abrami. d'Apollonia. & Rosentield. 1996; Cohen.
1981: Feldman. 1977. 1978. 1989: Marsh. 1984. 1987: Murray. 1980). Although there is
general agreement that student ratings are reliable. controversy persists concerning their
dimensionality and validity. Therefore. the goal of this thesis is to address these issues by
conducting two meta-analyses; one on the factor studies of student ratings of instruction,

and another on their validity.
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This thesis is therefore divided into three major parts. The first part (PART I)
consists of a literature review of meta-analysis. emphasizing the steps that are required to
conduct a meta-analysis that is free of threats to the interpretation of its findings.

The second part (PART II) includes a literature review of the dimensionality or
structure of student ratings, emphasizing the studies that have attempted to determine the
dimensionality across forms. the controversies surrounding the interrelationships among
scales, especially between global and specific scales. and the disagreements among
researchers concerning which scales are appropriate measures for personnel decisions.
PART Il also includes a description of the methods I used to integrate the factor studies
of student ratings, the results of this meta-analysis (i.¢.. a common factor structure across
forms). and a discussion of the implications of the structure. so revealed. to the use of
student ratings as measures of instructional effectiveness.

The third part (PART III) includes a review of the literature on the validity of
student ratings. critically examining definitions of validity. four common validation
designs (multitrait-multimethod studies. laboratory studies. studies investigating the
absence of biasing factors. and multisection validity studies). and prior integrative
reviews of multisection validity studies. It also includes a description of the methods I
used to conduct the meta-analysis of the multisection validity studies. the results of the
analysis. and a discussion of these results. emphasizing the intluence of study
characteristics on validity.

Finally. [ will summarize the conclusions to be drawn from the two meta-analyses,
and present the bibliography and appendices.

4



PART I
META-ANALYSIS: THE INTEGRATION OF RESEARCH FINDINGS
Literature Review

There have been a number of criticisms of the traditional research review
(Feldman. 1971: Glass. 1978; Jackson. 1980: Pillemer. & Light. 1980: Slavin. 1984) with
respect to representativeness. reliability and replicability. These shortcomings arise
because selection criteria. weighting ot evidence. and interpretive biases are often implicit
rather than explicit. Some of the above problems can be eliminated by the application of
scientific rigour to the review process (Cooper. 1982; Feldman. 1976: Jackson, 1980;
Light, & Pillemer, 1982; Slavin. 1986). However: traditional narrative reviewers rarely
report their mathematical and inferential procedures nor use measures of treatment
magnitude (Cooper, 1981). Rather. traditional reviewers often assess the overall
conclusions and consistency of a set of studies by tallying the number of studies that
report significant findings versus the number of studies that report non-significant
findings (Light & Smith, 1971: Meehl. 1978). This vote counting method has been
extensively criticized (Glass. McGaw. & Smith. 1981: Hedges. & Olkin. 1980: Hunter.
& Schmidt. 1990: Hunter. Schmidt. & Jackson. 1982) as not taking into consideration the
limitation of significance tests. These tests were developed to control for Type | errors
(i.e.. to limit the probability of inferring an effect in the absence of a rrue eftect to 5%).
However. they do not control for Type Il errors. That is. the probability of inferring the
absence of an effect in the presence of a true effect can be as high as 95%. Traditional
reviewers treat both types of errors as if they were equal when the use vote counting to

5



summarize a set of studies.

In the 1930's, statistical methods originating from agricultural and astronomical
studies were developed to combine the results from a series of independent studies
(Cooper, & Hedges. 1994; Hedges, & Olkin, 1985; Kulik. & Kulik. 1988). However,
these methodologies were not in general use in the social sciences until researchers
elaborated these methods into a set of integrative research reviews. labelled meta-analysis
by Glass (1976) . These approaches to the integrative research review are of two’ types:
« parametric tests in which the treatment effects from individual studies that form a

homogeneous set are transformed to a common metric and combined; and.
« non-parametric or omnibus tests in which the probability values of individual studies
are combined.
Since in this thesis [ was interested in the degree to which student ratings of instruction
predicted student learning across studies, and not the cumulative significance of the
research. [ combined treatment effects across studies. not probability values. I therefore

will only review research based on the former approach.

Historical Development of Meta-analysis
The aggregation of experimental results from different studies in the physical and
biological sciences was more common since. unlike the situation in the social sciences,

measurements are usually uniscalar (Hedges, & Olkin, 1985). Therefore. many of the

3 A third category, partially-parametric tests in which vote-counting estimators are used to estimate
effect sizes or effect magnitudes, is described by Hedges and Olkin (1985).
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early statistical methods of aggregating probability values (Fisher, 1932; Pearson. 1933;
Tippet, 1931) or means (Cochran. 1937; Yates, & Cochran. 1938) were derived for
agricultural research. These methods, especially combining probability levels. were
introduced into the social sciences by Jones and Fiske (1953). Mosteller and Bush (1954)
and Wilkonson (1951).

Glass (1978) popularized the use of quantitative review techniques in the social
sciences by introducing the use of scale-free measures (eg.. effect size. effect magnitude).
At the same time, Hedges (1981), Hunter, Schmidt. and Jackson (1982). and Rosenthal
(1978) developed other approaches to quantitative review synthesis (sampling-variance
weighted. validity generalization. and combined probability approaches. respectively). In
addition, Hedges (1981) and Hunter. Schmidt. and Jackson (1982) elaborated on Glass'
approach by developing correction procedures for bias. unreliability and range restriction.
Recently, statisticians have begun to develop multivariate approaches to meta-analysis
(Gleser. & Olkin, 1994 Hedges. & Olkin. 1985. Raudenbush, Becker, & Kalaian, 1988).
[n addition, there are now a number of books that describe and compare the different
meta-analytical techniques (Cooper. & Hedges. 1994: Hunter. & Schmidt. 1990; Wolf.
1986).

Light and Pillemer (1982) suggested that meta-analysis was especially needed in
the area of policy decisions. Recently. in the United States. legislation was passed
requiring that guidelines on health care policy research be based on systematic research
integration, such as meta-analysis (Cooper, & Hedges. 1994).

Not only has meta-analysis become a well-established analytical tool, it has now

7



become a research topic of its own. Feldman (1971) called for the consideration of the
integrative review process as a research topic. per se. Jackson (1980) analyzed different
research procedures using the criteria of primary research and recommended that the
rigour of primary research be applied to the integrative review process. Cooper (1982)
applied models of internal and external validity from primary research (Campbell. &
Stanley. 1966; Cook, & Campbell, 1979) to meta-analysis. Finally. meta-analysis has
been used to construct and test causal models (Cook. Cooper. Cordray. Hartmann.

Hedges, Light. Louis, & Mosteller. 1992).

Description and Criticisms of Meta-analysis

Glass described meta-analysis as an approach to conducting an integrative review
that makes use of statistical tools both to aggregate the summary statistics of a large set of
studies on a given topic and to explain the variability in research findings (Glass.
McGaw, & Smith. 1981). There are five steps in conducting a typical meta-analysis:
problem formulation (specifying inclusion criteria). locating studies. calculating
individual outcomes. coding study features. and data analysis including model testing and
interpretation (Abrami. Cohen. & d'Apollonia. 1988).

Kulik and Kulik (1988. 1989) described four features which. in their view.
characterize meta-analysis. They are:
« Meta-analysis is the analysis of the research literature: it is not itself a primary study.
« Meta-analysis covers a large body of literature, not a handful of studies.
+ In a meta-analysis. summary statistics are aggregated. not probability values. Thus, a
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meta-analysis provides information on the direction and magnitude of the effect. not
only on the significance.
« The focus of a meta-analysis is to attempt to explain the variation in findings.

Not all meta-analyses include all four characteristics. For example. only the first
two features were present in the published meta-analysis on the validity of student ratings
by Abrami (1984). and only the first three in those by Dowel and Neal (1982). Feldman (
1989) and McCallum (1984). Cohen (1980. 1981. 1982, 1983) was the only reviewer of
the multisection validity studies who included all four features. These five steps are

briefly described below (Cooper. & Hedges. 1994).

Problem Formulation

This stage of the procedure refers to the specification of the phenomenon in
question by defining the criteria for study inclusion. Thus. it includes operationally
defining the constructs and establishing criteria for the conceptual domain of inquiry. the
permissable statistics. and methodological quality. Most ot the critics of meta-analysis
fault it for having too liberal inclusion criteria. There are two main concerns. the apples
and oranges problem (Glass. 1977. p 356) and the garbage in garbage owt problem
(Eysenck. 1978. p 517). That is. there are concerns about both the relevance or
commensurability of included studies and the influence of the inclusion of poor quality
studies the conclusions reached in the meta-analysis.

Smith and Glass (1977), in the study that launched meta-analysis, defined the
conceptual domain, the effectiveness of psychotherapy. very broadly. Their study was
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criticized for producing conceptual confusion by ignoring distinctions between different
therapies ( Eysenck. 1984: Presby. 1978). Cooper (1979) argued that the aggregation of
studies is only merited when they share common hypotheses or common operational
definitions. Similarly, Slavin (1983) objected to the scope of the meta-analysis on goal-
structures carried out by Johnson. Johnson. and Maruyama (1983). Slavin (1984. 1986,
1987) also argued that the criteria for inclusion should be the germaneness rather than
only the methodological quality of a study. The above critics argue that it is logically
inappropriate to aggregate across studies which use disparate operational definitions.
subjects. settings. and measures (Wolf. 1986): that is. they argue that meta-analysis is
analogous to mixing apples and oranges.

Proponents of meta-analysis. on the other hand. argue that aggregating across
studies is not logically different from aggregating across subjects within a study.
Moreover. they contend that to restrict integration to studies that are the same is trivial as
only different studies require integration (Glass. McGaw. & Smith. 1981). They also
contend that the issue of the possible incommensurability of studies is better investigated
empirically by coding the studies and testing for heterogeneity rather than decided a
priori.

The purpose of the review should dictate the breadth of the problem definition.
Obviously the breadth of the problem detinition will reflect the reviewer's purpose. There
have been a number of criticisms of meta-analysis for focusing on main effects at the
expense of interactive effects (Cook. & Leviton. 1980: Light. 1987: Slavin. 1983). These
critics maintain that an integrative reviewer must not only describe the variability in
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findings, but also explain it. Thus. meta-analysts should also investigate possible
interactions due to differences among subjects. settings. locales and contexts. Perhaps
this is not so much a criticism of the reviewer's method as it is a criticism of the
reviewer's purpose.

Perhaps the most contentious issue. in the problem formulation stage. is the
inclusion of studies of questionable quality. Glass argued that it is inappropriate to
discard studies on the a priori basis of poor design because studies with many flaws may
give the same results as perfect studies. Critics (Eysenck. 1984: Slavin. 1984) argue that
aggregating studies of questionable validity results in questionable meta-analyses. The
effects of this indiscriminate inclusion. they argue. can atfect not only the estimation of
the mean effect size but also the estimation of the variance among studies. Furthermore.
such threats to internal validity (Campbell. & Stanley. 1966). do not necessarily cancel
each other out; in certain domains, these threats are likely to bias the results in one
direction (Slavin, 1984). This issue was coined the "garbage in - garbage out" problem
by Eysenck (1984). Most researchers (Kulik. & Kulik. 1988: Strube. & Hartman. 1982:
Wolf. 1986) consider this to be an empirical question and suggest that meta-analysts
include all studies. assess their methodological quality. and either weigh the studies by
methodological quality (including by 0. i.¢.. excluding them) or measure the impact of
methodological quality on their conclusions.

Slavin (1984) agreed that meta-analysts could . in principle. control for the
inclusion of studies of questionable quality: however, he stated that, in practice, this is
not done. Although meta-analysts report that methodological issues significantly interact
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with outcomes. they still interpret overall effect sizes or magnitude. Slavin points out
that utilizing the results of a homogeneity test to limit interpretation to homogeneous data
sets would resolve this problem. However. most meta-analysts persist in interpreting the
mean effect size of heterogeneous data-sets. For these reasons. Slavin (1986,1987)
developed what he calls best-evidence synthesis in which he called for the exclusion of
studies that are not explicitly germane to the problem statement. contain threats to
internal and external validity. and used very small sample sizes. He also stated that
pooled effect sizes should only be computed (and therefore interpreted) for homogeneous
data sets.

To summarize. a meta-analyst should state the research question as specifically as
possible and define relevant variables. He or she should clearly describe and justify both
inclusion and exclusion criteria. [ do not recommend excluding studies on the basis of
methodological quality and therefore. do not recommend Slavin's best-evidence synthesis.
Although meta-analysts should exclude erroneous data (typographic errors. etc.). they
should include all studies and code tor methodological weaknesses along multiple
dimensions (¢.g.. random assignment. reactivity. efc.). They can subsequently assess the
impact of such methodological flaws on the mean effect size and on the distribution of
effect sizes. If necessary. they can subsequently justify the elimination of outliers. [n
addition. they should use the homogeneity test (Hedges. & Olkin. 1983) to test the
homogeneity of a date set or subset that has been pooled. Data sets that are
heterogeneous should be stated to be heterogeneous and the pooled effect size interpreted

with extreme caution.



Locating Studies

The second step in a meta-analysis is to exhaustivly search the literature for
empirical studies, both published and non-published. The findings reported in the studies
are the subjects in a meta-analysis. The reviewer, like the primary researcher, attempts to
analyze a sample from this population of elements. Sampling. in meta-analysis is most
similar to survey-sampling (Glass, McGaw. & Smith. 1981. p 24), and is "apt to be non-
random and biased" (Strube. & Hartman, 1982, p 133). Thus. the best defence against
systematic bias is to locate as large a set of relevant studies as possible and to document
the search strategy. Since detailed procedures for carrying out such literature searches
have been published (Glass. McGaw. & Smith. 1981: Hunter. & Schmidt. 1990; Hunter,
Schmidt. & Jackson. 1982: Rosenthal. 1994). [ will only discuss this step briefly.

Cooper (1984) categorized search strategies according to three channels, informal,
primary and secondary. Informal channels include the reviewer's own research, the
invisible college that connects certain researchers but excludes others. and conventions.
Primary channels include the studies present in the reviewer's personal collection as well
as the bibliographies present therein. Secondary channels consist of the publicly
available research and includes abstract and indexing services. computer searches,
bibliographies and public library collections. Extensive reliance on the first two channels
produces systematic biases in the direction of the reviewer's expectations (Cooper. 1984).
and is likely to reduce the reliability ot the literature search. For this reason, some
reviewers have recommended that reviewers limit themselves to the secondary channel.

However most meta-analysts recommend using «!/ available sources in order to get the



most comprehensive set of studies possible.

Most literature searches today rely heavily on coniputer searches. However.
overreliance on this technique at the expense of manual searches can also pose some
problems. The computer data bases are biased to North American studies usually
published in English (Kelly, 1986). The effectiveness of computer searches depends on
the exact specification of a search strategy via key-words. Unless this is reported, the
meta-analysis is not replicable. Furthermore. different data-bases access different
journals. Since one of the goals of meta-analysis is to make the review process
replicable, it is essential that the exact search strategy that is used be reported.

There are a number of practical concerns that arise after one has completed a
literature search: too many studies, missing studies. and a technologically biased set of
studies. In certain domains, a complete search of the literature will result in the retrieval
of thousands of studies, many of which are unpublished theses. How does one begin the
Herculean task of acquiring, reading, and coding every single study? Light and Pillemer
(1982) suggests three additional options to the inclusion of every study. These are to
stratify the studies and select a random sample from each strata. to use only published
studies. or to use a panel of experts to generate a list of studies for inclusion. The latter
two options. however are likely to introduce serious biases and are therefore not
recommended.

Missing studies can produce systematic bias because of the greater value of
statistically significant findings than of non-significant findings to both researchers and
editorial boards. This has been called the file drawer problem by Rosenthal (1978).
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Given that this problem exists (Greenwald. 1975: Kraemer. & Andrews. 1982), reviewers

have made two recommendations:

« Calculate and report the Fail Safe N. the number of additional studies that would be
necessary to reverse a conclusion that a significant relationship exists. (Orwin. 1983;
Rosenthal, 1979).

« Estimate the effect of censoring rules. i.e., excluding non-significant findings. in
order to evaluate the plausibility of publication bias (Hedges. & Olkin. 1985).

[ would therefore recommend that meta-analysts completely describe their search
strategy. Some reviewers, in an attempt to insure that other researchers would be able to
replicate the search strategy and study retrieval. limit the search strategy to electronic data
bases and branching from studies retrieved in this manner. However. this insures
replicability at the expense of representiveness; that is. reliability at the expense of
potential bias. Therefore, [ would recommend that the meta-analyst use all available
sources, both formal. and informal. to identify potential studies. [n addition. the meta-
analyst should also determine the probability that some studies have been systematically

missed. If this file drawer problem is likely. the Fail Sate N should be calculated.

Calculating Individual Outcomes

The third step is the extraction of the summary statistics from the studies and. if
necessary. their transformation to a common metric. There are a number of issues that
need to be addressed during this step. Firstly, the meta-analyst must decide on the
number of outcomes to extract from each study thus dealing with the issue of non-
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independence. Secondly. the meta-analyst must attend to extracting outcomes reliably.
Thirdly. the meta-analyst must decide how to compute summary statistics.

Non-independence problem. The first decision that needs to be made is the
number of outcomes to extract from each study. Is it to be every outcome reported ina
study. one outcome from each study. or some intermediate number? This issue raises the
problem of non-independence since the presence of multiple data points from a single
study introduces "complicated patterns of statistical dependence” (Glass. McGaw., &
Smith. 1981, p 200, see also Abrami. Cohen. & d'Apollonia. 1988; Hedges. 1986:
Landman. & Dawes. 1982 ). Statistical dependencies can arise from a number of
sources:

« multiple measures across the same subjects both within the same study or among
studies (repeated measures and multivariate designs):

« multiple investigations using different subjects within one study, (including factorial
designs): and.

« multiple studies carried out by the same research team.

Each situation introduces dependency among outcomes because of similarities among

settings. measures. subjects. erc.

Non-independence is a problem because most significance tests include an
assumption that the data points are independent. Assumption violation can lead to
serious inflation of Type I and Type Il error rates (Glass. McGaw. & Smith. 1981:
Raudenbush. Becker. & Kalaian, 1988; Reeves 1989: Rosenthal, 1995). For example,
Monte Carlo studies have indicated that non independence inflates the Type I error rate
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from the nominal .05 to .15 (Reeves, 1989). That is the Q statistic is too liberal when
data are not independent. Glass and his colleagues also demonstrated that non-
independence can increase the standard error about the mean effect size by a factor
proportional to the number of studies. For a meta-analysis containing fifty studies, the
true standard error is 30 times greater than that calculated assuming independence. For
this reason, Glass (Glass, McGaw and Smith. 1981) did not recommend inferential
statistics in meta-analysis since the increase in error may cancel out the advantage of
increased power. However, few scientists are prepared to abandon inferential statistics.

Since sampling within meta-analysis is analogous to survey cluster sampling
(McGaw, 1988), some meta-analysts (Glass. McGaw. & Smith. 1981; McGaw, 1988),
have suggested using cluster analysis ( Kalton, 1983; Kish. 1965: Sudman. 1976) to
estimate the effects of ignoring non-independence. In this way, if the effects of non-
independence are trivial, they can be ignored; on the other hand. if the effects are
significant, the error rates can be adjusted appropriately.

Other researchers have reportéd that non-independence may not be a problem in
practice (Center, Skiba. & Casey, 1986: Landman. & Dawes. 1982). This position is
supported by Monte Carlo studies (Tracz. & Elmore, 1985) that show that non-
independence does not affect the Type I error rate of the effect magnitude (both » and z).
Rosenthal and Rubin (1986) also found that non - independence produces conservative
estimates of the mean and median effect sizes. Hattie and Hansford (1984) compared
their conclusions when they ignored non-independence to their conclusions when they
corrected for it by jackknifing and found trivial differences. They therefore ignored non-
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independence "in estimating parameters. but eliminated non-independence by jackknifing
when using inferential statistics.

Nevertheless. because of the potential inflation of error rates. some analysts
recommend selecting one outcome per study. thus choosing the study as the unit of
analysis (Kulik. 1983: Kraemer. 1983: Manstfield. & Busse. 1977) and avoiding the
problem of non-independence (Bankgert-Drowns. 1986). There is. however. no
agreement on how this selection is to take place. [s it by averaging across all similar
outcomes*, by averaging across reliable outcomes. defined by interrater agreement.
outcome reliability. or consistency rules. (Matt. 1989). by random selection. or by
weighting the multiple effect sizes and calculating a composite mean effect size.
Different methods of weighting have been proposed. Some researchers have weighted by
the inverse of the number of effect sizes per study (Johnson. Johnson. & Maruyama.
1983; Kendall, 1979) or by Tukey's jackknife procedure (Glass. McGaw. & Smith, 1981;
Hattie. & Hansford. 1984). However. these methods have the drawback that they do not
take into consideration the interdependencies among multivariate outcomes.

When the study reports tindings from multiple dependent measures that are
conceptually distinct. some meta-analysts (Cohen. 1981. Rosenthal. & Rubin. 1978)
recommend selecting one finding per dependent measure and conducting separate meta-
analyses for each dependent measure. This avoids the problem of non-independence but

makes it difficult to analyze effects across measures. For this reason. most meta-analysts

! That is all outcomes representing the same construct.
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who are interested in modelling a phenomenon. rather than describing a set of studies. do
not recommend this procedure (Abrami, Cohen. & d'Apollonia, 1988. Becker. 1992:
Raudenbush, Becker, & Kalaian, 1988).

However, reviewers may wish to integrate findings across multiple dependent
measures within a study. In such cases, Rosenthal and Rubin (1986) have suggested
extracting one finding per each dependent measure and weighting each multiple effect
sizes within each set by the intercorrelations among outcomes and the degrees of freedom
per study. This takes into consideration both the sample size for each study and multiple
outcomes due to multiple dependent measures. However it does not deal with the non-
independence due to multiple outcomes for the same dependent measure. Thus, it does
not allow for within-study comparisons (Abrami, Cohen. & d'Apollonia. 1988).

Finally, other researchers, i.e., Abrami, Cohen, and d'Apollonia (1988); Glass,
McGaw, and Smith (1981), and Raudenbush, Becker and Kalaian (1988) pointed out that
collapsing multiple outcomes. whether between groups or within groups. into one average
outcome. obscures important questions about differences across measures and study
features. Moreover this solution neither removes all non-independence. nor more
importantly, does it allow for generalizations across meta-analyses (Raudenbush, Becker.
& Kalaian., 1988). These researchers recommend choosing all findings and modelling the
interdependencies by using multivariate rather than univariate approaches (Gleser. &
Olkin, 1994; Hedges, & Olkin, 1985; Raudenbush, Becker. & Kalaian, 1988). This
analytical solution will be discussed on page 33.

In conclusion, there are three proposed solutions to the problem of non-
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independence (when there are both multiple dependent measures and multiple findings

per dependent measure):

« Ignore the problem of non-independence due to both multiple findings and multiple
dependent measures and select all findings from the studies. Estimate the influence of
non-independence on sampling variance and if significant. adjust the error rates
accordingly.

« Avoid the problem of non-independence due to multiple dependent measures by
selecting only one finding per dependent measure per study. averaging findings
within dependent measures. or calculating a weighted composite effect size for the
combination of multiple dependent measures. Conduct separate analyses for each
dependent measure.

« Deal with the problem of non-independence due to multiple dependent measures by

selecting all findings within studies but analyze the data multivariately.

Reliability problem. Whether the decision is to extract all outcomes or only a
subset. meta-analysts must stipulate how to extract outcomes. Abrami. Cohen. and
d'Apollonia (1988) in a review of the seven meta-analyses conducted on multisection
validity studies reported large discrepancies in the number ot outcomes extracted from
common studies. For example. there is only 55% agreement between Cohen (1981.
1983) and McCallum(1984) for Overall Instructor rating and only 25% for Overall
Course rating.

Matt (1989) also reported a very low interrater reliability in the number of effect
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sizes extracted from the same subset of the psychotherapy literature between Smith, Glass
and Miller (1980) and the three coders in his study using a conceptual redundancy rule.
This rule. originally proposed by Smith and Glass. excludes all effect sizes which do not
add any incremental validity. Matt proposed three other rules tor outcome selection;
coder agreement. outcome reliability and outlier truncation. The coder agreement rule
only includes nonredundant effect sizes on which coders can agree. The outcome
reliability rule only includes nonredundant effect sizes that were measured reliably. The
outlier truncation rule excludes nonredundant effect sizes if they exceed a fixed outlier
limit. However, the application of these three additional decision rules did not remove all
judgement bias.

The problem of the reliable extraction of outcomes is increased when factorial
designs are included in the meta-analysis. For example. which and how many contrasts
will be extracted? The number of possible contrasts (k) in a factorial design can be

calculated from the number of cells (n) in the design.

Thus. in a study with a 2x3 factorial design. there are 135 possible contrasts when
contrasting only single cells. With a 2x3x2 design there are 66 possible contrasts. [fone
also includes contrasting combination of cells (i.e.. row and column means) the number
of possible contrasts is even greater. Obviously, not all contrasts are salient; it depends
on the question(s) being addressed. However. a search of the literature did not reveal any
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discussion on how this decision (to include the maximum or the minimum number of

contrasts) is to be made.

Choice of common metric. The two classes of common metrics used in meta-
analysis are effect size (used to compare treatment effects) and effect magnitude (used to
compare the magnitude of the relationship between two variables). Effect size is the
standardized mean difference {d) between two treatments: while. the effect magnitude is
the product moment correlation (r) or Fisher transformation (z). There are procedures for
the conversion of most summary statistics to a common metric: i.e.. from definitions
(e.g..r. z. d). from significance tests (¢.g.. t. F), from significance levels (e.g.. .05. .01. not
significant), and from other effect sizes (e.g.. r. d. g). These have been described at
length (Cohen, 1977; Glass, McGaw, & Smith 1981; Hedges. & Olkin. 1985; Rosenthal,
1984; Rosenthal, 1994), and therefore will not be discussed here. However. concerns
remain on the use of » as opposed to z. on the commensurability of the different metrics;
and on estimated versus exact calculations of transformations (Cooper. 1981:
L'Hommedieu. Menges. & Brinko. 1987). There is also a debate about the influence of
sample size on some metrics (Strube. 1988). [f design effects (¢g. sample size) are
correlated with some metrics (omega squared) and not others (ES). the interpretation of
moderators will vary with the metric of choice. Strube (1988) suggests that when such
design effects contribute to the variance in outcomes. design ditferences "must be
considered as a serious alternative explanation to any substantiative moderators" (Strube,

1988, p. 344); especially when the metric of choice is omega squared.
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In conclusion. the meta-analyst must decide how to deal with the presence of
multiple findings within a study. [ recommend that all findings that are relevant to the
problem statement be extracted and that the dependencies be explicitly modelled, using
the multivariate techniques developed by Hedges and Olkin (1985) and Raudenbush.
Becker. and Kalaian (1988). The selection of all findings. rather than a subset. will also
increase the reliability of data extraction. Nevertheless. decisions on which findings to
exclude. and on computation procedures should be explicitly described and defended
since the findings become the dependent variables in subsequent models which attempt to
explain variability in findings. Any question on their reliability seriously hampers the

testing of these models.

Coding Study Features

Meta-analysis is most useful in those areas in which findings are inconsistent. In
such cases. the purpose of the analysis is to explain (or at least to predict) study outcomes
from study characteristics. That is. the objective of the meta-analysis is to explain the
variability in the phenomenon of interest. not merely to summarize research findings.
The fourth stage in a meta-analysis. coding study features. is required to analyze this
variability. [t includes developing a coding schema. coding the studies. deciding how to

handle missing data (study features). and judging the adequacy of coding.

Developing a coding schema. The study characteristics become. in effect, the

explanatory variables in a model explaining the variability in findings. Thus,
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specification errors (both of commission and omission) seriously jeopardize the success
of this model (Pedhazur. 1982). For example. when relevant variables correlated to the
variables present in the model are omitted. the estimation of regression coefficients is
biased. If the omitted variables are not correlated to the variables present in the model,
the estimation of the regression coefficients is not biased: however. the standard errors of
the regression coefficients are increased reducing the power of statistical tests. Similarly.
the inclusion of irrelevant variables does not bias the estimates of the regression
coefficients; however it reduces the sensitivity of significance tests . Hunter and Schmidt
(1990) also point out that the addition of unnecessary variables increases the chances of
spurious significant effects. They suggest that variables only be included if there is
theoretical justification for their inclusion. A less conservative view is proposed by Stock
(1994) who suggests that the meta-analyst first formally speculate on the size and
direction of the influence of each study feature. The decision to include a study feature
should be based on the questions being addressed. the prevalence of descriptions of the
variable in the literature. coding reliability. and the associated costs of coding the
variable. Since these variables (and their interrelationships) are the embryonic
hypotheses concerning the factors which affect the size of the treatment effect. this
selection is enhanced by the prior construction of a conceptual model of the phenomenon
in question.

Although all meta-analysts describe coding study features as one of the stages in a
meta-analyses and most describe methods of measuring inter-rater reliability, few have
explicitly described procedures to develop such a schema. In most cases. study features
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appear to be selected on the basis that other researchers have selected them. This
problem of variable selection is increased in the educational literature because of a dearth
of theoretical models. For example. Borich (1977) state that "in the field of teacher
behaviour, however, persuasive theories providing a logical coherent rationale ... have
not been forthcoming. This has been perhaps the greatest weakness ot the voluminous
research...which empirically examines relationships between teacher and pupil
behaviours" (Borich, 1977. p. 10).

Borich (1977) suggests methods of developing a valid system of evaluating
teacher effectiveness. The first step is to search the literature for significant relationships
and rationally select promising behaviours and skills. The second step is to build a
nomological network indicating antecedent. intervening and terminal behaviours, to test
the validity of the above relationships. and to sequentially order the behaviours and skills.
The third step is to construct a taxonomy (a model or hierarchical representation of the
relationships among behaviours) emphasizing the important distinctions and minimizing
the superfluous ones. This model can be subsequently tested via CFA (Confirmatory
Factor Analysis) or LISREL (Linear Structured Relationships) (Hill. 1984: Marsh.
1991a). Thus. three stages are indicated: selecting variables on the basis of the literature.
chunking variables on the basis of relationships. and constructing a hierarchical
representation or model on the basis of theory.

Most reviewers do not explicitly describe how they select and define the study
features. Thus, it is difficult to judge the adequacy and comprehensiveness of their

analysis of outcome variability. Abrami eral. (1988, 1990) have described a method of

25



selecting and coding variables which is both inclusive and systematic. Essentially, it
consists of extracting all the variables in the relevant literature and classifying them on
the basis of three dimensions. The first dimension includes a framework describing the
study features. This framework was modified and forms the basis of the coding of study
features described in this thesis. The second dimension describes how the variables in
question were treated in the primary study. For example. did the researcher
experimentally investigate the influence of the variable. statistically control for its effects.
or simply discuss possible effects. The third dimension describes the source of the
coding. For example. in some studies the primary researcher did not comment on certain
variables: however. the reviewer can extract and code these variables. This nomological
coding, especially the first dimension, has been an effective tool to analyze the adequacy
of the selection of potential explanatory variables by prior integrative reviewers of the
multi-section validity literature (Abrami, & d'Apollonia, 1990).

Special attention should be given to developing a coding schema which captures
methodological quality since the aggregation of studies of variable quality may both bias
the mean effect size or magnitude and increase the confidence interval (Slavin. 1983.
1984. 1987). A number of researchers have described both methods of assessing
methodological quality and weighting on the basis of methodological quality (Hall.
Tickle-Degben. Rosenthal. & Mosteller. 1994: Rosenthal. 1984: Summers. 1989:
Wortman. 1994). However. there are a number of problems with this solution:

« Jackson (1980) and Bryant, & Wortman (1984) have pointed out that evaluating the
impact of methodological quality requires that a sufficient number of good studies be
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present to provide a comparison. Not only is the decision on which studies are good
potentially biased: but. there may not be a sufficient number of good studies to make
an appropriate comparison.

Weighting by methodological quality assumes that the relationship between the
methodological characteristic and the outcome is linear. This is not necessarily so.
For example. instrument length influences the reliability of a test as a measure of
student learning. However. both very short and very long forms are likely to
adversely affect the test characteristics. and therefore the influence of this
methodological variable will be curvilinear. A researcher conducting a meta-analysis
on the relationship between student ratings and student learning would need to weigh
studies on the basis a nonlinear equation representing the influence of test length.
Moreover, differences in sample size (number of studies) along the methodological
variable (e.g., test length) may preclude extrapolating the influence of study quality
(Slavin. 1984).

Methodological quality is multidimensional and not necessarily causally related to
outcomes. L'Hommedieu. Menges. and Brinko (1987). in a meta-analysis on the
effectiveness of student rating feedback on college instructors. attempted to code for
methodological quality using the traditional indices of research rigour. They found
that although they could assess the quality of a study on any one dimension. they

could not reliably 3 and accurately translate this into a global summative rating. In

[V

The inter-rater reliability of methodological quality is often quite low (Hattie & Hansford. 1984).
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this case, multivariate descriptions of methodological quality may be more instructive
than one summative score. They concluded that they would neither weight by a
single global quality index. nor trust the conclusions of meta-analyses that did.
Shadish and Haddock (1994, p 265) also concluded that "we cannot recommend that
other weighting schemes (i.e.. for quality) be used routinely prior to combining
results".
Wortman (1994) described a strategy for coding study quality that was based on
two validity approaches. The first was based on the threats to validity in true- and quasi-
experimental designs (Campbell. & Stanley, 1966: Cook. & Camptzll. 1979).The second
was based on the threats to validity in the randomized controlled trials used extensively in
clinical trials in medicine (Sacks. Berrier. Reitman. Ancona-Berk. & Chalmers. 1987).
Wortman (1994) has integrated these two approaches and grouped these threats as
affecting the following four types of validity: construct. statistical conclusions. internal,
and external. Wortman (1994) recommended coding studies on the basis of threats to
validity and subsequently conducting a three-stage triage process in which
« studies are excluded (given a weight of 0) if they are not relevant to the problem
formulation on the basis of fatal threats to construct and external validity:

« studies are then excluded if they are not acceptable on the basis of fatal threats to
internal and statistical conclusion validity: and

« the remaining studies are coded into two categories of studies (good and bad) on the

basis of whether the study design is likely to lead to biased results.



Coding study features. Coding study features represents at least 90% of the work
in conducting a meta-analysis (Stock. 1994). Stock has carefully described the following
five steps in coding study features: operationally defining all variables, developing a code
book. training coders, establishing the reliability of coders. and recording decisions.
Stock pointed out that coding is an extremely long process requiring constant vigilance.
He also pointed out that it is not unusual for the research questions to change during the
process. This necessitates the inclusion of new or different variables and the recoding of
all studies.

Pigott (1994) has described three simple methods ot dealing with missing data on
study features: analyze only complete data sets. substitute the mean. median or some
other value for missing data. values, or estimate missing data using regression techniques.
She also described two complex methods involving modelling the hypothetical complete
data set. However. these complex methods have not as yet been used in meta-analysis.
Finally. Pigott offered the practical suggestion of including a code for missing data and
testing whether the missing data is correlated to outcomes or other study features.

Studies vary enormously in reporting the quality and completeness of their
methodological descriptions. These deficiencies reduce the reliability and validity of
coding. Although a complete code book which addresses problem areas and coder
training can reduce errors. some will always occur. Domain-specific knowledge can
reduce errors in judgement: however. such expertise can also introduce coder bias by
reflecting the bias of the coder more than the bias of other experts. Orwin (1994)
suggested that after all attempts have been made to reduce coding errors, interrater

29



reliability should be determined. He described four interrater reliability indices:
agreement rate or % agreement. Cohen's kappa. the interrater correlation. and the
interclass correlation. He stated that all except agreement rate are good indices.
Agreement rate poses a problem because when the variables are categorical. chance
agreement is often unacceptably high. When variables are ordinal. agreement rate does
not discriminate degrees of disagreement. Since the above reliability indexes are not
directly comparable. reviewers should report not only the interrater reliability but also the
index used. In addition, Orwin (1994) also suggested that researchers need to move
beyond describing the coding process to explaining why coders disagree.

In conclusion. Abrami. Cohen. & d'Apollonia (1988) recommended and
subsequently used (Abrami, d'Apollonia. & Cohen, 1990) nomological coding to
determine the potential study features affecting study outcomes. [ recommend that in
addition to selecting the study features. the meta-analyst construct a hierarchical
representation of these variables. emphasizing the relationships among these variables
and between these variables and the outcomes of interest. The meta-analyst should
include multiple indicators of study quality and not attempt to derive one global quality
index. A code book should be developed and the reliability in coding assessed. In
conclusion. the coding of potential explanatory variables should be carried out in a
rigorous and systematic manner. Since they form the basis for the rudimentary
hypotheses by which the reviewer hopes to explain variability in outcome. the adequacy

of the selection of variables and the reliability of coding must be open to assessment.



Data Analysis and [nterpretation

Data-analysis refers to the choice of analytical methods (unit of analysis.
fixed/random, univariate/multivariate), the calculation of population parameters. the
calculation of measures of homogeneity, and the determination of moderator effects
(model testing). Data interpretation. on the other hand. includes evaluating the statistical
limitations of the analysis. and the threats to internal and external validity. Since data
analysis techniques are fully described elsewhere (Cooper. & Hedges. 1994). [ will only
briefly describe these methods, emphasizing the statistical limitations that hinder

interpretation.

Choice of analytical method. Currently. there are a number of well established
meta-analytic techniques. Bangert-Drowns (1986) described four approaches to meta-
analysis; one which uses the study as the unit of analysis (Kulik. & Kulik. 1988; 1989),
one which uses the finding as the unit of analysis (Glass. McGaw. & Smith. 1981) and
two which use the pooled-subject as the unit of analysis (Hedges. & Olkin. 1985: Hunter.
Schmidt. & Jackson. 1982). These methods differ in complexity: however. software
packages. ¢.g., (Johnson. 1989) are now available for these approaches. [n addition to the
choice of unit of analysis. decisions need to be made on whether to use a fixed effects or a
random effects model and on whether to use univariate or multivariate statistical

approaches. These choices are described below:

Unit of analysis. d'Apollonia and Abrami (1988) and Feldman (1989) explored
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the consequences of the choice of analytical method in meta-analyses on the multisection
validity literature. They found that varying the unit of analysis significantly changed the
results of the analyses (see page 137). They recommended that the choice of unit of
analysis should be based on the purposes of the review. If the researcher is interested in
exploring the influence of study features and statistically determining the homogeneity of
subsets of data, he or she must choose the subject as the unit of analysis and use the
methods described by Hedges and Olkin (1985) or Hunter and Jackson (1990).

Fixed or random effects models. Shadish and Haddock (1994) reviewed and
briefly described both fixed effects and random-effects models of combining estimates of
effect sizes. Hedges (1994) and Raudenbush (1994) described fixed and random effects
models, respectively, in much greater detail. In the fixed effects models, the population
effect size which is estimated from the effect sizes reported in the set of studies is
assumed to be fixed at a given value (e.g., for the null hypothesis. it is set at 0). There are
only two sources of error which contribute to the differences among the individual effect
sizes reported in the studies. One source is the sampling error (non-systematic error)
associated with each study. and the other source is the variance (systematic error)
explained by study features. The goal of the analyst is to discover the study teatures
which explain the systematic error.

Most meta-analyses have utilized fixed effects models: however. they have not
been successful in accounting for the systematic variation in the set of studies (Shadish,
& Haddock, 1994). That is, there is significant heterogeneity remaining to "be explained"

and under these conditions, significance tests in the fixed effects models are too liberal
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(Shadish and Haddock, 1994. p. 275). Thus. most analysts strongly recommend. that if a
set of studies is heterogeneous and a fixed effects model is used. the interpretation of
significance tests be done cautiously (Hedges, & Olkin. 1985: Gleser, & Olkin. 1994;
Matt, & Cook, 1994; Raudenbush. Becker, & Kalaian. 1988).

In the random effects model, the population effect sizes estimated from the effect
sizes in the set of studies are not fixed; but rather, are distributed randomly. Therefore.
there is a third source of error in the random effects model. i.e.. a sampling error (non-
systematic error) associated with the population parameter. The random effects model
takes this source of error into consideration. Although this model is recommended when

a data set is heterogeneous (Becker. & Schram. 1994). it has rarely been used.

Univariate versus multivariate analysis. If the data are independent, univariate

analyses are appropriate. However, if the data set contains dependent findings. these
dependencies can be modelled by using multivariate analyses (Gleser. & Olkin, 1994;
Hedges. & Olkin. 1985; Raudenbush. Becker. & Kalaian. 1988). This approach. like that
of Rosenthal and Rubin (1986). takes into consideration the correlations among
dependent variables. The multivariate approach differs from that of Rosenthal and Rubin
in that it does not advocate the calculation of composite scores but rather explicitly
models the interdependencies using a generalized least squares (GLS) regression

approach. For independent data, GLS analysis gives identical results to those froma
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weighted least square regression analysis: however. when data are non-independent
(covariances = 0) the weighted least square analysis is incorrect (Raudenbush, Becker. &
Kalaian, 1988, p. 115). The use of univariate methods when the data set is not
independent increases the sampling variance about the mean effect size or magnitude
(Hunter, & Schmidt. 1990; Strube, 1986). Thus. it does not affect the estimates of central
tendency. However, non-independence has a large effect on the homogeneity statistic.

inflating the size of Q.

Calculation of population parameters. The "heart” of a meta-analysis is the
description of what is the overall effect of a given treatment (e.g.. the mean effect size of
a school library on academic performance) or the overall relationship between two
variables (e.g., the mean effect magnitude between student ratings of instruction and
student learning). Each study provides one or more estimates of the overall effect across
the population of interest. However. individual studies usually vary in sample size and
therefore have different sampling variances. In the Glassian approach to meta-analysis.
this variation in sampling variance is not taken into account and all studies are treated
equally. However. the approaches which use the pooled-subject as the unit ot analysis
(Hedges. & Olkin. 1985: Hunter. Schmidt. & Jackson. 1982) take the variation in
sampling variances into account: studies with smaller sample sizes (and larger sampling

variances) contribute less in calculating the average. Thus. in these methods the



population mean effect size is a weighted average of all the estimates: where each
estimate is weighted by the inverse of its sampling variance.

The approaches which use the pooled-subject as the unit of analysis also allow for
the computation of confidence intervals. However, there is controversy on whether the
number of outcomes. or the number of subjects should be basis of this computation.
Methods based on either Hedges and Olkin (1985) or Hunter and Schmidt (1990) utilize
the subject as the unit of analysis. Therefore. the confidence intervals are "dramatically
more optimistic" (Rosenthal. 1995. p. 187) than those that use the number of outcomes as
the unit of analysis. This is one of the major reservations that Kulik and Kulik (1988,
1989) have with meta-analytic methods employing the subject as the unit of analysis.
Rosenthal also suggested using the number of outcomes, and not the number of subjects
to compute confidence intervals. Combined (Stouffer) Z or other significance tests (see
Hedges. & Olkin. 1985) can then be used to determine whether treatment effects differ

among each other or from a given value (e.g.. 0).

Homogeneitv analysis. One of the advantages of selecting the subject rather than the

finding as the unit of analysis is that these procedures include a statistic (Q,) to test the
homogeneity of a set of studies. This homogeneity test was developed by Hedges
(1982a. 1982b) and is identical to the U test (Marasciulo, 1971). [tis the sum of squared

deviations about the mean effect size or magnitude divided by the population sampling
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variance. [t has a chi-square distribution with k-1 degrees of freedom. where k is the
number of effect sizes. A significant value indicates that the data set includes more than
one population.

Although the Type [ error rate is acceptable (Rasmussen. & Loher. 1988: Spector.
& Levine, 1987), the Type I error rate is variable. depending on the number of studies,
the sample sizes per study. and the true population mean effect sizes or magnitudes
(Hunter. & Schmidt, 1990; Rasmussen. & Loher. 1988). [n general. power is
unacceptably low at low sample sizes and unacceptably high at high sample sizes.
Therefore. at low sample sizes it fails to indicate that moderators are present: while at
high sample sizes it indicates that trivial moderators are present. Since the goal of the
meta-analyst is to fail to reject the null hypothesis, that is. to achieve homogeneous data
sets by controlling for moderator variables, power or Type II error rate is of paramount
concern. Because of the variability in Type II error rate. Hunter and Schmidt (1990)
recommended that the search for moderators be based on substantiative rather than on

statistical criteria.

Determination of moderator effects. Researchers using a homogeneity test based

method (Gleser. & Olkin. 1994: Hedges. & Olkin. 1985: Raudenbush. Becker. & Kalaian,
1988) successively break down a heterogeneous data set into subsets on the basis of

significant study characteristics until the subset is homogeneous. Thus. these methods



rely on significance tests to guide the process. For example. when using the regression

methods developed by Hedges and Olkin (1985), meta-analysts would use Qy to test

whether a data-set is homogeneous. If it is not. they would add one or more study features
to the model. They would use Qg to test the goodness of fit of the predictor model, and

Qg to test if one or more predictors are significant®. They would continue adding study

features until they arrived at a "good" model.

In general. most meta-analysts have not been able to build "good" models of the
variability in the studies indicating. that significant variability remains to be explained.
The major cause of this problem may be that meta-analysis is not a primary study. The
researcher must rely on the study features reported by the primary researchers to explain
the variability. This gives rise to a number of problems:

« Power is often too low to detect moderators. As suggested by Hunter and Schmidt
(1990). in the absence of a theoretical model. the total sample size (number of studies
multiplied by the average sample size per study) would need to be in the order of
2000 to detect moderators. Abrami. Cohen. and d'Apollonia (1988) discussed the
importance of considering the power of the significance tests in interpreting the
analysis of study features.

« Often primary researchers neglect to describe the study features the meta-analyst

6 The corresponding statistical tests in the variance-partitioning method are Qy to test whether the
data set is homogeneous, Qy to test the significance of the within-study and restdual variance, and
Qg to test the significance of the between-study or explained variance.
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subsequently investigates. Thus. the data set contains a very large amount of missing
data. [n addition. the investigation of some moderator variables may be hampered by
range-restriction and unequal sample sizes. For example. in the multisection validity
study, there are very few two-semester courses. sophomore. senior or graduate
courses. efc. If one of these study features were an important moderator such that one
level produced a low mean validity coefficient and another level produced a high
validity coefficient, the large number of studies with missing data on this variable
would insure that a good model could never be specified for the complete data set.
The meta-analyst's search for moderators is beset by a number of problems, not
faced by the primary researcher. Thus, meta-analysts have recommended that the search
for moderators be guided by a theoretical model (Hunter. & Schmidt. 1990; Stock, 1994).
This will reduce, but not eliminate these problems. given that the analysis of study

features depends on correlational analysis with its interpretation difficulties.

[nterpretation. Data do not "speak for themselves”. Rather researchers must make
inferences (based on their analyses of the specific data set) and generalize to the
phenomenon in question. The meta-analyst. like other social scientists. should consider
potential threats to his or her inferences. Matt and Cook (1994). basing their
characterization of the threats to validity on those described by Campbell and Stanley

(1966) and Cook, and Campbell (1979). categorized the threats to valid conclusions in a



meta-analysis as threats to statistical conclusion validity. to internal validity. and to
external validity. Statistical conclusion validity refers to confusion arising from the
limitations in data collection and analysis that prevent the meta-analyst from stating
accurately whether a relationship exists among the variables of interest. Most of these
threats have been described as limitations or problems at the various steps in the meta-
analysis, described above (e.g.. lack of statistical independence, file-drawer problem.
missing studies, efc.). In some meta-analytical approaches. attempts are made to control
or eliminate these problem: however in many cases the meta-analyst will either not be
able to eliminate these threats or choose not to. For example. although the homogeneity
approaches (Hedges, & Olkin, 1985: Raudenbush, Becker. & Kalaian, 1988) may have
problems with TYPE II error rate, they are still useful techniques. especially for testing
models. Thus, in these cases. the meta-analyst must interpret the results with caution.
pointing out the statistical limitations.

Threats to internal validity refer to confusion about causal influences that prevent
the meta-analyst from stating accurately that one variable (the independent variable)
causes the outcome (the dependent variable). Threats to the internal validity of meta-
analysis can occur when the threats to internal validity in the primary studies combine
across studies to bias the outcome. Slavin (1984) points out that many poorly designed
studies suffer from a systematic bias. For example. in the meta-analysis conducted by

Carlberg and Kavale (1980) on the effect of student placement on social and academic



outcomes. students in regular classes were usually matched on the basis ot IQ with
students in special education classes. As Slavin points out. students with equivalent IQ's,
but placed in different classes (one regular and the other special education) are likely to
differ on other characteristics such as having social or behavioral problems. Thus.
matching is likely to results in biases in the same direction across all such poorly-
designed studies. This systematic bias will threaten the causal inferences made across
studies. as well as causal inferences made within studies.

Moreover, in meta-analysis the investigation of the influence of one variable on
another is nor based on an experimental design (true or quasi-): but. rather on a
correlational design. Meta-analysis thus suffers from all the limitations of correlational
designs, including difficulty in determining causality (Pedhazur. 1982). Moreover, there
often is a high degree of collinearity (the predictor variables are highly correlated) in the
data set. This multicollinearity produces unstable matrices in the data-analysis . In
addition. multicollinearity threatens interpretations of the regression equations. since the
same variance can be explained by more than one variable.

There are two types of threats to external validity: threats to generalizability and
threats to construct validity (Walberg. 1994). Threats to generalizability refer to
confusion concerning the generalizability of the findings that prevent the meta-analyst
from stating accurately that his or her inferences apply to research using other subjects.

settings, and conditions. Threats to construct validity refer to confusion that arises when
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the independent (treatment) or dependent (outcome) measures have more than one
meaning or operational definition. Thus, these threats prevent the meta-analyst from
stating accurately that his or her inferences apply to research using other operational
definitions. i.e.. measures. This threat is similar to Slavin's (1986) germaneness criteria.
However. as discussed on page 9. meta-analyses are intended to generalize across
a variety of subjects. settings. times, and operational definitions. Thus. the question of
threats to external validity will always apply to these heterogeneous data sets. The
homogeneity-based approaches offer a systematic method of subdividing a heterogeneous
data set into homogeneous subsets. Alternatively. postulating and testing models that
explain the heterogeneity on the basis of study features. also address threats to external
validity. However. since these threats are cumulative (i.e.. threats to statistical conclusion
cause threats to internal and external validity), the meta-analyst must interpretation the

results of these tests with caution.

[mplications for Current Research
Meta-analysis is a powerful tool for the integration of findings from a set of
similar studies. More than the traditional review. meta-analysis promotes precision and
reliability in all aspects of the review process. It applies the general principles of
experimental design to the collection of studies. coding of outcomes and study features,

data analysis. and hypothesis testing. Other scientists should be able to replicate the
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findings of any meta-analysis. In addition, meta-analysis, more than an individual study,
increases the generalization of findings across diverse populations, settings. and
conditions. [t does so both by providing estimates of an overall effect size and by
exploring the relationships between study features and outcomes. However, as Abrami,
Cohen. and d'Apollonia (1988) discussed in their comparison of the six meta-analyses
conducted on the validity of student ratings, implementation difficulties abound. The
meta-analyst, like any other artisan must use his or her tools wisely, extending their use
into new territories but remaining cognisant of their limitations.

[n the meta-analyses reported in this thesis, [ will search both formally and
informally for all studies that meet the inclusion criteria and extract all non-redundant
outcomes. [ will use nomological coding (Abrami. d'Apollonia, & Cohen. 1990) to
develop a coding schema for potential moderators (study features) of the outcomes.
Subsequently. [ will use multivariate homogeneity approaches (Gleser, & Olkin, 1994;
Hedges. & Olkin, 1985; Raudenbush. Becker, & Kalaian. 1988) to model the
dependencies within the data set and test a number of models which attempt to explain
the discrepancies in reported outcomes.

[ will conduct two meta-analyses on multisection validation studies of student
ratings of instruction. [n the first meta-analysis. [ will adapt the above multivariate
approaches to the integration of factor studies and address the issue of the dimensionality

of student ratings of instruction. Thus. the outcome will not be a scalar common metric



(i.e.. the mean effect size or magnitude) but rather. a multivariate common metric (i.e.. a
mean correlation matrix). I will subsequently use the results of the factor integration to
code the outcomes in the second meta-analysis. [n this second meta-analysis. [ will
integrate multisection validity studies to address the issue of the validity of student
ratings of instruction and attempt to explain why the studies report such discrepant

validity coefficients.



PARTII
THE DIMENSIONALITY OF STUDENT RATINGS OF INSTRUCTION
Literature Review

Many post-secondary institutions have adopted the use ot student ratings of
instruction as one (often the most influential) measure of instructional effectiveness.
Student ratings have been used by administrators to help make personnel decisions. by
researchers to study the teaching-learning process. by faculty as teedback for self-
improvement, and by students for course selection. Student ratings are pencil-and-paper
instruments in which students are requested to judge one or more characteristics of their
course or instructor by selecting responses on a Likert scale. Typically, student ratings
contain global items. such as, the instructor was excellent, or. [ would take another
course with this instructor: and/or items assessing specific instructional behaviours (e.g..
rapport, course difficulty. feedback. course organization). such as. the instructor was easy
to speak to, the course was too difficult. the instructor never corrected our assignments.
and. the instructor was well organized.

The dimensionality. reliability. validity. generalizability. and utility of student
ratings have been extensively reviewed (Abrami. d'Apollonia. & Rosenfield. 1996:
Costin. Greenough. & Menges, 1971: Feldman. 1978: Kulik. & McKeachie. 1975:
Marsh. 1984. 1987: McKeachie. 1979; Murray. 1980). In general. student ratings have

been shown to be " clearly multidimensional. quite reliable. reasonably valid. relatively



uncontaminated by many variables otten seen as sources ot potential bias. and are seen to
be useful by students. faculty. and administrators." (Marsh. 1987. p. 369). Nevertheless.
instructors and researchers continue to express concerns especially when summative
evaluation is used for personnel decisions.

Some critics question whether student rating scales are good measures of
teaching. i.e.. do they measure effective instructional behaviours. Such process-oriented
views of instruction (Abrami. d'Apollonia, & Rosenfield. 1996) raise concerns about the
structure or dimensionality of student rating forms. Although faculty usually agree that
teaching is multidimensional. they often disagree on the interpretation ot the
interrelationships among instructional dimensions. especially between the specific
dimensions and global dimensions. For example, they may view a strong positive
correlation between [nstructor Clarity and Overall Instructional Effectiveness as
measurement error (i//usory halo). or as an indicator of the true dependency of specific
judgements on global judgements ( true halo) arising from either general impressions or
dimensional similarities (Balzer. & Sulsky. 1992).

Researchers. instructors. and administrators may hold different views of effective
instruction. disagreeing on both the goals and means of achieving academic success.
They subsequently construct or select student rating forms which reflect their implicit
theories of effective instruction. and therefore differ markedly in dimensional structure.

Thus. not all student evaluations of instruction are assessing the same instructional



behaviours. Although researchers may agree on the dimensionality of a particular student
rating form, they can and often disagree on the generalizability of its dimensionality to
other conditions and to other student rating forms. Thus, one must also address the
dimensionality of instructional effectiveness acruss rating forms.

Finally, faculty may disagree on the relationships between ratings (specific, and
global) and student learning. This product-process approach to effective instruction
emphasizes the causal relationships between specific instructional processes (e.g.,
providing feedback, clarity, etc.) and learning outcomes or products (i.e., cognitive,
affective, psychomotor). Some critics question the validity of student ratings. suggesting
that student ratings of instruction are nor related to student learning. [ will address this
criticism in PART III, when I review research on the validity of student ratings of
instruction. However, a related question. Should summative evaluations of instruction be
based on a single global score or on a set of specific factor scores?, is related to the
question of the dimensionality of instruction and will therefore be discussed here.

[ will tirst review the literature on the dimensionality or structure of individual
student rating forms. critically discussing both the dimensions of etfective instruction and
their interrelationships. [ will subsequently review research that has attempted to explore
the dimensionality of effective instruction across rating forms. Finally. [ will address the
controversy surrounding whether summative evaluation should be based on a single score
(based on either a global item or on a carefully weighted average of factor scores) or on

several specific factor scores.
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Factor Studies of Individual Student Rating Forms

There is general agreement that most student rating forms are multidimensional.
For example, Marsh (1987) identified nine instructional dimensions’ on the Students'
Evaluation of Educational Quality (SEEQ); Frey, Leonard. and Beatty (1975) identified
seven instructional dimensions® on the Endeavor; and. Linn. Centra. and Tucker (1975)
identified six dimensions® on the Students' Instructional Report (SIR). Rating forms can
differ both in the instructional behaviours (dimensions) which they assess and in the
structure (interrelationships among dimensions) of student ratings. When these rating
forms are used to assess effective instruction, they become de facto the operational
definitions of effective instruction. Thus, the dimensions become the salient indicators of
effective instruction; while the factor structure becomes synonymous with the structure of

instruction.

Dimensions of Effective Instruction
There are a large number of instructional behaviours which can be used to

describe instructional effectiveness. For example. Feldman (1976) identified 19

Learning/Value. Enthusiasm, Organization. Group Interaction, Individual Rapport. Breadth of Coverage,
Examination/Grading, Assignments, and Workload/Difficulty.

Presentation Clarity, Workload, Personal Attention, Class Discussion, Organization/Planning, Grading,
and Student Accomplishments.

Teacher-student relationship, Course objectives and organization, Course difficulty and workload,
Reading assignments, Examinations, and Student effort
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dimensions of effective university teachers by reviewing studies which either investigated
students' statements about superior teachers or correlated students’ evaluation of
instructors with instructor characteristics. These dimensions were designed to capture the
range of items and factors found on multidimensional rating forms. [n subsequent
reports, Feldman (1983; 1984;1989) revised this system by adding categories. Feldman's
dimensions have frequently been used as a basis of comparison of student rating forms
(Abrami, 1988; Abrami, & d'Apollonia, 1990; Feldman. 1989: Marsh, 1991).

Table | shows the twenty-eight specific and three global instructional dimensions
listed by Feldman (1989) in his meta-analysis of the multisection validity studies. Some
dimensions. e.g., Personality Characteristics ("Personality"”) of the Teacher are quite
broad; while, others, e.g., Instructor Pursued and Met Course Objectives. are quite
narrow. Marsh, (1993) considered the Feldman categqries to be unidimensional since
Feldman had based his reviews on factor studies. However. these rationally derived
dimensions vary widely in scope with some being multidimensional and others
overlapping (Abrami. & d'Apollonia, 1990). The fact that a researcher can describe a
behaviour is no guarantee that the behaviour exists as a distinct construct. [ will.
therefore, subsequently refer to rationally derived instructional characteristics as

categories and restrict the term dimensions to those derived by factor analysis.
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Interpretation of Factor Studies as Evidence of Construct Validity

There have been many factor studies that have investigated the structure of
individual student rating forms (see p. 84). Perhaps the most studied instructional rating
form is the SEEQ, developed by Marsh (1982a). Because of both the quantity and quality
of the research on the factor structure of this instrument, [ will focus on the research on
the dimensionality of this instrument. Factor analyses of the SEEQ (1982a. 1982b. 1983.
1984) collected from over 5000 classes across different courses. disciplines. institutions.
and countries have consistently shown that it contains nine correlated factors. Marsh
(1982b, 1983a; Marsh, & Hocevar. 1984) demonstrated that the same nine factors are
present in peer and self ratings and used the correspondence among factor structures
(multitrait-multimethod approach)'® as evidence for the construct validity of the SEEQ.
Marsh (1991a) subsequently used confirmatory factor analysis (CFA) to test one first-
order and four alternative second- order structures of the SEEQ. He demonstrated that
the nine-factor model was consistent with the design of the instrument. He also
demonstrated that one-. two-. three, and four- factor second-order models fit the data with
the four-factor second order model having the best fit. However. Marsh recommended
that researchers nor use the second-order factor scores instead of the first-order factor

scores to summarize students' evaluation of instruction. He recommended that if specific

10 The use of the multitrait-multimethod approach to construct validity will be discussed further on
page [18..
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Table 1. Thirty-one Instructional Dimensions from Feldman, 1989

Instructional Category

Teacher’s Stimulation of [nterests in the Course and [ts Subject Matter

Teacher's Enthusiasm (for Subject or for Teaching)

Teacher’s Knowledge of the Subject

Teacher's Intellectual Expansiveness (and Intelligence)

Teacher’s Preparation: Organization of the Course

Clarity and Understandableness

Teacher's Elocutionary Skills

Teacher's Sensitivity to. and Concern with. Class Level and Progress

Clarity of Course Objectives and Requirements

Nature and Value of the Course Material (Including [ts Usefulness and Relevance)
Nature and Usefulness of Supplementary Materials and Teaching Aids

Perceived Outcome or Impact of Instruction

{nstructor's Fairness:: Impartiality of Evaluation: Quality of Examinations

Personality Characteristics ("Personality”) of the Teacher

Nature, Quality. and Frequency of Feedback from the Teacher to Students

Teacher’s Encouragement of Questions and Discussion. and Openness to Opinions of Qthers
Intellectual Challenge and Encouragement of Independent Thought (by the Teacher and the Course)
Teacher's Concern and Respect for Students: Friendliness of the Teacher

Teacher's Availability and Helpfulness

Teacher Motivates Students to Do Their Best: High Standard of Performance Required
Teacher's Encouragement of Self-Initiated Learning

Teacher's Productivity in Research and Related activities

Difficulty of the Course (and Workload)-Description

Ditficulty of the Course (and Waorkload)-Evaluation

Classroom Management

Pleasantness ot Classroom Atmosphere

Individualization of Teaching

Instructor Pursued and Met Course Objectives

Overall Rating of Lectures as an [tem of a Multi-item Indicator

Overall Rating of Teacher as an [tem ot a Multi-item Indicator

Overall Rating of Course as an [tem of a Multi-item [ndicator




factor scores were not to be used, an appropriately weighted'' average score or only the
overall score could be used for summative decisions. However. Chau (1994) conducted
confirmatory factor analysis on the responses to the SEEQ from over 6000 undergraduate
classes and demonstrated that three higher order factors were present. corresponding to
the three factors described by Widlak, McDaniel. and Feldhusen (1973) and
recommended that these second-order factors be used to construct composite scores for
summative evaluations.

Abrami and d'Apollonia (1991) commented on Marsh’'s (1991a) paper and argued
that Marsh had misused CFA by using one factor analysis to confirm a second factor
analysis rather than using factor analysis to confirm theory. Furthermore. they argued that
the use of factor analysis alone, even CFA, to determine the structure of an instrument or
construct has the following methodological problems.

. The nature of the items in a rating form strongly influences the resulting factor
analysis. For example, if the rating form contains several clusters of similar items,

a factor solution consisting of several equally important factors will emerge. On

the other hand. if the rating form consists of unique items. a large general factor

will emerge.
. The choice of factor analytical methods is based on prior. often unstated.
assumptions. This choice subsequently determines the factor solution. For

example, factor analysis conducted without rotation is designed to resolve one

H This issue will be discussed further on page 66

1
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general or global component. which explains most of the variance. and a few less
important, subsidiary factors. Rotation. redistributes the variance explained by
the general factor over subsidiary factors and thus. is designed to resolve specific
factors of equal importance (Harman, 1976). Thus. care must be exercised in
comparing the factor structures obtained by different methods

. The above factor solutions are indeterminate (Gorsuch. 1983). There exist many
solutions. each resolving exactly the same amount of the total variance.
Therefore, the solution that best describes reality cannot be determined
empirically.

. The decision of the number of factors to extract is perhaps the most crucial
decision made in factor analysis. Zwick and Velicer (1986) explored the
usefulness of six decision rules for extracting the correct number of factors. They
reported that Kaiser's rule of only extracting factors that have eigenvalues greater
than 1 severely overestimates the correct number of factors. Marsh (1982. 1983a,
1984. 1991a) seriously overextracted factors and built minor factors at the
expense of the principle component. Abrami and d'Apollonia (1991) reanalyzed
Marsh's data and reported that six. rather than nine. components had eigenvalues
greater than 1.0. Therefore. the number of distinct specific dimensions may be
much less than the number of postulated instructional categories. even for a well
designed and validated instrument. like the SEEQ.

Thus. Marsh's factor studies, exploratory or confirmatory. rather than providing
evidence for the "true" or "best" structure of effective instruction. reflect the implicit
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theories held by the rating constructors. When researchers use factor analysis with such
circular reasoning they use "statistics as a drunken man - for support rather than for

illumination" (Andrew Lang, 1904).

Interpretations of Factor Studies as Evidence for Rater Cognitive Processes

The factor studies of the SEEQ (Marsh. 1982a, 1982b. 1983a, 1983. 1984; Marsh.
& Hocevar. 1984), have shown that the nine specific factors are highly correlated. For
example. the correlations between the first factor Learning Falue. and the other eight
factors Enthusiasm, Organization, Group Interaction. Individual Rapport, Breadith,
Examination, Assignments., and Workload /Difficulty are .45. .32, .37. .22, 49, 48. .52,
and .06, respectively (Marsh. 1984). Since global items (overall course rating and overall
instructor rating) are included in the first two factors, respectively, one might expect that
these two factors would correlate highly with other factors. However, it is surprising that
Organization would be highly correlated with Breadth and Examinations. i.e.. .56 and .57
(Marsh. 1984). The high correlations among supposedly conceptually distinct
dimensions and the tactorial invariance of student rating forms. such as the SEEQ. has
been interpreted by some researchers as reflecting not the true factor structure of student
ratings but rather. students' cognitive processes before and during the rating task.

Since Thorndike (1920). high and generally equal correlations among the scales of
a rating instrument have been considered to be a symptom of halo effect. defined
originally by Thorndike (1920, p. 25) as the "marked tendency to think of the person in
general as rather good or rather inferior and to colour the judgements of [specific
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performance dimensions] by this general feeling" (Balzer. & Sulsky. 1992). Although
there has been a massive literature associated with the halo etfect. much carried out with
student ratings of instruction, there still is confusion and ambiguity concerning
conceptual and operational definitions of the haly effect. the sources of the halo effect,
and whether halo effects should be treated as error (Balzar, & Sulsky. 1992: Murphy,
Jako. & Anhalt. 1993). There are two types of halo: general impression halo and
dimensional similarity halo (Balzer, & Sulsky. 1992). In terms of student ratings of
instruction, general impression halo is the tendency for students to rate specific
dimensions of instruction on the basis of their global evaluation: while dimensional
similarity impression is the tendency for students to rate similarly the specific dimensions
they perceive to be logically or conceptually related. Balzer and Sulskey (1990),
surveyed the literature on halo published between 1980 and 1990 and found 108
operational definitions of halo, which they grouped into six categories. The following
three methods of operationally defining halo are relevant to the dimensionality of student
ratings:
. estimating halo on the basis of average interdimensional correlations across a
number of ratees (used in MTMM analysis):
. estimating halo on the basis of the percent of variance accounted for by a single or
small number of factors (used in factor analysis): and.
. estimating halo on the basis of partialling out the variance accounted for by the
global assessment from that explained by the specific ratings (used in multiple-

regression analysis) .



Information-processing theories ( Cadwell. & Jenkins. 1985; Cooper. 1981:
Jenkins, 1987; Kishor. 1995; Nathan. & Lord. 1983) suggest that cognitive limitations
and schematic processing during the impression formation process and rating task give
rise to general impression (Fiske, & Neuberg, 1990) and dimensional similarity halo
(Judd. Drake, Downing. & Krosnick, 1991). Individuals minimize cognitive load by
using common prototypes to organize their schemas of person. role. and event. These
schemas are organized hierarchically, such that general impressions and traits are
supraordinate with specific behaviours subordinate. [nformation-processing models of
performance rating contend that such schemas reflect the rater's implicit personality
theory of the occupation being rated. Raters may minimize their cognitive load by using
supraordinate features. like general impressions, to attend to. store. retrieve. and integrate
judgements of specific behaviours. In addition, items on rating forms function as retrieval
cues. To the degree that items are semantically similar, they will activate the same node
in the rater's associative network (Anderson, 1983), without necessarily involving the
raters'’ general impressions. Furthermore. since persons. roles. and behaviours are stored
together. once an individual's implicit personality schema is activated. roles can infer
specific behaviours. or vice-versa (Trzebinski. 1985). Factors such as the rater's
knowledge of the performance domain. familiarity with the instructor. fatigue. item
similarity. and the salience of the rating task influence the magnitude and significance of
both forms of halo. Thus, factor studies of performance ratings reflect the structure of the
performance being assessed. the structure of the raters' implicit theories. and the
conditions under which ratings are being collected.
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Traditionally, halo has been considered as a rating error. inflating the true
correlation among dimensions and reducing the accuracy of rating (Murphy. Jako. &
Anhalt. 1993). Thus researchers using performance ratings have sought to eliminate the
influence of halo by a variety of means such as statistical control. pooling over raters.
training raters, and manipulating the order of items on questionnaires (Cooper. 1981). It
should be noted that factor rotation, especially oblique rotation. functions to remove halo
by redistributing the shared variance over specific dimensions. However. these methods
have been severely criticized (Becker, & Cardy. 1986; Cooper. 1981; Murphy. Jako. &
Anhalt, 1993: Nathan. & Tippins, 1990).

They argue that the observed factor structure includes shared variance from a
number of sources: from the true correlation among dimensions. from the net result of
cognitive processes resulting from dimensional similarity and general impression, and
from systematic response- set errors (e.g.. range restriction). Some of these sources of
halo (true correlation among dimensions. and some of covariation due to cognitive
processes) not only do not distort ratings. they may increase accuracy (Murphy. Jako. &
Anhalt. 1993: Nathan. & Tippins. 1990). These sources of covariation therefore.
represent true halo. not illusory halo and should not be removed. Moreover. in both
laboratory and field settings. Murphy and Anhalt (1992) demonstrated that the ratio of
illusory to true halo varies greatly as a tunction of rating conditions. Thus. while it may
be possible to separate true and illusory halo in theory. in practice. especially in field
settings, this exercise becomes fruitless given current measures of halo (Murphy, &
Anhelt, 1992; Murphy. Jako. & Anhelt. 1993).
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Whitely and Doyle (1976) demonstrated in a classroom setting that students do
have implicit personality theories of teaching (implicit theories of teaching). and that the
factor structure of their theories corresponds to the factor structure of their ratings. They
also suggested that if students' implicit theories of teaching were idiosyncratic. pooling
over students (i.e.. using class means) would eliminate this random error. Therefore.
they contended that student ratings of instruction were not contaminated by halo error:
but rather reflected students’ valid implicit theories of teaching. Larson (1979) suggested
that since these implicit theories were not idiosyncratic, but rather reflected societal
norms, their influence on student ratings could not be eliminated by using class means.
Thus. he agreed with Whitely and Doyle that factor studies should not be used as
evidence for the construct validity of student ratings.

Marsh (1982b, 1983b) used Campbell-Fiske multitrait-multimethod (Campbell, &
Fiske, 1959) and ANOVA (Kavanagh. Mackinney, & Wolins. 1971) analyses to assess
the extent of a halo effect on the SEEQ. The results indicated that there is a halo effect
with student ratings, but not with instructor self-ratings. The ANOVA results suggest
that the halo effect is significant (p <.01), and accounts for 19% of the variance in
student ratings. Whether this is true or illusory halo cannot be determined: nevertheless.
it does indicate a large dependency of specific ratings on an overall assessment of
instructional effectiveness.

Cadwell and Jenkins (1985) and Kishor (1995) carried out laboratory studies on
the influence of implicit theories of teaching on student ratings of instruction. Cadwell

and Jenkins made three assumptions in their study:
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. that students hold implicit theories of teaching;

. that semantic similarities among specific behavioral impressions mediate the halo
effect; and.
. that under adverse rating conditions, students' ratings of instruction reflect their

implicit theories rather than actual instructional behaviours.

They conducted an experiment. using a fractional factorial design (Kirk. 1982), in which
graduate students were asked to rate nine hypothetical instructors on 12 SEEQ items
loading on Enthusiasm, Organization. Group Interaction. and Breadth of Coverage. The
hypothetical instructors were described by means of a check list containing eight
behavioral descriptors. two for each factor. Instructor profiles were randomly generated
such that the check list indicated the presence of two, one, or no behavioral descriptors
for each factor. They subsequently factor analyzed the students ratings with and without
the influence of the behavioral information statistically removed. Since the two factor
analyses were identical, Cadwell and Jenkins (1985) concluded that under conditions of
incomplete information, students’ implicit theories of teaching had a causal influence on
their ratings.

Marsh and Groves (1987) questioned the statistical conclusion validity
(inappropriate design. inaccurate degrees of freedom, presence of response set-error). the
internal validity (the putative manipulation of implicit theories by manipulating semantic
similarities). and the external validity (generalizablity of laboratory study to field
settings) of Cadwell and Jenkin's (1985) interpretation. Jenkins (1987) justified the
research design, pointing out that Marsh and Groves had forgotten to include the number
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of hypothetical instructors in their computation of degrees of freedom. and stating that
although Marsh and Groves' data simulation may have contained response-set errors, the
results of the Cadwell and Jenkins indicated that response-set was not an issue. They
justified their manipulation of students' implicit theories by pointing out that students
consistently responded to the appropriate cues, as would be expected if they held valid
implicit theories of teaching.

Cadwell and Jenkins (1985) discussed evidence from cognitive psychology
indicating that individuals use both general impressions and semantic similarity as a
simplification strategy while rating instruction. They also suggested that the inferences
they made on the basis of their laboratory study would be threatened if and only if
students in more naturalistic settings were /ess likely to use general impressions or
semantic similarities to guide their judgements.

Kishor (1995) used a laboratory study in which he manipulated information on
teaching behaviours. similar to that of Cadwell and Jenkins (1985). to test two competing
models of how implicit theories of teaching influence student ratings of instruction. The
theoretical model posited that under conditions of incomplete information. observed
behavioral information about an instructor activates the student's person schemas
(implicit theories of teaching). which are subsequently used to rate the instructor. The
competing model posited that under conditions of incomplete information. students will
use observed behavioral information about an instructor to both rate the instructor and
activate their implied theories of teaching; however, students' ratings would only be based
on the observed behavioral information. He used linear structural modelling to
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demonstrate that the theoretical model best fit the data. and that the hypothesized causal
paths were statistically significant. Moreover. the fit of the competing model was
significantly worse than that of the theoretical model. Kishor concluded that

student ratings of instruction reflect, not only observed behaviours. but also students'
implicit theories of teaching. Therefore. he concluded that the robustness of the factor
structure of student ratings could not be used as evidence for the structure of teaching,
without considering the cognitive processes that underlie rating.

In conclusion, it appears that the factor structure of individual student rating
instruments, such as the SEEQ, are robust across a wide selection of courses. institutions.
and raters. Some researchers, notably Marsh and his colleagues. have interpreted this
invariance as evidence for the construct validity of student ratings of instruction.
Therefore, they contend that effective instruction can best be evaluated in terms of
multiple (nine), nearly equal factors or traits. However, there appears to be a large
general halo-component to performance ratings. including the SEEQ. Other researchers.
especially in the area of social psychology. contend that this large halo component
reflects human cognitive processes during rating. which may or may not reduce rater
accuracy. They contend that the robustness of the factor structure of student rating

instruments reflects students (and faculty's) shared implicit theories of teaching.

The Structure of Effective Instruction Across Student Rating Forms
Abrami and d'Apollonia (1990) suggested that Marsh's (1991) conclusions
concerning the dimensionality of effective instruction were limited in that he had
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analyzed one and only one student rating form. Moreover, they suggested that the more
general question that needed addressing was the dimensionality of instructional
effectiveness across student rating forms. This question has been approached both
logically and empirically. Several researchers (Feldman, 1976: Kulik. & McKeachie,
1975; Marsh, 1987, 1991; Widlak, McDaniel. & Feldhusen. 1973) have attempted to
logically integrate factor studies across forms purporting to measure the same dimensions
of effective instruction. For example. Widlak. et a/. (1973) compared twenty-two student
rating forms and found that three categories. describing the three instructional roles:
actor. interactor, and director could be used to describe the set of factor studies. In all
cases, the first factor fell either into the actor or interactor category. They subsequently
factor analyzed responses to the 18 item Course-Instructor-Evaluation from Purdue and
obtained three highly correlated factors.

Feldman (1976) explored dimensionality across rating forms. using a schema
which contained 19 specific and two global instructional categories. He used a clustering
technique to show that three interrelated clusters of instructional behaviours exist across
all forms. Table 2 lists the three clusters he identified as being associated with three
teacher roles: presentation. facilitation, and regulation. On the basis of the three patterns
of intercorrelations. he concluded that his clusters were similar to those described by
Widlak. McDaniel, and Feldhusen (1973).

Thus. across student rating forms. teaching is evaluated in terms of three roles.
The first role is that of an actor, in which the instructor in command of the domain (both
depth and breadth) uses his or her presentation skills (preparation. elocution, sensitivity to
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audience) to motivate students and to present information in a clear and organized
manner. The two global assessments (overall course and overall instructor) are associated
with the role of instructor as actor. This may reflect the nature of teaching in most
introductory college courses. The second role is that of a facilitator in which the
instructor, sets an interactive learning environment by being friendly and tolerant of
students' opinions. encouraging students to grow intellectually through both group
discussion and independent work, and by being available to students if they need
additional help. The third role is that of a manager. in which the instructor manages

Table 2. Feldman's (1976) second-order "factor structure"compared to that of Widlak et
al.(1973).

Feldman's Instructional Categories Feldman's Widlak's
Instructional [nstructional
Function Function
Overall Rating of Instructor Presentation Actor

Overall Rating of Course

Instructor’s Stimuliation of Interest

Instructor’s Clarity and Understandableness
Instructor’s Preparation and Organization
Instructor’s Enthusiasm

Instructor’s Knowledge of Subject

Qutcome of Instruction

Instructor’s Intellectual Expansiveness

Instructor’s Elocutionary Skill

Instructor's Sensitivity to Class Level and Progress

Instructor's Friendliness. Concern. or Respect tfor Students Facilitation Interactor
Instructor’s Openness to Others’ Opinions and Encouragement of’
Class Questions and Discussion
Instructor’s Intellectual Challenge and Encouragement of Independent
Thought
Instructor's Availabilitv and Helpfulness

Classroom Management Regulation Director
Instructor’s Fairness. [mpartiality of Evaluation and Quality of
Evaluation
Nature and Value of Course Material
Clarity of Course Objectives and Requirements
Difficulty of Course and Workload
Quality and Frequency of Feedback




materials, tasks, and feedback. by insuring that class time is used efficiently and
feedback, both formative and summative. is relevant. timely. and fair.

Marsh (1987) also commented on the similarity of specific factors in several
student rating forms. Marsh (1991) subsequently compared the correspondence among
the SEEQ and Endeavor factors (Frey. Leonard. & Beatty. 1975). and Feldman's (1976)
categories. He concluded that Feldman dimensions were much narrower than the SEEQ
and Endeavor factors; that the SEEQ represented more of Feldman's categories than did
the Endeavor, and that many SEEQ factors contained more than one Feldman category.

Kulik and McKeachie (1975) reviewed eleven studies and identified four
commonly found factors which they labelled Skill. Rapport. Structure. and Difficulty.
Cohen (1981, 1982) explored the validity of student ratings across these four factors and
two additional factors from McKeachie, Milholland, Lin. Hofeller. Baerwaldt, and Zinn
(1964). However, subsequent research by Cohen (1987. 1988) and d'Apollonia and
Abrami (1987, 1988) indicated that even with the addition of other categories
(Motivation, Evaluation. and Student's Perception of Self-Progress). many dimensions of
effective instruction described in the literature could not be categorized by these nine
categories.

[n addition to the methodological problems with the tactor analysis of individual
rating forms described on page 51. Feldman (1976) and Abrami and d'Apollonia (1991)
add the following two problems when analyzing the factor structure across forms:

. Situational variables, such as the nature of the students responding to the rating
forms, the institutions and courses at which ratings are collected, and the rating
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forms used. influence the factor structure. Although the factor structure of the

SEEQ has been shown to be invariant across academic disciplines. instructor rank.

and course levels (Marsh, & Hocevar. 1984, 1991). this robustness does not

necessarily extend to other rating forms. nor to atypical students or classes.

Moreover, as discussed above. this robustness may reflect the stability of implicit

theories of teaching rather than that of ratings.

. The factor structure of the rating form depends on whether class means or

individual scores are selected as the unit of analysis (Cranton. & Smith. 1990).

Thus. care must be exercised in only comparing factor studies that employ the

same unit of analysis.

In addition to these two problems, rater errors within individual ratings may not cancel
each other out when ratings are aggregated. For example. although the rater errors due to
response-set may cancel each other out when individual responses are used in a factor
analysis. these errors may not cancel each other out when class mean responses are used
in factor analysis (Marsh, & Groves. 1987). This is similar to the issue in meta-analysis
where the influence of methodological weaknesses within studies may be predominantly
in one direction and bias the estimation of mean effect size or magnitude.

Despite these problems in comparing or integrating ditferent factor studies.
researchers (Bushman. Cooper. & Lemke. 1991: Thomson. 1989) have emphasised the
need for an empirical approach to integrating factor studies. Kaiser. Hunka. and
Bianchini (1971) developed a method by which pairs of factor analyses are compared by
projecting the factor and variable axes into a common factor space. rotating the axes to
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their "best fit" relative to each other. and measuring discrepancies in the variable and
factor vector positions. This method has been further developed and used by a number
of researchers, both in the area of student ratings of instruction (Rosenfield, d'Apollonia,
& Abrami. 1993; Whitely, & Doyle, 1976) and in the general psychology literature
(Gorsuch, 1983: Thompson, 1989; Bushman, Cooper. & Lemke. 1991). However, there
are two shortcomings of this method. Firstly. it conducts pairwise contrasts rather than
comparing all factors simultaneously. Secondly. it relates factors rather than matching
(Rosenfield, d'Apollonia, & Abrami, 1993). That is. it correlates specified pairs of

factors by computing a "pseudo” correlation between two factors.

Multidimensional Rating Scores and Summative Decisions

Most researchers agree that teaching is multidimensional. and that many student
rating forms are multidimensional. However, faculty do not necessarily agree on which
instructional dimensions are most important in student learning. There is ample evidence
from multisection validity studies (see PART III) that not all dimensions are equally
correlated to student learning. For example. there is general agreement that global
assessments of teaching (overall instructor. overall course. and overall learning) have
uniformly moderately high validity coefficients (Cohen. 1981. 1986: d'Apollonia and
Abrami. 1988: Feldman. 1989). However. there is much greater diversity among the
validity coefficients for specific dimensions of teaching. Cohen (1986), reported that the
validity coefficients ranged from .03 for Course Difficulty to .42 for Skill. The validity
coefficients for the Feldman dimensions are also highly diverse (d'Apollonia and Abrami,
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1988; Feldman, 1989) with such dimensions as /Intellectual Challenge, Encouragement
of Independent Thought. Nature and Value Course Materials, Nature and Usefulness of
Supplementary Materials and Course Difficulty having very low validity coefficients and
Clarity, Stimulation of Interest, and Teacher's Preparation and Organization, having
high validity coefficients. Nevertheless. most post-secondary administrators must. at
some point, judge the teaching effectiveness of individual faculty to decide on such issues
as retention, merit pay, promotion. and tenure. How are they to interpret student ratings
of instruction ?

Some researchers (Frey, Leonard. and Beatty, 1975; Marsh. 1984, 1987. 1989,
1991a, 1991b; Marsh. & Dunkin, 1992) have made strong recommendations that
summative evaluations be based on a set of specific scores derived from
multidimensional rating forms. Proponents of using a set of factor scores rather than a
single score argue that since teaching is multifaceted. it can best be evaluated by a
measure or measures that reflect this dimensionality. Since there is little agreement on
which pedagogical behaviours necessarily define etfective instruction. the specific factors
in the set can be differentially weighted to meet individual needs.

Other researchers (Abrami. 1985. 1988. 1989: Abrami. & d'Apollonia. 1990.
1991: Cashin . & Downey. 1992. Cashin. Downey. & Sixbury. 1994) have argued.
equally vigorously. that global ratings (or a single score representing a weighted average
of the specific ratings) are more appropriate. They argue that the inferences of
instructional effectiveness based on specific ratings suffer from threats to internal and
external validity and that their use by typical administrators is faulty.
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The possibility that student ratings of instruction reflect either their general
impressions of the professor or their implicit theories of teaching rather than observed
behaviours, may threaten the internal validity of using specific factor scores to infer
instructional effectiveness. Whether this constitutes a threat depends on whether the
observed halo is illusory halo. reflecting rater error. or true halo (reflecting the accuracy
of students' general impressions and/or implicit theories of teaching). [fit is the former.
the interpretation of the specific factors as measures of instructional effectiveness is
inappropriate. As mentioned previously, MTMM analysis (Marsh. 1982b. 1983a)
indicates that even the SEEQ, which is carefully constructed and factor analyzed to
produce specific factors, contains a large halo effect. If halo is completely rue halo.
reflecting the students' cognitive strategies before and during rating. the interpretation of
specific factors as indicating instructional effectiveness is not necessarily threatened.
However, a more immediate indicator of effective instruction would be either a global
assessment of teaching effectiveness or the correspondence (a single score) between the
students' implicit theory of teaching and the pattern of the instructional behaviours.
However, it may be impossible in field settings to distinguish between true and illusory
halo (Murphy. & Anhelt. 1992: Murphy. Jako. & Anhelt. 1993). For this reason.
personnel psychologists have begun recommending that giobal ratings. rather than
specific behavioral factors. be used for personnel decisions (Nathan. & Tippins: 1990).

Cashin and his colleagues(Cashin. & Downey. 1992; Cashin. Downley, &
Sixbury, 1994) correlated global and specific ratings of effective instruction with a
weighted composite score reflecting instructional effectiveness. This criterion measure
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was a weighted average of 10 IDEA (Instructional Development and Effectiveness
Assessment) items rated by students which measure the degree to which course objectives
have been met. The weights are assigned by faculty to reflect the importance of the
objective to specific courses. They reported that the global items accounted for more than
50% of the variance in the achievement measure. The only specific items that added any
practical increment in explanation were Stimulated students to greater effort. and Degree
to which the course hung together. Together these items only added 15%. They made a
strong recommendation that global items predict most of the variance in instructional
effectiveness and therefore should be used for summative evaluation.

Marsh (1994. 1995 ) has criticized the Cashin and Downey' (1992) study on the
use of global scores for summative evaluation. However, he based his arguments on the
use of the weighted composite score as a valid measure of instructional effectiveness,
rather than on the appropriateness of using global scores. Moreover. Marsh showed that
global scores were highly correlated with his own composite achievement measure.

The recommendation to use factor scores for summative evaluation has been
challenged on the basis of threats to external validity: both to generalizability and
construct validity (Abrami. & d'Apollonia. 1990). There is little known about the
generalization of specific ratings compared to that of global ratings (Abrami. 1989)
except for one rating form the SEEQ (Marsh and Hocevar (1984. 1991). For this one
rating form, there is evidence that the factor structure (i.c.. the number and nature of the
teaching dimensions found) and thus the relationships among perceived characteristics of
teaching was stable across those variables that were studied. However, this
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interpretation of the factor invariance of the SEEQ has been questioned. As mentioned
previously, the factor invariance of student rating forms can be interpreted as reflecting
students' information processing before and during the rating task. rather than the
construct validity of a multidimensional interpretation of student ratings.

Abrami and d'Apollonia (1990) explored the threat to the construct validity of
using specific factor scores to infer instructional effectiveness by determining the
consistency and uniformity in dimensional structure exhibited by multisection validity
studies. They coded the items from the multidimensional student rating forms
contributing to each reported validity coefficient into 21 specific. two global. and one
miscellaneous dimension using a coding schema derived from that of Feldman (1976,
1983, 1984). They reasoned that if there were a more or less consistent dimensional
structure across student rating forms. the dimensions would contribute equally across
findings. However. the most frequent dimension (Clarity and Understandableness)
contributed to more than 67% of the findings: while the least frequent (/nstructor's
Enthusiasm) contributed to less than 20% of the tindings. Moreover. they reasoned. that
each dimension would be found in an equally "pure form" across tindings ( uniformity
index = 1). That is. dimensions would not be unidimensional in some forms but
multidimensional in others. However. the uniformity index varied from a low of .11 for
[ntellectual Expansiveness to a high of .61 tor Overall Instructor. That is.
multidimensional rating forms are inconsistent in their treatment of items denoting
Intellectual Expansiveness, but consistent in their treatment of Overall Instructor. Thus,

using specific factor scores to infer instructional effectiveness does not generalize across
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different operational definitions or constructs of effective instruction.

Franklin and Theall (1990) have suggested that administrators. untrained in
instructional evaluation, may not have the necessary expertise to properly weigh the
numerous factor scores and arrive at a single decision. Administrators appear to simply
average over all the instructional dimensions. Since specific ratings are neither equally
valid indices of student learning, nor equally relevant across different courses (Abrami, &
d'Apolionia, 1990; Abrami, d'Apollonia, & Rosenfield. 1996). it is inappropriate to make

comparative judgements based on such summative scores.

Implications of Literature for This Thesis

The lack of consensus on the dimensional structure of effective instruction as
projected by student ratings of instruction poses problems for both theoretical and applied
research. Researchers must develop a circumscribing model or "common metric" with
which to compare the different structures. That is. they must construct a model of
teaching effectiveness that encompasses more than one student rating form. The degree to
which global scores correlate with specific scores should also be addressed. That is. an
attempt should be made to determine whether student rating forms in general reflect a
general teaching factor or multiple. more or less equal. specific factors. This common
structure can subsequently be used to explore other characteristics of student rating
forms. for example their validity. Thus. one of the goals of this thesis was to adapt meta-
analytical methods to the aggregation of the factor studies of student ratings of
instruction. This integration will allow me to determine whether there is a common
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structure of teaching effectiveness (as perceived by students) across forms. and whether it
supports the contention that students judge teaching on the basis of a general teaching

factor or multiple specific factors.

Method
This section describes the application of meta-analytical techniques to the
determination of the common structure of student rating forms. The following four steps
will be used as the framework for the description of the methods used for the integration
of factor studies: problem formulation and specification of inclusion criteria.

identification of studies. coding items. and data analysis.

Problem Formulation and Specification of Inclusion Criteria
The problem investigated in the meta-analysis of the factor studies of student
ratings of instruction was. "What is the structure of instructional effectiveness (as judged
by students) across student rating forms?". The following inclusion criteria were used.

. Since the results of this meta-analysis were intended to provide a "common-
metric" for the meta-analysis of the multisection validity studies. factor studies
had to be conducted on the rating forms used in these studies.

. The complete factor matrix or interitem correlation matrix had to be available.
When more than one factor or correlation matrix was available the one most
closely resembling the rating form used in the multisection validity studies was
used. If more than one was similar, the matrix was chosen randomly.
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[dentification of Studies
The studies reporting the factor structure or interitem correlation matrix of the
student rating form used in the validity studies were identified. These were located by
branching from the references in the original primary studies and by conducting a
computerized search on ERIC using the authors' names and the name of the student rating

form in question as key words. These studies are described on page 84

Coding Outcomes
One of the problems that the reviewer of this literature faces is the diversity of
instruments used by the primary researchers. Some primary researchers report the
validity coefficients for single items while other researchers report the validities of factors
(either empirically or rationally derived). Since the rating forms are not uniform, it is
necessary to code the correlation coefficients in terms of the items they represent. Thus.
this section describes the development of the coding scheme that was subsequently used

to code the items into categories.

Development of Coding Schema

The coding schema was based on those developed by Feldman (1976. 1983.
1984). However. since he did not supply operational definitions for the categories. but
rather gave exemplars. the operational definitions had to be inferred from the exemplars.
To do so, the following method was used. [ listed all the examples Feldman had used and
sorted the items by category. After clarifying the ambiguities among the exemplars
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within each dimension, [ developed a provisional set of operational definitions. Two
research assistants then coded all the items in the student rating forms used by Feldman.
The overall inter-rater reliability was 0.93 (Cohen's kappa). Abrami and d'Apollonia
(1990) subsequently used this schema to investigate the dimensionality and uniformity
across the student rating forms used in the multisection validity studies.

Feldman further modified his system and coded a sub-set of the rating forms used
in the multisection validity literature (Feldman, 1990). This system consists of 28
specific dimensions and three global categories. To further characterize the reliability of
the coding schema, [ compared the inter-rater reliability between our categorization
(Abrami. & d'Apollonia. 1990) and Feldman's (1989) for the common studies. The inter-
rater reliability (Cohen's alpha) was only 0.60.

There are at least two reasons for this lower reliability. one trivial and the other
substantiative. First. [ used the item as the unit of analysis. while Feldman used the
number of dimensions per validity coefficient (factors) as his unit of analysis. and did not
weight the dimensions by the number of items. In order to compute the inter-rater
reliability between our categorization and Feldman's. [ collapsed on factors and
eliminated weighting by items. However. this has the effect of amplifying discrepancies.
For example. consider the situation where Feldman and [ were coding the same primary
study in which data was reported for a factor consisting of ten items. If Feldman were to
code the ten items into two categories ( eight items into Enthusiasm for Subject and two
items into Enthusiasm for Teaching), he would enter the finding twice, weighting it .50 in
each category. However, if [ were to disagree with Feldman on only one item coded by
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Feldman into Enthusiasm for Teaching and by me into Ability to Stimulate Interest, [
would enter the finding three times, weighting it .1. .8, and .1 in the three categories
Enthusiasm for Teaching, Enthusiasm for Subject and Ability to Stimulate Interest.
respectively. Thus. the inter-rater reliability would be .81 when the unit of analysis is the
item. but only .65 when the unit of analysis is the dimension with no weighting. Thus.
the lower reliability may be an artifact of the choice of unit of analysis.

The more substantiative issue is the lack of operational definitions provided by
Feldman, the ambiguity. multidimensionality, and overlap of some of the dimensions.
and the ambiguity of some of the items. These difficulties were reported in Abrami and
d'Apollonia (1990). For example. in many cases items referring to the instructors
behaviour were placed in one category; but, items referring to the results of the behaviour
were put in another category.

As a result of the above low inter-rater reliability and the internal inconsistencies,
[ further modified the coding schema along the following principles:

. The classification schema should not be ambiguous. The categories used to code
items should be clear. comprehensive and succinct. At any one level. the
categories should be of more or less equal breadth.

. The bipolar values of the categories should be in the same category: ¢.g.. clear and
unclear presentations. authoritarian and participatory class management. etc.

. Both the product and the process orientations to a teaching behaviour should be in
the same category; for example, the instructor presenting the subject as interesting
and the students being interested in the subject.
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. Since global evaluations (course instructor. perceived learning) are included, the
remaining categories should only include specific statements.
[ subsequently developed provisional operational definitions for the 42 categories

which were used to code the items in the rating forms in the multisection validity studies.

Coding Items into Categories

[ and a research assistant subsequently coded 1190 items extracted from the
student rating forms used in the multisection validity studies. The overall interrater
reliability ( as percent agreement) across categories was 91.5%. Table 3 illustrates the
interrater reliabilities for each category. The interrater reliabilities for five categories
(the instructor's research productivity and reputation, the instructor'’s ability to deliver
relevant instruction, the instructor's ability to monitor the class' response, the
instructor’s supervision and disciplinary actions, and the instructor's ability to foster
tolerance of diversity) are below .70. [n order to resolve disagreements. all disagreements
were investigated. For some categories. the instructor's ability to deliver clear
instruction, relevance of instruction, the instructor's supervision and disciplinary actions
and management style. the coders stated that they had simply made clerical errors.
However. other disagreements were due to difficulties with applying the coding schema
to certain categories. For example. coders found it difficult to decide whether some items
referred to the instructor's willingness to respond to students' difficulties during class time
(the instructor's ability to monitor the class' response) or outside of class time
(availability). These difficulties were dealt with by clarifying the operational definitions.
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Table 3. Interrater reliability in coding items into instructional categories

DIMENSION N of ITEMS Nin AGREEMENT % AGREEMENT
(AA) Personal Appearance 9 9 100
(AB) Personality Characteristics 18 15 83
(AQ) General Attitudes 7 6 86
(BA) Knowledge of Domain 2t 21 100
(BB) Knowledge of Teaching 4 4 100
(BC) General Knowledge 5 5 100
(CA) Enthusiasm tor Subject 12 12 100
(CB) Enthusiasm for Teaching 13 13 100
(CC) Enthusiasm for Students 18 15 83
(D) Research Productivity 3 2 67
(EA) Choice of Required 32 30 94
(EB) Choice of Supplementary 4 4 100
(F) Preparation and Organization 3 30 94
(GA) Ability to Stimulate Interest 35 19 89
(GB) Ability to Motivate to 28 25 39
(HA) Formulation of Objectives 25 28 89
(HB) Implementation of 14 14 100
(IA) Use of Teaching Methods 36 31 86
(IB) Clarity of [nstruction 63 38 92
(IC) Relevance of [nstruction 28 I8 64
(ID) Response to Questions 17 13 88
(JA) Monitoring Student's 16 100
(JB) Monitoring Class' Response 6 2 33
(KA) Vocal Delivery I 11 100
(KB) Dramatic Delivery 15 15 100
(LA) Management Style 63 35 87
(LB) Time Management 20 20 100
(LC) Discipline 10 15 67
{MA) Interaction 66 39 89
(MB) Tolerance of Diversity 29 19 66
(MC) Respect for Others 90 89 99
(MD) Friendly Classroom 17 13 38
(NA) Low-level Cognitions 25 20 80
(NB) High-level Cognitions 76 68 90
(OA) Concemn tor Students 15 14 93
(OB) Availability 13 13 100
(P) Feedback 33 33 94
(Q) Workload 33 50 94
(R) Evaluation 60 39 98
(S) Overall Course 36 33 92
(T) Overall Instructor 61 59 97
(U) Overall Learning 29 29 100
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Coders also experienced difficulties in distinguishing between certain pairs of categories.
It was difficult to distinguish between monitoring student's response and monitoring the
class' response. Often the only difference in the items was whether the apostrophe was
before or after the final s in the word students. Therefore, these categories were merged .
Similarly, it was difficult to determine whether an item referred to the instructors's
formulation of or implementation of objectives. Thus. these categories were also merged
producing a final coding schema of 40. not 42 categories.

Five items belonging to the instructor’s ability to foster tolerance of diversity
were miscoded by Coder 1 into management style . Three additional items were
miscoded into categories classroom interactions and respect for others. These items
were difficult to code because the instructor's management style affects the social climate
in the classroom. namely classroom interactions, tolerance for diversity, and respect for

others. The items were:

. The instructor tries to force us to accept his ideas and interpretations.

. Teacher rejected the students' statements.

. Permitted students to express opinions which diftered from his own.

. The instructor invited criticism of his acts.

. The instructor's efforts improved the ability of the students to understand deviant
individuals.

. Students argued with each other or with the instructor. not necessarily with
hostility.

. Did your instructor remain open to criticism.

77



. Intolerant

Thus. there is some overlap amongst the categories which is difficult to resolve.
The coding schema was modified to take these difficulties into account and is presented
in Appendix 1. [t contains forty instructional categories that are assumed to be
unidimensional and logically distinct. The acceptable inter-rater reliability indicates that
coders can reliably distinguish among categories. However. it neither indicates that
students can discriminate among the categories nor that they represent first-order factors
of instructional effectiveness. These latter questions are addressed by the results of the

research integration and will be addressed in the Results and Discussion sections.

Data Analysis
The data analysis of a meta-analysis of factor studies is somewhat complicated
because the summary statistics which are being aggregated. the interitem correlation
coefficients of the correlation matrix. are multivariate. Broadly speaking, the analysis
that was carried out consisted of extracting and selecting a reliable set of interitem
correlation coefficients. aggregating them (and computing population parameters) to
produce an aggregate correlation matrix. and subsequently factor analyzing this

correlation matrix in order to determine the common structure across rating forms.

Extraction of Outcomes
The outcome variables of interest for the integration of factor studies are the
interitem Pearson product moment coefficients in each student rating form. These were
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estimated from the reproduced correlation matrices'? computed from the factor loading
matrix of the items in the student rating forms (if rotated orthogonally). or from the
pattern matrix and factor correlation matrix (if rotated obliquely). If only the correlation
matrix for a rating form was available. the correlation matrix was factor analyzed to
obtain the reproduced correlation matrix. The following formulae were used to compute

the reproduced correlation matrices:

R - AA'
where R is the reproduced correlation matrix,
A is the factor loading matrix (rotated orthogonally),
A is the transposed factor loading matrix.
R - Add'
where @ is the factor correlation matrix.

Both factor loading and pattern matrices are item by factor matrices. When the
items measured a negative aspect of instruction, the factor loadings for these items were
multiplied by -1. In addition. since the sign of factor loadings is arbitrary (Gorsuch.
1983. p. 181). the factor loadings for any factor with a preponderance of negative

loadings was also multiplied by -1.

Selecting Interitem Correlation Coefficients

In order to aggregate the interitem correlation coefticients. one must first establish

The reproduced correlation matrix is the difference between the original interitem correlation matrix and
the residual correlation matrix. Thus in a "good" factor structure which extracts most of the item variance,
the reproduced correlation matrix will be very similar to the original interitem correlation matrix. It would
be identical if all factors were extracted.
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that the values being aggregated are homogeneous. If the set is not homogeneous. the
weighted mean correlation does not represent each study well.

There are a number of possible causes for heterogeneity:

. the items are ambiguous and/or multidimensional:
. the categories are ambiguous and/or multidimensional: and
. the relationship between items varies with setting, subject. etc.

The first two reasons speak to technical problems with the coding schema and
certain student rating forms. Unfortunately, these problems confound questions
concerning the dimensionality of effective instruction. Therefore. if one wishes to
address the latter question. one must first reduce these technical problems. We therefore.
pruned items and categories which were heterogeneous in the following manner.

[ and a colleague pruned the items and categories from the data set in a two stage
process. In the first stage we eliminated items that contributed to poor correlations
between items belonging to the same category. We subdivided the complete set of
interitem correlations (21.383 correlations) into the forty sets of interitem correlation
coefficients between items belonging to the same category. We assumed that. if the
categories were unidimensional and generalizable. sets of interitem correlation
coefficients should be uniform across student rating forms and the mean interitem
correlation coefficient for the set should approach 1.0. In other werds. the mean
interitem correlation coefficient for the subset is analogous to a reliability coefficient.

For each set, we identified items which contributed to correlations which were below 0.5,
or which lowered the mean interitem correlation coefficient for a category consistently
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below .60. We scrutinized these items for ambiguous wording. reversed polarity,
negative wording, compound items. etc. We subsequently dropped these items. For each
set, we continued pruning until the set was homogeneous (i.e.. the coefficient of
variability was .20 or less).

[n the second stage we eliminated items that contributed to heterogeneous
correlations between items in different categories. This is a more difficult task in that it
can not be assumed that the correlations should approach 1.0. However, they should
cluster about the weighted mean. We subsequently subdivided the remaining correlations
into sets representing the intercorrelations between items belonging to different
categories. Taking one set at a time. we identified the items that contributed to
correlations at the extremes of the distribution. We eliminated those items that
consistently contributed to the heterogeneity of the set. Finally. after all pruning had
been done. we reviewed all decisions to see if later decisions to drop items would allow
us to reinsert some dropped items. Note that two items contribute to a correlation that is
an outlier. In some cases the poor item can be easily identified because of poor wording,
double negatives. compound items. etc.. However. in other cases which item is to be
eliminated is somewhat arbitrary since it may be a poor item by virtue of its position in
the rating form. In other words. there is #or one unique set of items which. if eliminated.

produces homogeneous sets. Rather. there are a number of possible sets.

Synthesis of Aggregate Correlation Matrix
The interitem correlation coefficients and categories (35) that survived selection
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were subdivided into sets representing the cells of the aggregate correlation matrix (a
35x35 matrix). The following procedures adapted from Hedges and Olkin (1989) were
used to compute the population parameters. The mean interitem correlation coefficient

was computed using the following formula:

k
Z = S w.2Z
- I
i=l

where z, is the weighted mean interitem correlation coefficient.
is the Fisher z transformation of each correlation.

Z;
w; is the weight for each study based on the sampling variance calculated
from the following formula.
n-3
W —
¢ k

Y (n3)

-1
n is the sample size in each study.

The coefficient of variation was used as a measure of the degree of heterogeneity
in the set. This measure is suggested by Hunter and Schmidt (1990) since the power of
the Q; is very high when study sample sizes and/or the number of studies is high. In the
factor studies. the sample size can be as high as 5000. [n addition. Qy. gives the
probability that the observed variance is greater than would be expected on the basis of
sampling error. [t does not give any indication of the degree of heterogeneity (Rosenthal.

1995). We used the following formulae to calculate the corrected sampling variance:

where ¢} is the corrected sampling variance.

o’ is the observed variance among the interitem correlations in the sample.
calculated as described below,

o’ is the sampling variance for the set of interitem correlation coefficients
calculated as described below.
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The observed variance for the set of interitem correlation coefficients is calculated by the

following formula:

> n(r, - )
02 _ -t
r k
n.
[
el
where r, is the weighted mean interitem correlation coefficient back transformed

fromz.
is the ith interitem correlation coefficient.
is the sample size of the ith interitem correlation coetficient.

r.

i
The sampling variance for the set of interitem correlation coefficients is calculated by the

following formula:

£ on(l - rly
02 - 1ol n'. - 1
k
don
fe1
where r, is the weighted mean interitem correlation coefficient,

r; is the ith interitem correlation coefficient.
n; is the sample size of the ith interitem correlation coefficient.

Factor Analyses

First-order factors were extracted from the synthesizad correlation matrix using
principal components extraction (SPSS Inc.. 1994). Factors with eigenvalues greater than
1.0 were retained. The solution was then rotated both orthogonally using VARIMAX. and
obliquely using OBLIMIN. Different values of delta were used. The solution that gave
the best discrimination among factors (delta = 0.4) was subsequently interpreted.
Subsequently, the factor matrix from the oblique solution was factor analyzed to extract

second-order factors and the solution was rotated orthogonally.



Results
[ will describe the factor studies that were included in the meta-analysis and the
characteristics of the aggregated correlation matrix at various stages of its synthesis
before presenting the results of the primary and secondary factor analyses. These results,
the uncovering of the common structure of student ratings of instruction across forms.
will subsequently be used as a common framework for the meta-analysis of the

multisection validity studies in PART III.

Description of Factor Studies

There are 38 student rating forms used in the 43 primary studies in the
multisection validity set (see PART III). Seventeen factor studies of these rating forms
were obtained and are listed in Table 4. These seventeen studies produced eight factor
matrices and ten correlation matrices. One of the rating forms. the CEQ. provided
correlation matrices of two subscales. Thus. almost 50% of the rating forms used in the
multi-section validity studies were included in the meta-analysis of the factor studies':.
However. one student rating form. that used by Wherry (1951). supplied almost 50% of
the items in the data set and therefore. supplied a major portion ot the interitem
correlation coefficients which were subsequently aggregated. A comparison of the
distribution of categories in the factor set to the distribution of categories in the student

rating forms used in the multisection validity studies is presented in Table 5. Ascan be

13 I used two data sets in this thesis. The larger data set consists of the student rating forms in the 43
primary studies in the multisection validity studies. The smaller data set, is a subset of student
rating forms for which I could obtain factor or correlation matrices.
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seen the global items are under-represented in the factor set relative to the multisection
validity studies. Other under-represented categories are use of teaching materials (IA),
and interaction (MA). On the other hand, personal appearance (AA) and personality
characteristics (AB) are over-represented. These items came primarily from the Wherry
(1951) student rating form. However, the distribution of categories in the rating forms is

not different in the two sets of studies (X* = 32.32, df = 39).

Table 4. Characteristics of the factor studies in the data set.

TRF Factor Matrix  n, neg n,
Name Study Tyvpe

Purduc Bendig (1954) C 10 3 3
SIR Linn. Centra. & Tucker (1975) F 29 6 4
TCE Bolton (1990) F 9 3 I
SIRS Michigan State University (1971) F 21 5 1
SOS Doyle. & Crichton (1978) C 7 2 2
CEQ Gilmore (1973) C 8 3 1
CEQ Gilmore (1973) C 10 3 1
in house Endo. & Della-Piana (1976) C 7 4 1
Endevor Frey. Leonard. & Beatty (1973) F 21 7 3
H&H Hartle. & Hogan (1972) F 26 10 1
CLIC Hoffman (1978) F 12 2 I
SEEQ Marsh. & Hocevar (1984) F 35 9 2
SOST Mintzes (1977) C 20 35 l
in house Murdock (1969} C 3 3 1
MSU Pambookian (1972) C 33 6 2
in house Rankin. Greenmun. & Tracy (1965) C 4 2 1
in house Solomon. Roseberg. & Bezdek (1964) C 7 3 1
in house Wherrv (1951) § 194 12 1

note C is a correlation matrix. F is a factor structure matrix. n, is the number of items in the rating form. n ¢ is

the number of factors in the rating form. and n , is the number of times the rating form appears in the
multisection validity literature.
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Characteristics of Aggregate Correlation Matrix

The seventeen student rating forms in the factor set yielded 458 items. categorized into 40
categories, which furnished 21,383 interitem correlation coefficients. The average correlation,
range, standard deviation, number of correlation coefficients, and coefficient of variability for the
forty sets of interitem correlations between items belonging to the same category are presented in
Table 6. Interitem correlations between items belonging to the same category are only present
when student rating forms contain multiple items belonging to the same category; e.g., two
items pertaining to an instructor's preparation and organization will yield one interitem
correlation; while four items will yield six correlations. There were no student rating forms in
the factor set that contained multiple items relevant to Knowledge of Teaching, Enthusiasm for
Subject, Enthusiasm for Teaching, and Choice of Supplementary Materials. Thus, we have no
measure of the reliability of these categories. There are also a large number of categories which
have low reliabilities; e.g., the 25 intercorrelations within Feedback have an average correlation
of only .25. On the other hand, the 156 intercorrelations within Personality Characteristics have
a respectable average correlation of .67.

The items were scrutinized and 130 and 65 items were dropped at the first and second
pruning stages, respectively. The items pruned at each stage are presented in Appendix 2. Five
categories (and their items) were dropped from further analysis because of missing values (Use
of Teaching Materials (IA), Low-level Cognitions (NA), and Overall Learning (U)) or excessive

heterogeneity which could not be eliminated (Time Management (LB) and Workload (Q)).
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Table 6. The mean reliability (M), range, standard deviation (SD), number of interitem
correlations (K), and coefficient of variability (C) for the complete dataset.

CATEGORY M RANGE SD K C
(AA) Personal Appearance 52 -11 91 .28 45 .61
(AB) Personality Characteristics .67 -.05 .96 24 156 40
(AC) General Attitudes .63 .59 .69 0l 3 .01
(BA) Knowledge of Domain .13 .02 a8 09 3 .67
(BB) Knowledge of Teaching 0
(BC) General Knowledge .67 1
(CA) Enthusiasm for Subject 0
(CB) Enthusiasm for Teaching 0
(CC) Enthusiasm tor Students 35 .28 .80 A3 15 .28
(D) Research Productivity A4 .22 .72 21 3 Sl
(EA) Choice of Required Assignments 37 .19 .87 .08 4 21
(EB) Choice of Supplementary Materials 0
(F) Preparation and Organization .81 .36 91 24 8 33
(GA) Ability to Stimulate Interest 65 .23 97 21 17 .33
(GB) Ability to Motivate to Greater Effort 46 -.16 97 A4 15 1.49
(H) Use of Objectives 0
(IA) Use of Teaching Methods .36 l
(IB) Clarity of Instruction .65 34 94 .18 38 .30
(IC) Relevance of Instruction 38 12 91 .28 12 .58
(ID) Response to Questions 46 .01 81 32 6 .82
(J) Monitoring Response to [nstruction 71 42 93 3 10 22
(KA) Vocal Delivery .38 A3 .72 12 10 21
(KB) Dramatic Delivery .36 23 .63 A3 5 .36
(LA) Management Style 30 -.20 91 32 191 1.22
(LB) Time Management -09 =20 64 21 7 7
(LC) Discipline -.06 -.26 25 21 3 3.7
(MA) Interaction 74 A7 96 23 6 34
(MB) Tolerance of Diversity 38 -.03 73 A7 9 .30
(MC) Respect for Others Sl -12 96 .20 326 43
(MD) Friendly Classroom Environment 67 42 .88 135 13 24
(NA) Low-level Cognitions 38 24 .33 .08 I .20
(NB) High-level Cognitions A1 .16 74 .09 143 22
(OA) Concern for Students 73 .57 83 09 4 12
(OB) Availability .83 1
(P) Feedback 23 -.11 71 20 25 .82
(Q) Workload 47 .16 .89 28 14 .70
(R) Evaluation 40 -.19 .88 24 64 .66
(S) Overall Course Al 35 46 .18 3 A3
(T) Overall Instructor .66 42 .90 19 5 32
(U) Overall Learning .73 l
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The remaining 6788 interitem correlations computed for 227 items from
seventeen student rating forms were aggregated to produce the 35 by 35 correlation
matrix used in subsequent analyses. The average correlation. range. standard deviation.
number of correlation coefficients. and coefficient of variability for these thirty-five sets
of interitem correlations between items belonging to the same category are presented in
Table 7. The reliability for all categories for which there is data is now greater than 0.60.
Figure 1 shows the distribution of the coefficients of variation for the sets of interitem
correlations between items in different categories before (a) and after (b) pruning. Before
pruning (Figure 1a) there are 665 unique sets of off-diagonal interitem correlation
coefficients. Many are extremely heterogeneous, indicating that some of the items may be
unreliable and must be dropped. After pruning (Figure 1b) there are 660 sets of unique
sets of off-diagonal interitem correlation coefficients. The distribution is now negatively
skewed indicating that most sets are now homogeneous. Less than 7% of the sets of
interitem correlations have coefficients of variation greater than 0.20. Many of these
contain items belonging to Preparation and Organization (F). Monitoring Learning (J).
Tolerance to Diversity (MB). High-Level Cognitions (NB). Concern for Students (OA)
and Feedback (P). Since additional pruning resulted in the elimination of many
categories, no additional items were eliminated.

The aggregated correlation matrix is presented in Table 8. As can be seen many
of the correlations between categories are high. There are very few low correlations.

Thus, one would expect a highly correlated structure to emerge from the factor analysis.
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Table 7. The mean reliability (M), range, standard deviation (SD), number of interitem
correlations (K), and coefficient of variability (C) for the pruned dataset.

CATEGORY M RANGE SD K C
(AA) Personal Appearance .87 .81 91 .03 6 .03
(AB)Personality .78 52 96 .10 106 12
(AC) General Attitudes 84 1 .00
(BA) Knowledge of Domain 0
(BB) Knowledge of Teaching 0
(BC) General Knowledge 81 I .00
(CA) Enthusiasm for Subject 0
(CB) Enthusiasm for Teaching 0
(CC) Enthusiasm for Students .69 .63 80 035 6 07
(D) Research Productivity .90 l .00
(EA) Choice of Required Assignments 1.00 1 .00
EB) Choice of Supplementary Materials 0
(F) Preparation and Organization 82 33 92 .16 1 20
(GA) Ability to Stimulate Interest .87 .64 97 A2 12 RES
(GB) Ability to Motivate Greater Effort 92 .76 97 .06 7 .07
(H) Use of Objectives 0
(IB) Clarity .87 .62 94 .05 13 .06
(IC) Relevance of [nstruction 84 72 92 .07 6 .08
(ID) Response to Questions 1.00 l .00
(J) Monitoring Learning .79 34 95 12 6 A5
(KA) Vocal Delivery .60 .55 .63 .02 3 .03
(KB) Dramatic Delivery a7 { .00
(LA) Management Style .79 .58 90 .09 N A1
(LC) Discipline
(MA) [nteraction .80 .60 93 1l 7 13
(MB) Tolerance of Diversity .69 .65 n .02 3 .03
(MC) Respect for Others 77 Sl 96 .10 79 13
(MD) Friendly Classroom Environment 81 .69 .88 .06 6 .07
(NB) High-level Cognitions .63 .58 74 07 4 10
(OA) Concern tor Students .96 | .00
(OB) Availability 1.00 1 .00
(P) Feedback
(R) Evaluation .78 .66 .89 .10 4 13
(S) Overall Course
(T) Overall Instructor .82 .64 .90 13 3 0.16
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The Kaiser-Olkin test of sampling adequacy was .82. indicating that the
correlation matrix was suitable for factor analysis (SPSS Inc.. 1994). Another indication
that the correlation matrix is suitable for factoring is that only 14.8% of the offdiagonal

elements in the residual correlation matrix have values > .05 or <-.05.

Primary Factor Analysis of Aggregate Correlation Matrix

Four factors were extracted with principal components extraction from the
aggregate correlation matrix using SPSS (SPSS Inc., 1994). The percent variances
extracted by each factor, in decreasing magnitude were, 62.8%. 4.2%. 3.7%. and 2.9%.
Table 9, the sorted principle components solution, illustrates that of the 35 categories, all
except Use of Course Objectives (H), Discipline (LC), and Knowledge of Domain (BA)
had high loadings (> 0.60) on the first factor. Thus, there clearly is a large general
principal component (PCI) which explains about 63% of the variance in instructional
effectiveness across the seventeen student rating forms in the factor set. The correlations
between Overall Instructor and Overall Course and this General Teaching Component
(PCI) are 0.94 and 0.88. respectively.

In order to try to get meaningful specific factors. the principal components
solution was rotated obliquely using OBLIMIN (SPSS Inc.. 1994) and a delta of .40.
Table10. the sorted pattern matrix. indicates that most categories clearly load on only one
factor. indicating that the factor solution can be interpreted. Exceptions are, Overall
Instructor, Enthusiasm for Subject, Personality, Availability, Interaction, Respect for
Others, Enthusiasm for Students, and Use of Objectives.
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Table 9. The sorted principal components for the 35 categories of instructor
effectiveness

CATEGORY FACTORS
! 2 3 4
(D) Research Productivity 0.95 -0.24 -0.09 -0.05
(T) Overall Instructor 0.94 0.02 -0.03 0.03
(BB) Knowledge of Teaching 0.93 0.24 0.16 -0.03
(GB) Ability to Motivace Greater Effort 0.93 -0.16 0.07 .00
(CB) Enthusiasm for Teaching 0.93 -0.09 -0.06 -0.09
(GA) Ability to Stimulate [nterest 0.90 -0.05 -0.06 -0.12
(IB) Clarity 0.89 -0.16 0.18 0.03
(LA) Management Style 0.89 -0.06 0.11 -0.04
(S) Overall Course 0.88 -0.32 0.03 .00
(MD) Friendly Classroom Environment 0.88 -0.02 -0.06 0.12
(AB) Personality 0.88 0.02 0.02 0.05
(MA) Interaction 0.87 0.09 0.04 -0.03
(ID) Response to Questions 0.86 0.21 0.04 0.14
{MC) Respect for Others 0.85 0.05 .00 0.10
(OB) Availability 0.84 0.02 -0.12 0.13
{CC) Enthusiasm for Students 0.84 0.02 -0.03 -0.07
(J) Monitoring Learning 0.84 -0.25 0.01 -0.18
(F) Preparation and Organization 0.83 -0.06 0.12 0.02
(OA) Concern for Students 0.83 0.23 -0.10 .00
(N'B) High-level Cognition 0.81 0.01 -0.06 -0.29
(BC) General Knowledge 0.81 -().20 -0.04 -0.05
(IC) Relevance of Instruction 0.81 -0.23 -0.03 -0.13
(MB) Tolerance of Diversity 0.81 0.06 -0.07 0.19
(KB) Dramatic Delivery 0.79 0.23 -0.23 -0.07
(AA) Personal Appearance 0.73 042 -0.25 -0.11
(KA) Vocal Delivery 0.71 0.33 -0.18 -0.19
(AC) General Attitudes 0.71 0.31 -0.04 -0.10
(EB) Choice of Supplementary Materials 0.69 -0.49 0.33 -0.16
{CA) Enthusiasm for Subject 0.68 0.14 0.33 0.05
(EA) Choice of Required Materials 0.64 0.16 -0.09 -0.12
(P) Feedback 0.62 -0.30 0.32 Q.13
(R) Evaluation 0.61 0.16 -0.09 0.47
(H) Use of Objectives 0.46 -0.10 0.32 0.28
(LC) Discipline 0.45 0.28 0.64 0.06
(BA) Knowledge of Domain 0.38 -0.15 -0.40 0.49
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Table 10. The sorted factor structure matrix for the 35 categories of instructor
effectiveness

CATEGORY FACTORS
1 2 3 4
(EB) Choice of Supplementary Material 1.00 -0.17 -0.21 -0.04
(IC) Relevance of Instruction 0.79 0.07 0.02 0.02
(J) Monitoring Learning 0.78 0.05 0.06 0.08
(S) Overall Course 0.78 -0.05 0.03 0.28
(BC) General Knowledge 0.75 0.11 0.05 0.01
(D) Research Productivity 0.66 0.27 -0.12 0.10
(CB) Enthusiasm for Teaching 0.65 0.30 0.06 0.08
(GB) Ability to Motivate Greater Effort 0.65 0.15 0.14 0.21
(NB) Higher-order Cognitions 0.64 0.36 0.11 -0.19
(IB) Clarity 0.61 0.09 0.24 0.20
(GA) Ability to Stimulate Interest 0.61 0.32 0.07 0.05
(F) Preparation and Organization 0.36 0.20 0.23 -0.02
(LA) Management Style 0.54 0.22 0.21 0.17
(T) Overall [nstructor 0.43 0.40 0.10 0.24
(CA) Enthusiasm for Subject 0.38 0.38 0.16 -0.10
(AB) Personality 0.38 0.35 0.13 0.24
(AA) Personal Appearance -0.04 0.89 0.00 0.03
(AC) General Attitudes 0.03 0.79 -0.07 0.07
(KB) Dramatic Delivery 0.18 0.68 -0.04 0.09
(OA) Concern for Students 0.18 0.66 0.08 0.11
(KA) Vocal Delivery 0.20 0.63 0.28 -0.18
(BB) Knowledge of Teaching 0.25 0.53 0.37 0.12
(ID) Response to Questions 0.14 0.53 0.20 0.29
(MB) Tolerance of Diversity 0.12 0.351 0.03 0.34
(OB) Availability 0.24 0.44 -0.04 0.39
(MA) Interaction 0.38 0.41 0.19 0.14
{MC) Respect for Others 031 0.39 0.11 0.28
(CC) Enthusiasm for Students 0.37 0.38 0.08 0.21
(LC) Discipline -0.09 0.13 0.78 0.10
(EA) Choice of Required Materials 0.12 0.24 0.45 0.21
(BA) Knowiedge of Domain 0.23 0.22 -0.43 0.27
(H) Use of Objectives 0.31 -0.15 0.36 0.19
(R) Evaluation -0.14 0.26 0.00 0.80
(P) Feedback 0.24 -0.26 0.19 0.76
(MD) Friendly Classroom Environment 0.34 0.36 0.0t 0.37
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The tentative identification of the factors is described below.

Sixteen categories have their highest loadings on factor 1. These are. in order of
factor loading, Choice of Supplementary Materials (EB), Relevance of Instruction (IC),
Monitoring Learning (J), Overall Course (S), General Knowledge (BC).Research
Productivity (D), Enthusiasm for Teaching (CB), Ability to Motivate Greater Effort
(GB). Higher-order Cognitions (NB), Clarity (IB),Ability to Stimulate Interest (GA).
Preparation and Organization (F), Management Style (LA), Overall Instructor (T),
Enthusiasm for Instruction (CA), Personality (AB). The sum of the squared loadings is
8.0: and therefore, this first factor is the most important factor in instructional
effectiveness as perceived by students. Because most of these factors refer to the
instructor's role in delivering information, [ have tentatively identified this factor as
similar to that described by Widlak, McDaniel, and Feldhusen (1973) and Feldman
(1976) pertaining to the instructor's presentation of material.

Twelve categories have their highest loading on factor 2. These include.
Personal Appearance(AA), General Attitudes (AC). Dramatic Delivery (KB), Concern
for Students (OA). Vocal Delivery (KA), Knowledge of Teaching (BB). Response to
Questions (ID), Tolerance of Diversity (MB), Availability (OB). Interaction (MA),
Respect for Others (MC), and Enthusiasm for Students (CC). The sum of the squared
loadings is 5.6: and therefore. the second factor is almost as important as the first factor.
Because most of the categories refer to the instructor's role in facilitating a social learning
environment, [ have tentatively identified this factor as similar to that described by
Widlak, McDaniel, and Feldhusen (1973) and Feldman (1976) pertaining to the
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instructor's interaction with students.
Four categories have their highest loadings on factor 3. These are Discipline
(LC), Choice of Required Materials (EA), Knowledge of Domain (BA) and. Use of
Objectives (H). The sum of the squared loadings is 1.1 and therefore the third factor is
less important than the other two factors. Not only is it a heterogeneous category; it also
contains items which only load moderately on this factor.
Three categories have their highest loadings on factor 4. These include,
Evaluation (R), Feedback (P), and Friendly Classroom Environment (MD). The sum of
the squared loadings is 1.4 and therefore factor 4 is less important than the first two
factors, but more important than factor 3. The first two, highly loading, categories refer
to the instructor's role in evaluating learning.
The factor correlation matrix, presented in Table 11, indicates that three of the
factors are highly correlated. These are factors 1, 2. and 4. Thus. the factor correlation
matrix also appears to indicate that there are three highly correlated factors and one
miscellaneous factor. These three correlated factors describe the instructor in terms of

presenting material. facilitating interaction. and evaluating performance.

Table 11. The factor correlation matrix

Presentation Interaction Miscellaneou Evaluation

(F1) (F2) (F3) (F4)
Presentation (F1) 1.00 0.63 (.31 0.56
Interaction (F2) 0.63 1.00 0.28 0.44
Miscellaneous (F3) 0.31 0.28 1.00 0.24
Evaluation (F4) 0.56 0.44 0.24 1.00
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Secondary Factor Analyses of Aggregate Correlation Matrix

Because the above factor analysis resulted in correlated factors. a secondary factor
analysis of the factor correlation matrix was carried out via principal components
extraction. The percent variances extracted by each factor, in decreasing magnitude were,
56.7%, 20.6%, 14.2%, and 8.5%. The eigen values for these four factors were 2.27, .83,
.57. and .34, respectively. The first two factors, representing 77% of the variance were
rotated orthogonally via varimax rotation. and the results are presented in Table 12 .
Factors 1, 2, and 4 load highly (> .79) on the first second-order factor (HIER I), while
Factor 3, the least important and most heterogeneous factor, loaded highly on the second
second-order factor (HIER II). Thus, the factor analysis suggests that there is a large
general hierarchical factor representing the instructor’s role in delivering facilitating, and
evaluating instruction, and a smaller miscellaneous factor. This factor is very similar to
the general teaching factor extracted by principal component extraction (Table 9). The
only difference being that the first-order general teaching component (PCI) includes
Choice of Required Materials and the second-order general teaching factor (HIER I) does
not. This first factor (HIER I), has an internal consistency of 0.78 and measures general
teaching.

Table 12. The second order factor structure matrix for the four first-order factors,
rotated via varimax

HIER (I) HIER (ID)
Presentation (F1) 0.87 0.18
[nteraction (F2) 0.80 0.17
Miscellaneous (F3) 0.16 0.98
Evaluation (F4) 0.79 0.07
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Discussion

The goal of this meta-analysis was to determine the dimensionality or structure of
effective instruction across the student rating forms used in the multisection validity
studies. The results reported in this thesis indicate that, although student rating forms can
include 35 specific instructional behaviours, the forms (at least those used in the
multisection validity studies) tend to measure general instructional skill. General
instructional skill is a composite of three correlated factors, delivering instruction,
facilitating interactions, and evaluating learning. [ will discuss the limitations of factor
analysis, specifically the limitations of factor analysis across forms and subjects, the
structure of effective instruction as perceived by students, and the implications of these

results for summative evaluation.

Limitations of Factor Analysis

All the limitations of primary factor analyses discussed on page 31 also apply to
the secondary factor analysis carried out in this thesis. More specifically, the selection of
35 "distinct" categories rather than multiple entries for each category may have
influenced the final factor solution. The factor solution reported here is only one of many
possible solutions. However. I also conducted factor analyses in which I included all 40
categories, in which [ excluded data from Wherry (1951), in which [ extracted 2 to 6
factors, and in which I rotated the initial factor solution at different deita values. In all
cases [ obtained similar final factor solutions. The factor solution reported here was the
solution that best met the criteria for a simple structure described by Gorsuch (1983).
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The secondary factor analysis. i.e.. the factor analysis of a composite correlation
matrix derived from different subjects and different student rating forms gives rise to
additional limitations. In conducting the meta-analysis of the factor studies, [ synthesized
a common correlation matrix (more accurately a reproduced correlation matrix) across
seventeen student rating forms. Some forms contributed to all cells of the 35x35 matrix,
while other forms contributed to only a few cells. Therefore. different studies, and
therefore different subjects were used to calculate the different entries in the correlation
matrix. This missing data problem can. and probably does. produce bizarre and
potentially unstable matrices (Gorsuch. 1983).

Marsh (1994) discussed this limitation of the secondary factor analysis. For
example, he suggested that it would be preferable to use the covariance matrix. rather
than the correlation matrix, to use results from studies using the same student rating form.
and if that cannot be done, to use the results from studies using common items. However,
Marsh appears to have missed the point that this is a secondary. not a primary factor
analysis. Although it would be preferable if each rating form had the same number of
items distributed in the same categories. such uniformity does not exist (Abrami.
d'Apollonia. & Cohen. 1990). A meta-analyst attempts to retlect the body of literature as
it exists. not as it should be. Moreover. if student rating forms were uniform. a meta-
analysis would probably not be necessary. Given that aggregating across forms and
subjects is the only way. in a meta-analysis. of analyzing the data, this limitation is
unavoidable. Thus, this limitation poses a potential threat to statistical conclusion
validity and the impact of this threat must be taken into consideration in the interpretation
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of the analyses.

A second limitation arises concerning the representativeness of the aggregated
correlation matrix. Some student rating forms (e.g., Wherry. 1951) contributed more
correlations to the common matrix than did short rating forms (e.g.. Rankin, Greenmum,
& Tracy, 1965). However, the distribution of the categories in the factor studies does not
differ from that in the multisection validity set. Therefore. it does represent the
population of interest. Furthermore, analyses were conducted with and without the data
from Wherry (1951) and gave similar results.

A third limitation, also mentioned by Marsh (1994), is the poor reliability of some
of the items in the student rating forms. Some items are ambiguous, poorly worded. or
not easily categorized. In order to obtain a stable correlation matrix. poor items and
categories were eliminated from the aggregation. Two analyses were conducted, one
with the complete data set, and a second with the pruned data set. The two analyses gave
very similar factor solutions. Thus, pruning poor items did not bias the factor solution
although it did decrease the standard error about the mean intercategory correlation
coefficients. The types of items that were frequently unreliable are discussed below since
they have important implications for the construction of student rating forms.

An examination (Appendix 2) of the items that were eliminated indicates that in
some cases, the poor item can be easily identified because of poor wording. double
negatives, compound items. Some items assessed two characteristics simultaneously. For
example, in this class I feel free to question or express my opinion, ot course material
was unorganized and hindered understanding . Such items were coded (and weighted
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appropriately) into two categories. However. students rating their instructors, are
required to give only one response and therefore such items may reduce the reliability of
students' responses.

Some items required that coders and/or students make an inference about the
cause of a behaviour. For example, called on students alphabetically, or became
confused in class. Does the observation that the instructor called on students
alphabetically indicate that the instructor is effective because he or she is organized or
does it mean that the instructor is ineffective. because he or she is not responding to the
students' needs but rather teaching "mechanically" ? There were similar difficulties with
items that appear dated or highly subjective. For example, items such as nice looking, a
typical "old-maid" or "bachelor" personality did not correlate highly with other items in
the same instructional category.

[tems which were bipolar, that is items in which the response indicating effective
instruction in the middle of the scale, presented special problems. When responses were
not bipolar, high ratings denoted effective instruction: however. when the responses were
bipolar. both high and low ratings denoted ineffective instruction. Many of the items
categorizing workload and time management were scaled from roo easy to too difficult
and therefore, aggregating across these categories was not possible.

[tems with negative intercorrelation coefficients posed a special difficulty in that
some negative correlations could not be made consistently positive (by multiplying the
intercategory correlation coefficient to which they contributed by -1.0). These negative
correlations may reflect clerical errors, and/or students’ confusion with negative items. In
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some cases, two negative items when correlated with each other remain negative because
the items are negative in different ways. For example. the pace of the course was too
slow and ideas and concepts were delivered too rapidly. These would both be negatively
correlated with positive items such as excellent course. Reverse coding would fix the
sign of the correlations with the positive item but not with the other negative item.

[n some cases it was difficult to perceive why one item would be eliminated and a
very similar item retained. There are two reasons for this difficulty. Firstly. items could
only be eliminated if two or more items belonging to the same category were present in
the same student rating form. Thus, some "unique" poor items were never eliminated.
Secondly, the position of an item within the rating form could make it unreliable. For
example, some rating forms change the direction of the scale within the questionnaire.
[tems on either side of the change may correlate poorly even if they belong to the same
instructional category.

There are also some indications that some excluded items came predominantly
from one rating form. For example, three items assessing overall instructor which were
pruned came from the SOS (Doyle. & Crighton, 1978). Similarly. many of the excluded
items from the personal appearance and attire and management style categories came
from the Wherry (1951) study. [n addition, correlations from SIR (Linn. Centra. &
Turner, 1975) were often tie lowest correlations in a set. These observations may
suggest that setting differences may also be involved in the low reliability (and high
heterogeneity). In conclusion, there are a number of limitations in attempting to
aggregate the responses of different students to different rating forms across different
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institutions and times. However. if we are to compare the instructional effectiveness of
faculty across different courses. departments. institutions. etc. there must be a
generalizable construct, instructional effectiveness which all student rating forms
presumably measure. Barring a large-scale primary study across institutions and courses,
meta-analysis with all its shortcomings, provides a method of discerning the properties
of this generalizable conception of instructional effectiveness. Thus. in this factor
analysis of the aggregated intercategory correlation matrix. evidence was provided that a

stable hierarchical factor, general instructional skill, underlies student rating forms.

The Structure of Effective Instruction As Perceived by Students

The factor analyses conducted on the aggregated reproduced correlation matrices
from seventeen student rating forms indicate that students rate instructors in terms of
general instructional skill. General instructional skill is a composite of three correlated
factors delivering instruction, facilitating interactions, and evaluating learning. The first
factor. represents the instructor's role in delivering information. It includes the global
scales (overall course and instructor) as well as such behaviours as monitoring learning.
enthusiasm for teaching, clarity. presentation and organization. The second factor,
represents the instructor's role in facilitating a social learning environment. It includes
such behaviours as general attitudes. concern for students. availability. respect for others.
and tolerance of diversity. The third factor. represents the instructor's role in evaluating
learning. It includes such behaviours as evaluation, feedback and providing a friendly
atmosphere. This factor structure is very similar to that described by Widlak, McDaniel,
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and Feldhusen (1973) in their examination of twenty-two factor studies.

The above factor structure is also very similar to the three clusters of instruction
described by Feldman (1976) in his review of multidimensional student rating forms (see
Table 2). If Factor 3 and Factor 4 from this study are combined. eighteen of the twenty
instructional categories common to this study and the Feldman (1976) study have the
same distribution (compare Table 2 with Table 10). The exceptions are:

. Instructor's Elocutionary Skill which in the Feldman study is in the Presentation
cluster, but is in the Facilitation cluster in this study.

. Instructor's [ntellectual Challenge and Encouragement of Independent Thought
which in the Feldman study is in the Facilitation cluster, but is in the Presentation
cluster in this study.

Chau (1994) conducted confirmatory factor analysis on the responses to the SEEQ
and also demonstrated the presence of the same three higher order factors. Marsh (1991a)
argued that although confirmatory factor analysis of the SEEQ demonstrated the presence
of a second-order factor analysis. student ratings should still be interpreted on the basis of
the first-order structure. Even the SEEQ. considered by Marsh (1987) to be the best
exemplar of a well-constructed multidimensional student rating form measuring distinct
specific instructional dimensions. reflects the same underlying factor structure "exposed”
by the meta-analysis conducted in this thesis.

[n his critique of Cashin and Downey (1992), Marsh (1995) suggests that the
objectives in the Instructional Development and Effectiveness Assessment (IDEA) have
no discriminant validity. He argues that the high correlation among factors and the
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presence of a good second-order factor solution indicates that the objectives are not
distinct. Similarity. our factor analysis of the common correlation matrix across rating
forms suggests that in the data set as a whole, specific factors are not distinct. That is,
different factors across rating forms often contain the same instructional categories.
Thus, there is considerable overlap, and it does not make conceptual sense to treat the
factors as distinct. If Marsh's arguments can be made for the discriminant validity of
IDEA, surely they can also be made for the discriminant validity of the factors in student
rating forms, including the SEEQ.

Thus, there are multiple indications, based on different rating forms, and utilizing
different analytical techniques, that students rate instructors on the basis of three roles
underling effective instruction. Three of the first-order factors of instructional
effectiveness are highly correlated. This suggests that student ratings of instruction may
contain a large halo effect. The traditional interpretation of such halo, is that it represents
“"errors” in judgement (Balzer. & Sulsky, 1992; Thorndike, 1920). However, more recent
interpretations of halo, suggest not only that halo should not be considered error, but that
it is a legitimate general factor (Lee, Malone, & Greco, 1981: Murphy, Jako, & Anhalt,
1993).

A second interpretation of halo effect in student ratings is that seemingly
unrelated instructional characteristics are functionally and semantically related (Abrami,
1985; Cadwell, & Jenkins, 1985). That is, dimensional similarity halo would explain the
factor invariance of student ratings. For example, effectively delivering instruction, may
require the instructor to be enthusiastic, manage time well, cope with classroom
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disruptions. be sensitive to students' comprehension. and provide students' with meta-
cognitive cues (feedback) to aid their comprehension. Thus. student rating of these
behaviours would be consistently correlated since they are all part of the meaning of a
good presentation. The results of this investigation, indicating that specific instructional
behaviours load on three factors, delivering instruction. facilitating interactions, and
evaluating learning,. also supports the view that dimensional similarity halo plays an
important role when students rate their instructors.

Researchers (Feldman, 1988; Kishor. 1995; Whitely. & Doyle, 1976)
investigating the halo effect in student ratings of instruction, have also suggested that
halo may reflect the process of impression formation itself (Anderson. & Jacobson,
1965). Cognitive theories of general impression halo maintain that raters use common
prototypes, emphasizing a person's role, to organize their impressions and subsequently
recall or reconstruct performance ratings. Thus, according to these theories, students
would organize their impressions of instruction on the basis of widely shared beliefs
about what instructors do in general. and these general impressions would be
subsequently activated by the items on student rating forms. The results of this
investigation. indicating that general instructional skill, is a composite of delivering
instruction. facilitating interactions. and evaluating learning. supports this view.

Since these beliefs would also be shared by faculty. rating constructors. and
administrators, it is not surprising that there is agreement among student, peer, self, and
supervisor ratings. Inter-rater discrepancies, on the other hand. may reflect the fact that
students. faculty, and administrators hold different positions in the institutional hierarchy,
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and therefore, have both different knowledge of instruction and different goals. The
reported factor invariance may also reflect selective hiring practices. Hiring committees
may hire new faculty that share their perceptions of teaching.

Research has also suggested that halo. whether dimensional similarity halo or
general impression halo. increases the accuracy of performance ratings (Murphy, Jako,
& Anhalt, 1993). That is, global impressions may act as organizing principles, memory
cues. erc., and improve students ratings of specific instructional behaviours. This suggests
that global ratings (or a single score representing a weighted average of the specific

ratings) rather than specific ratings should be used for personnel decisions.

Use of Multidimensional Rating Scores for Summative Decisions

While most researchers agree that teaching is multidimensional, they disagree on
whether global or specific ratings should be used for summative decisions on retention.
tenure, promotion, or salary. Abrami and d'Apollonia (1990) argued that since different
student rating forms assess different dimensions of effective instruction, and since
specific ratings are less reliable. valid. and generalizable than global ratings. they should
not be used for personnel decisions. Rather. they suggested that a single score
representing the average of several global items. or a carefully weighted average of
several specific ratings be used. Marsh (1991. 1994) agreed with Abrami that a weighted
average of specific dimensions is a good compromise. However, there is no consensus on
how to weight the specific dimensions. The results of the present analysis speak to this
issue.
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The factor analysis across multiple forms indicates that specific dimensions are
not distinct. Rather. they are chunked (by students while rating instructors) into three
factors representing three instructional roles. Moreover, these factors are highly
correlated and can be represented by a single hierarchical general instructional skill
factor. As discussed above, students appear to base their ratings on both the semantic
similarity among instructional dimensions (implicit theories) and on their overall
impressions of the instructor.

Nathan and Tippins (1990, p. 291) argued that this "overall rating is not halo
(error); it is a judgmental composite of what the rater believes is all of the relevant
information necessary for making accurate ratings". Moreover. they reported that in a
field study of performance ratings of clerical workers, the inclusion of a global rating
increased the validity of specific ratings. defined as the correlation between supervisors'
ratings and the clerical workers' scores on valid performance tests. They also reported that
specific ratings added very little to the explained variance beyond that provided by the
global rating. They concluded that. performance ratings are more efficient and accurate
when based on global as opposed to specific ratings.

Similar results were reported by Cashin and Downey (1992) for student ratings of
instruction. Here too, specific ratings added little to the explained variance beyond that
provided by global ratings. Hativa and Raviv (1993) also reported that the global rating
predicts from 90% to 61% of the variance in specific factor ratings. The factor analyses
across the seventeen rating forms, reported in this thesis, indicate that whether one
conducts a principal components analysis, an oblique rotation of the factor solution, ora
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second-order factor analysis, student ratings of instruction reflect general overall
impressions. Thus, summative evaluations of instructors may also be more efficient and
accurate when based on global rather than on specific instructional dimensions. Thus, in
the next sections, [ will investigate the validity of student ratings of instruction, viewed as

one general hierarchical factor, general instructional skill, and explore the influence of

study features on its validity.



PART III
THE VALIDITY OF STUDENT RATINGS OF INSTRUCTION
Literature Review

Although student ratings are used extensively in most post-secondary institutions,
instructors and some researchers continue to express concerns especially when student
evaluation is used for summative purposes. This is not surprising since researchers have
reported validity coefficients for student ratings ranging from -0.93 (Endo. & Della-
Piana, 1976) to 0.96 (Centra, 1977). The large variability in reported validity coefficients
suggests that there are factors which modify the validity of student ratings. Unless these
factors are known and accounted for, instructors and researchers will question summative

decisions made on the basis of student ratings of instruction.

Definitions of Validity

The Standards for Educational and Psychological and Psychological Testing
(American Educational Research Association. American Psychological Association, and
National Council on Measurement in Education, 1985, p. 9) defines validity as referring
to the "appropriateness. meaningfulness, and usefulness of the specific inferences made
from test scores". Although researchers usually refer to the validity of rating scales. tests.
etc., it is the inferences made from these instruments that are validated, not the
instruments themselves. Therefore, the validity of student ratings refers to the degree to
which evidence supports the inferences on instructional effectiveness made as a result of

student ratings.



Traditionally, the types of evidence gathered in support of these inferences have
been labelled content-related, criterion-related, and construct-related. Content-related
validity is a non-statistical estimate of the degree to which the content of an instrument
corresponds to the content of the phenomenon it is designed to measure. That s, it
demands that the items on the student rating form be a representative sample of items
from the population of possible items. This also suggests that if a single rating form is to
be used for summative purposes. it should contain items equally relevant to the
classrooms in which it will be used. However, items tapping different dimensions pose a
problem since not all dimensions are salient in all classrooms. For example. items
assessing a warm, caring attitude may be more salient to Nursing students having
difficulty with Physics, than to Engineering students wishing to be challenged. Wilson
(1987) has also challenged the content validity of student ratings by arguing that student
ratings evaluate instruction as defined by the text of the questionnaire. He argues that
student ratings forms may reflect a particular view of education (top-down, authoritarian).
Therefore. they may have content validity. but only as measures of an unjust and limiting
definition of education. These student rating forms may not be appropriate in classrooms
in which the instructor uses a more student-centred pedagogy. for example cooperative
learning or discovery methods (Abrami. d'Apollonia. & Rosentield. 1996).

Criterion validity is the degree to which "scores are systematically related to one
or more outcome criteria” (American Educational Research Association, American
Psychology Association, and National Council on Measurement in Education, 1985, p.
11). Criterion validity can be either concurrent or predictive; that is, the measurements
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on the instrument in question can be correlated to measurements on a criterion instrument

for the same subjects at the same time or for the same subjects in the future. The

estimation of criterion validity is relatively simple (the correlation of the instrument of
interest with a criterion instrument). In general, the criterion validity of student ratings of
instruction is determined by comparing student ratings with peer ratings, trained observer
ratings, self ratings, or chair ratings, erc. Marsh (1987) reported. that in one of the few
studies that correlated student ratings with instructor self-evaluation on the same
instrument (SEEQ), the median correlation was .45 in one study and .49 in another study.

Similarly, there is a high correlation between trained observers' ratings and student

ratings (Murray, 1983; Marsh, 1987). On the other hand. peer or supervisor ratings

(based on actual classroom visits) do not correlate highly with student ratings (Marsh,

1987).

The criterion validity approach to validating instruments has, however, been
criticized (Leventhal, 1975; Messick, 1989; Zeller, 1988) on several grounds.

. Evaluations of criterion validity are restricted to the criterion used to establish
validity (Zeller, 1988). For example. the criterion validity of student ratings
established on the basis of trained observers does not necessarily indicate that
student ratings will be valid measures for other criteria. such as student learning.

. The validity of the criterion measure against which the instrument of interest is
being calibrated is itself questionable. Any irrelevant variance which

contaminates the criterion instrument and is correlated to observations with the



instrument in question will cripple criterion validity approaches (Messick, 1989). For
example, student ratings are usually based on more than 20 raters. while peer ratings may
be based on only a few raters. Therefore, the reliability of peer ratings is much lower
than that of student ratings, and attenuates the validity of peer ratings relative to student
ratings (Marsh, 1987).

Construct validity is the degree to which the scores and their interpretation
correspond to other measures of the same underlying theoretical trait (Cronbach, &
Meehl, 1955). [t subsumes both content and criterion validities (American Educational
Research Association, American Psychology Association, & National Council on
Measurement in Education, 1985: Messick, 1989). Establishing construct validity
requires the following steps (Zeller, 1988):

. the explicit definition of the underlying theory, specifying the relationship of

salient variables to the underlying trait (specifying a nomological network),

. selecting measures for the salient variables,

. describing the dimensional structure of the salient variables and scaling them
appropriately.

. comparing the empirical correlations with the theoretically predicted correlations

among the variables.
Although criterion validity is a necessary condition for construct validity it is not
a sufficient condition. Critics of student ratings are concerned with questions of the

construct validity of student ratings, not merely the criterion validity. The problem is that
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there may not be consensus on what teacher behaviours. in all cases. are causally related
to effective instruction. In other words. there may not be an adequate theoretical model
of effective instruction against which to evaluate the validity of student ratings. Zeller
(1988) considers that the use of construct-related evidence to support the validity of an
instrument requires that the nomological network surrounding the concept (s) be known.
Thus, he considers construct validity approaches that rely heavily on factor analyses (i.e..
multitrait-multimethod approaches) to be inappropriate, since the intercorrelations can be
contaminated by response sets.

In conclusion, the validity of student ratings of instruction should be based on
collecting evidence from different sources to demonstrate that the inferences made as a
result of the ratings are correct. When construct-related evidence is used, it is important
to specify a model which includes both how instructors influence student learning and
how students rate instruction. That is, one must demonstrate that the ratings are more
closely related to instructional effectiveness (i.e., student learning), than to other

constructs such as student impressions, popularity. efc. .

Validation Designs
Four common methods ot evaluating the validity of student ratings are multi-trait
multi-method studies. true experimental studies. absence of hiasing factors studies, and
multisection validity studies. Since I will be integrating the multisection validity studies,
[ will briefly describe the first three designs, and describe the validation design in more

depth.
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Validation Designs Based on Multitrait-Multimethod Studies

The multitrait-multimethod approach to construct validation was developed by
Campbell and Fiske (1959) who suggested that convergent and divergent validities could
be assessed by measuring several different traits across several different methods. For
example, courtesy, honesty, poise, and school drive can be measured by an association
test or by peer ratings. The interpretation of test scores is valid if the correlations
between measures that assess the same trait are higher (convergent validity) than the
correlations between measures assessing different traits (divergent validities). Method or
halo effects are inferred if the correlations among the different traits are higher when
measured by the same method than when measured by different methods. However, for
these inferences to be correct, all the measures must be equally reliable and valid.
Although the MTMM method was initially designed to use maximally different traits
measured by different methods, organizational psychologists began using it to measure
different performance criteria as assessed by different raters (Borman, 1974).

The MTMM approach has been criticized on a number of grounds (Marsh. 1988).
A very large number of comparisons must be made with no guidelines on how many
comparisons must meet the Campbell-Fiske criteria to constitute evidence of construct
validity. Halo or method effects contribute to convergent validity. and detract from
divergent validity. However. there is no independent method of assessing whether halo is
illusory or true. Moreover, it is highly unlikely that traits will be independent and
measures equally reliable. Therefore, in the presence of halo or method effects, the
interpretations of convergent and divergent validities are also ambiguous.
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Kavanagh. Mackinney, and Wollins (1981) developed a three-factor (subject, trait.
method) ANOVA model for analyzing MTMM data. When measures for all traits using
all measures are obtained for the same subjects, three independent sources of variance can
be obtained. The F-test on the main effects of subjects is used to infer convergent
validity, the F-test of the subject x trait interaction is used to infer divergent validity, and
the F-test on the subject x method interaction is used to infer halo or method effects. This
approach has the advantage that it provides convenient summary statistics to infer
construct validity. However, it too has the same limitations concerning the assumptions
of uncorrelated traits and equally reliable measures as does the Campbell-Fiske approach.
Moreover, the convergent. divergent, and method effects in the ANOVA model are not
identical to those inferred from the Campbell-Fiske method (Marsh. 1988).

Marsh (1983a, 1983b, 1984) used the MTMM approach (both Campbell-Fiske
and ANOV A models) to validate the SEEQ. He collected student and instructor self-
evaluations and analyzed the scores across the nine specific factors. The nine convergent
validities were on average .40. while the divergent validities were on average 0.

However. there was also evidence of a large halo or method effect. For example, for
student ratings of instruction. nearly 50% of the comparisons indicated the presence of a
halo effect (Marsh, 1984). The ANOVA analysis led to similar conclusions. Both
convergent and divergent validity coefficients were significant: however almost 20% of
the variance component was attributable to halo effect.

This and similar MTMM approaches to the validation of student ratings (Howard,
Conway, & Maxwell, 1985) have been criticized on a number of grounds (Gaski, 1987;
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Abrami, d'Apollonia, & Rosenfield. 1996). For example. multiple criteria as opposed to a
single criterion may amplify rather than reduce the problem of unreliable and invalid
criterion measures. The construct validity approach requires that the different methods
of assessing validity be "maximally different methods" (Campbell. & Fiske. 1959, p. 81);
not different raters using the same instrument. Gaski (1987) argues such comparisons
are better viewed as reliability estimates than as validity estimates. High convergent
validities may equally support the conclusion that the alternative methods measure some
other common latent trait (eg., charisma) or a large halo effect than that they support the
conclusion that the methods measure teaching effectiveness. Thus. Abrami, d'Apollonia,
and Rosenfield (1996) concluded that the MTMM approach suffers from serious
weaknesses and cannot provide unequivocal evidence for the validity of student ratings of
instructional effectiveness. Unless, the multitrait-multimethod approach includes
nomological validation (the degree to which predictions based on an explicit theoretical
model conform to the observed correlations), this approach is mere "dust bowl

empiricism" (Zeller. 1988 p. 329).

Validation Designs Based on True Experimental Studies

The original "Dr. Fox" study (Naftulin. Ware. & Donnelly. 1973) employed an
actor who gave an "expressive" low-content lecture to students. who then favourably
rated the instructor. Many researchers (Abrami, Leventhal, & Perry, 1982; Frey, 1979;
Ware, & Williams, 1975) raised methodological and interpretive difficulties with the
original "Dr. Fox" study. They subsequently developed a protocol for such laboratory
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designs in which an actor. exhibiting different levels of the instructor characteristic of
interest (eg, high and low expressivity), presents a short video-taped lecture to students
randomly assigned to treatments who subsequently both rate the instructor and take an
achievement test. Thus, the treatment is the level of the instructor characteristic of
interest. Meta-analyses of such laboratory studies (Abrami. Leventhal, & Perry, 1982)
indicate that the influence of the instructor's expressivity on student learning was small
(w? =.043), whereas the influence on ratings was large (w* =.293).

Abrami and his colleagues (Abrami, Leventhal, & Perry, 1982; Abrami.
d'Apollonia, & Cohen, 1990; Abrami, d'Apollonia. & Rosenfield, 1996) have pointed out
some of the shortcomings of laboratory studies as validation designs. For example, the
range of the instructor characteristic of interest in laboratory studies does not represent
the range found in actual instructors and since fixed levels of expressivity are selected,
the laboratory results can not be extrapolated to field conditions. [n addition, instructors
affect both student learning and student ratings via a composite of many instructor
characteristics, not only one. Manipulating only one or two instructional characteristics
makes the characteristic artifactually salient. Thus, they concluded that laboratory studies
are better used to demonstrate which teacher characteristics influence learning and/or
student ratings, and to investigating the underlying causal mechanism. They are

ineffective in determining the degree to which student ratings measure student learning.

Validation Designs Based on the Absence of Biasing Factors
In studies of factors which potentially bias student ratings, researchers infer that
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ratings are invalid (interpretations are contaminated with the influence of irrelevant
factors)to the extent that student rating are correlated to these irrelevant factors and not to
student learning, or vice versa. For example, if student ratings are moderately correlated
to student sex, student ratings are interpreted as being invalid. However, as discussed by
Abrami and Mizener (1985), Feldman (in press), and Marsh (1987), this interpretation is
correct only if student learning is not causally affected by the biasing factor. If an
instructor uses instructional techniques more attractive to males than to females. but these
techniques have no effect on learning, ratings would be correlated to gender but not to
achievement and therefore, gender would be a biasing factor. On the other hand, if
gender were correlated to both ratings and learning, student rating forms would correctly
reflect instructional effectiveness, and therefore gender would not be a biasing factor. In
addition, the term biasing refers to those characteristics that change the correlation
between student ratings and student achievement, and not to characteristics that render
student ratings unfair (Feldman, in press). For example, untenured faculty may be given
sections to teach which consist of unmotivated students who subsequently give their
instructors low evaluations and do not learn much. Although it may not be appropriate to
compare student evaluations given to untenured teachers with those given to teachers of
classes consisting of motivated students. the ratings are valid. This validation design is
discussed in greater length because biasing variables , by definition, moderate validity.
Consequently, many of these variables will be coded as study features in the meta-
analysis reported in this thesis.

There have been many studies on the influence of biasing factors, such as student,
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instructor, course and administration variables on student ratings. These have been
extensively reviewed by Aleamoni (1981), Centra (1979), Feldman (1976. 1977, 1978,
1996), Kulik and McKeachie (1975), and Marsh (1987). The consensus has been that
biasing variables play a minor role in student ratings of instruction. Marsh estimated that
biasing variables account for between 12 to 14% of the variance in student ratings (cf.

Murray, 1984).

Influence of student variables. Student sex, prior interest. expected grade, major.
and level have been investigated as possible biasing factors by Feldman (1976, 1977,
1978). Of these, only student's prior interest, expected grade, and level have been
consistently shown to affect student ratings. Feldman (1977). Haladyna and Hess (1993),
Howard and Maxwell (1980), and Marsh (1987) reviewed previous studies investigating
the influence of prior-interest on student ratings. Marsh (Marsh, & Cooper, 1981) found
that prior interest was positively correlated to student ratings. but also to instructors' self-
evaluation. Thus. they concluded that the correlation between prior interest and student
ratings reflects a valid effect on student ratings and not a biasing factor. However. Marsh
(1987) suggests that prior interest may reflect properties of the subject matter rather than
of the instructor; and thus may have to be controlled across different courses if student
ratings are to be used for summative decisions.

Many studies have found a moderate positive correlation between expected grades
and student ratings (see Marsh, 1987). However, this finding can be interpreted in three
radically different ways. [t can be interpreted as providing evidence that instructors who
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give high grades get high evaluations (grading leniency hypothesis): that students who
learn well from their instructors (and get high grades) evaluate their instructors
appropriately (validity hypothesis); or that students who are motivated have prior interest
or abilities, learn better, get better grades and evalnate their instructors appropriately
(student characteristics hypothesis). Studies employing path analysis (Howard, &
Maxwell, 1982, Marsh 1983) support the student characteristics hypotheses. Prior
interest precedes expected grade and the covariance between expected grades and student
ratings is eliminated by controlling for student motivation and other such student
characteristics.

Abrami, Dickens. Perry, and Leventhal (1980) carried out a series of laboratory
studies in which they experimentally manipulated grade expectations. They were able to
show only a weak and inconsistent influence of grading standards on student ratings.
Snyder and Clair (1979), in another laboratory study, demonstrated that the violation of
grade expectations, rather than expected grades influenced student ratings.

A number of studies ( ¢f. Feldman. 1978; Marsh 1980: Miller, 1972) have shown
that students in advanced courses give more favourable ratings than do students in lower
level courses. However. this effect is eliminated when the covariance between student

level and student ratings is controlled by way of other student characteristics.

Influence of instructor variables. Instructor rank, experience. sex, research
productivity and personality have been investigated as possible biasing variables. Of
these. only instructor rank, research productivity, and personality have been consistently
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shown to affect student ratings. There have been a number of reviews that have
examined the influence of instructor rank on student ratings (Centra, & Creech, 1976;
Feldman, 1983; Marsh, 1987). Rank was significantly correlated with student ratings for
specific teaching dimensions, but not for global ratings. That is, tenured faculty received
higher scores than did teaching assistants on such dimensions as Breadth of Coverage.
Instructor Knowledge, Instructor Expansiveness and lower scores on such dimensions as
Group Interaction. Encouragement of Discussion. Openness. and Concern for Students.

Feldman (1988) carried out an extensive quantitative review of the literature on
the influence of research productivity on student ratings of instruction. He found a
positive weak correlation between research productivity and global ratings (.12) and
higher positive correlations between research productivity and some specific dimensions,
Knowledge of the Subject Matter (.21), Preparation and Organization of the Course
(.19), Clarity of Course Objectives and Requirements (.18). and Intellectual
Expansiveness (.15).

Feldman (1986) also extensively reviewed the association between 14 instructor
personality characteristics and student ratings. He found that the correlations were both
significant and large when the personality characteristics were inferred from student and
colleagues ratings of instructor personality but insignificant and small when inferred from
self reports. When instructor personality traits were measured by students or peers, most
clusters of personality traits were significantly correlated to global ratings of teaching
effectiveness. For example, the following personality characteristics (in descending
order) explained more than 25% of the variability in global student ratings of instruction:
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energy and enthusiasm: positive view of others, i.e., lolerant, sympathetic. supportive,

and warm;, ascendancy. forcefulness. conspicuousness and leadership. reflectiveness,

intellectuality, cultural and aesthetic sensitivity, flexibility, adaptability, openness to

change, and adventurous, emotional stability, self-regard and self esteem. Marsh (1987)

pointed out that although Feldman's review indicated that instructor personality

characteristics and instructional effectiveness are correlated; it did not indicate whether
these personality characteristics were biasing factors. Moreover, research needs to be
carried out on the influence of these personality characteristics on specific instructional
dimensions.

Murray, Rushton, and Paunonen (1990) investigated the influence of instructor
personality characteristics and student ratings across different types of psychology
courses taught by the same instructor . They found that not only were peer ratings of
personality traits good predictors of student ratings of instruction. but the pattern of
instructor personality traits correlated to global student ratings of instruction differed
significantly across course types. That is. the personality traits associated with effective
teaching (as perceived by students) depended on the course type. For example,

. [n large, lower-level, introductory courses. the effective instructor is likely to be
"friendly, warm. and approachable. has a flair for the dramatic. and is fair and
reasonable in relations with students, but shows an element of neurotic worrying"
(Murray, et al., 1990, p. 238).

. [n smaller, higher-level discussion-oriented courses, the effective instructor is
likely to be "friendly, gregarious, fair and supportive. and, at the same time,
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