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Abstract

Data Labeling for Fault Detection in Cloud: A Test Suite-Based Active
Learning Approach

Prateek Bagora

Cloud computing enables ubiquitous on-demand network access to a shared pool of config-
urable computing resources with minimal management efforts from the user. It has evolved
as a key computing paradigm to enable a wide variety of applications such as e-commerce,
social networks, high-performance computing, mission-critical applications, and Internet
of Things (IoT). Ensuring the quality of service of applications deployed in inherently
complex and fault-prone cloud environments is of utmost concern to service providers and
end users. Machine learning-based fault management solutions enable proactive identifica-
tion and mitigation of faults in cloud environments to attain the desired reliability, though
they require labeled cloud metrics data for training and evaluation. Moreover, the high dy-
namicity in cloud environments brings forth emerging data distributions, which necessitate
frequent labeling of cloud metrics data stemming from an evolving data distribution for
model adaptation. In this thesis, we study the problem of data labeling for fault detection
in cloud environments, paying close attention to the phenomenon of evolving cloud metric
data distributions. More specifically, we propose a test suite-based active learning frame-
work for automated labeling of cloud metrics data with the corresponding cloud system
state while accounting for emerging fault patterns and data or concept drifts. We imple-
mented our solution on a cloud testbed and introduced various emerging data distribution
scenarios to evaluate the proposed framework’s labeling efficacy over known and emerging
data distributions. According to our evaluation results, the proposed framework achieves
about 41% higher weighted F1-score and 34% higher average Area Under One-vs-Rest Re-
ceiver Operating Characteristic curves (OvR ROC AUC score) than a system without any
adaptation for emerging data distributions.
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Chapter 1

Introduction

This chapter begins with an overview of the key terminologies associated with our research.
Subsequently, we discuss the motivation and problem statement for this work. Next, we
present a summary of the contributions of this work. Finally, we describe the organization
of the rest of this thesis.

1.1 Definitions

1.1.1 Cloud Computing

Cloud computing is a paradigm that enables ubiquitous on-demand network access to a
shared pool of configurable computing resources - data storage, networks, servers, appli-
cations, services, and more - that can be provisioned and released rapidly with minimal
management effort or service provider interaction [4]. It comprises three main service
models, Infrastructure as a Service (IaaS), Platform as a Service (PaaS), and Software as
a Service (SaaS). [aaS enables consumers to provision fundamental computing resources
like storage, network, and processing; PaaS enables consumers to access software develop-
ment environments for application development, deployment, and management; and SaaS
allows consumers to access cloud applications over the internet.

1.1.2 Fault

We can define a fault as the inability of a system to perform the desired tasks due to some
abnormal condition or defect in one or more of its components, which can manifest into
an erroneous system state and eventually result in the failure of the system to deliver the
specified services [5]. For instance, cloud systems may encounter infrastructure faults like
processor, memory, or network hogging or overutilization.



1.1.3 Fault Detection

We can define fault detection as the process of identifying the presence of a fault in the
system and its components that may lead to a deviation from the expected operational be-
havior of the system by monitoring the system behavior or actively testing the system.
Additionally, it may involve diagnosing the root cause of the fault and locating the compo-
nent where the fault originated. The primary objective of fault detection is to identify and
mitigate faults as early as possible to prevent system failures.

1.1.4 Test

A test is an activity in which a system or component is executed under specified condi-
tions, the results are observed or recorded, and an evaluation is made of some aspect of
the system or component [6]. Specifically in our context, a test is a sequence of actions
executed programmatically to verify that a system or component meets the specifications
by producing the desired output or behavior when provided with a specific input.

1.1.5 Test Suite

A test suite is a collection of tests intended to verify that a system is in conformance with
the desired behavior, for example, Tempest developed by OpenStack community [7]. It
may comprise functional, end-to-end, and other types of tests based on the objective of
the test suite. Functional tests verify that each system feature complies with the functional
specifications by producing outputs consonant with end-user expectations. End-to-end tests
validate system functionality and performance from beginning to end, integrating all system
components, and simulating live end-user scenarios.

1.1.6 Machine Learning

Machine learning is a field of inquiry focused on imitating intelligent human behavior
of learning from experiences in machines, predominantly by employing algorithms that
can learn to perform the desired tasks from sample data, identifying relevant underlying
patterns. Supervised machine learning algorithms, the most common form of machine
learning, build mathematical models from a data set with the supervision of data labels
associated with data points. On the other hand, unsupervised machine learning algorithms
identify hidden patterns in a data set based on similarities or differences between data points
without the supervision of data labels.



1.1.7 Active Learning

Active learning is a subfield of machine learning where a machine learning algorithm in-
teractively queries an oracle, regarded as a source of ground truth, for labeling the most
informative data points and progressively improves itself with the supervision of the la-
bels obtained. While traditional passive learning systems induce a hypothesis to explain
the available labeled training data, active learning systems eagerly develop and test new
hypotheses through a continuative and interactive learning process [8].

1.1.8 Transfer Learning

Transfer learning is a branch of machine learning that focuses on applying the knowledge
acquired while solving one task to effectively and efficiently learn to solve a new task by
leveraging the similarity of data between the two tasks [9]. More formally [10], given a
source domain and task { Dg, T's} and a target domain and task { D7, Trr}, transfer learning
tries to use knowledge from the source to improve the learning of the target task, where
Dg # Dr or Ts # Tr, where a domain is defined by the input space X and the marginal
probability distribution of the inputs P(X) and a task is defined by the output space Y and
the posterior distribution of the output P(Y|.X).

1.1.9 Data Labeling

Data labeling entails the assignment of one or more meaningful and informative labels to
data points, which provide the context of learning to a machine learning algorithm. These
labels guide the machine learning algorithm to find patterns in the data set that map input
attributes to desired outputs by providing supervisory ground truth while training. More-
over, these labels enable the performance evaluation of trained machine learning models
against the ground truth. While common human wisdom may suffice for labeling tasks
like annotating generic images with objects in the frame, domain expertise is essential for
labeling tasks like annotating X-ray images with malignant tumors.

1.2 Motivation and Problem Statement

Cloud environments are inherently complex and prone to faults due to their dynamic, het-
erogeneous, and distributed nature. If not detected and mitigated in time, faults can accu-
mulate and propagate, leading to severe performance degradation and downtime. There-
fore, ensuring the quality of service of applications deployed in cloud environments always
concerns service providers and end users. One of the most accurate techniques for fault de-
tection in cloud environments is periodically executing a test suite on a live cloud system.
However, frequent execution of a test suite is expensive with regard to computational time
and cloud resource consumption.



Machine learning techniques have recently received the utmost attention for fault detection
in cloud environments. Supervised machine learning solutions [11] require labeled data for
training. Though unsupervised machine learning solutions [12] do not require labeled data
for training, they still need it for evaluation. Furthermore, their applicability and perfor-
mance are often inferior to those of supervised machine learning solutions. While acquiring
labeled data is necessary, data labeling is a significant bottleneck in machine learning and
has not been studied much for the purpose of fault detection in cloud environments.

Most machine learning solutions for fault detection in cloud environments acquire the la-
beled metrics data by fault injection mechanism. This mechanism entails a manual in-
jection of faults into the system followed by assigning the metrics collected in the fault
injection time frame with the injected faults as labels. However, such solutions rely on
the assumption that the metric data distributions produced by the fault injection adequately
characterize the statistical nature of real-world fault scenarios. Moreover, the dynamicity
of cloud environments is bound to change the statistical nature of metric data distributions,
introducing emerging fault patterns and data or concept drifts, which necessitates retraining
on the newly acquired data. However, frequent data acquirement with the fault injection
mechanism is practically infeasible, as the fault injections may disrupt the cloud production
workloads.

There exist several data labeling methods in the literature. Crowd-based techniques like ac-
tive learning [13] and crowdsourcing [14] delegate the labeling task to the crowd for manual
labeling. However, labeling cloud metrics data manually is challenging even for domain
experts. Self-labeled [15] and graph-based label propagation [16] techniques exploit the ex-
isting labeled data to infer the labels for the remaining unlabeled data based on the premise
that the unlabeled data follow the same distribution as the labeled data, which does not hold
for emerging cloud metric data distributions. The weak supervision [17] approach of data
programming involves a programmatic generation of data labels using heuristic labeling
functions in large quantities to suffice for inaccuracies in these labels. However, weakly
supervised learning has comparatively inferior generalization and accuracy.

As existing approaches are unsuitable for data labeling for fault detection in cloud envi-
ronments, we need a mechanism for automatically labeling cloud metrics data with the
corresponding cloud system state, which may be a normal system state or a system state
with one or more faults, while accounts for emerging cloud metric data distributions.

1.3 Thesis Contributions

The primary contributions of this thesis can be summarized as follows:

* We propose a test suite-based active learning framework for automatically labeling cloud
metrics data with multiple class labels corresponding to various cloud system states.

* Our proposed data labeling framework leverages transfer learning to adapt to unknown
metric data distributions comprising emerging fault patterns and data or concept drifts.
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* We evaluate the labeling performance of the proposed framework via experiments car-
ried out on a cloud testbed with various known and unknown metric data distribution
scenarios.

1.4 Thesis Organization

The remainder of this thesis is structured as follows. We discuss the key concepts related
to this research work in Chapter 2. In Chapter 3, we present an illustrative scenario to
explain the data labeling problem for fault detection in cloud environments to derive the
requirements. Subsequently, we evaluate the existing literature against the derived require-
ments. We present the proposed framework for labeling cloud metrics data in Chapter 4
with a detailed explanation of its components. We discuss our experimental cloud testbed
setup and framework prototype implementation details, like parameter settings and pro-
gramming tools used, in Chapter 5. Subsequently, we present our evaluation results. Chap-
ter 6 concludes this thesis by summarizing our contributions and identifying future research
directions.



Chapter 2

Background Information

This chapter presents the background concepts relevant to the research domain of this the-
sis. In the first section of this chapter, we define cloud computing and discuss its essential
characteristics. Subsequently, we describe the layers of cloud computing and the major
cloud deployment models. We then discuss virtualization, a key enabling technology of
cloud computing. In the second section of this chapter, we define faults and discuss the
common types of faults that may occur in the cloud. In the third section of this chapter,
we define fault detection and discuss some well-known techniques for fault detection in the
cloud. In the fourth section of this chapter, we define test suites and discuss a few types of
tests that comprise test suites. In the fifth section of this chapter, we define machine learn-
ing, present a taxonomy of machine learning techniques, and discuss deep learning. In the
sixth section of this chapter, we define active learning and present a taxonomy of active
learning techniques. In the seventh section of this chapter, we define transfer learning and
present a taxonomy of transfer learning techniques. In the eighth section of this chapter,
we define data labeling and present a taxonomy of data labeling techniques.

2.1 Cloud Computing

In this section, we first define cloud computing. Then, we discuss the essential character-
istics of cloud computing, the layers of cloud computing, and various cloud deployment
models. Finally, we talk about virtualization, a key enabling technology for cloud comput-
ing.

2.1.1 Definition

Emerging as one of the most powerful technologies of the modern era, cloud computing
is the culmination of various existing technologies like virtualization, web services, utility
computing, distributed computing, and others put together into a modern operating model.
Hence, we can find many definitions of cloud computing focusing on different aspects of
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the technology. In [4], they gather various available definitions and integrate them into
an all-encompassing definition of cloud computing, "Clouds are a large pool of easily us-
able and accessible virtualized resources (such as hardware, development platforms and/or
services). These resources can be dynamically reconfigured to adjust to a variable load
(scale), allowing also for optimum resource utilization. This pool of resources is typically
exploited by a pay-per-use model in which guarantees are offered by the Infrastructure
Provider by means of customized SLAs". Also, the National Institute of Standards and
Technology (NIST) defines cloud computing as a "model for enabling ubiquitous, conve-
nient, on-demand network access to a shared pool of configurable computing resources
(e.g., networks, servers, storage, applications, and services) that can be rapidly provisioned
and released with minimal management effort or service provider interaction" [18].

2.1.2 Essential Characteristics

In this section, we briefly discuss the characteristics of cloud computing that make it a
distinct paradigm [18] [19].

* On-Demand Self-Service The consumers can unilaterally provision computing capabil-
ities at any time without human interaction with the service provider.

* Multi Tenancy Multiple consumers with disparate requirements share the same service
provider resources in an isolated manner which facilitates optimum resource utilization
and cost.

* Broad Network Access The consumers can access the capabilities over the network
through standard mechanisms using heterogeneous thin or thick client platforms like
workstations and mobile phones.

* Measured Service The consumers are charged only for the resources they use by lever-
aging a metering capability based on the type of resource used, the number of hours of
usage, and other criteria.

* Scalability The resources offered can expand vertically within the existing infrastructure
or horizontally with additional infrastructure to sustain increased workloads and shrink
back when the workload decreases to save costs.

¢ Elasticity The system adapts to workload changes by provisioning and de-provisioning
resources automatically and dynamically, such that at each point in time, the available
resources match the current demand as closely as possible.

2.1.3 Cloud Computing Layers
Based on the abstraction level of the capability offered and the service model of the service

provider, cloud computing services can be organized into three layers, Infrastructure as a
Service (IaaS), Platform as a Service (PaaS), and Software as a Service (SaaS) [18] [19].
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Infrastructure as a Service

IaaS is the lowest layer of the cloud. Here, the capability offered to the consumer is to
provision fundamental computing resources like processing, storage, and networks from
the provider, where the consumer can deploy and run arbitrary software, including oper-
ating systems and applications. Some well-known examples of [aaS are Amazon Elastic
Compute Cloud, Microsoft Azure, Google Compute Engine, and IBM Cloud.

Platform as a Service

PaaS is the middle layer of the cloud. Here, the capability offered to the consumer is
an environment where developers can create and deploy applications using programming
languages, libraries, services, and tools supported by the provider, without dealing with the
underlying cloud infrastructure, including network, servers, operating systems, or storage.
Some well-known examples of PaaS are Microsoft Azure, Google App Engine, and Cloud
Foundry.

Software as a Service

SaaS is the highest layer of the cloud. Here, the capability provided to the consumer is
to use the provider’s cloud-hosted applications through web portals or program interfaces.
For instance, traditional desktop applications like word processing are now accessible as
SaaS over the web, alleviating the burden of software maintenance for consumers and sim-
plifying development and testing for providers. Some well-known examples of SaaS are
Google Docs, Microsoft Office 365, Salesforce, and Dropbox.

2.1.4 Cloud Deployment Models

Depending on the owner(s) and user(s), the responsibility of management and desired secu-
rity, or the physical location and distribution of the underlying infrastructure, we can have
different cloud deployment models [18] [19]. We describe three major cloud deployment
models in brief in this section.

Public Cloud

A public cloud, generally owned by a big corporation with the infrastructure located on its
premises, is available to the general public on a pay-per-use basis. While it does not require
any initial capital investment in the infrastructure from the users, it provides limited control
over data, network, and security settings.



Private Cloud

A private cloud is used exclusively by a single organization and is built and managed by
an external provider, the organization itself, or some combination of the two. While it
requires a high initial investment, it provides the highest degree of control over security,
performance, reliability, and other factors.

Hybrid Cloud

A hybrid cloud is a combination of public and private clouds consolidating the best of both
worlds. For instance, a good split between a private and a public cloud would enable an
organization to run mission-critical applications with sensitive data in an on-premise private
cloud while having a connected public cloud to facilitate on-demand resource expansion
and contraction.

2.1.5 Virtualization

Virtualization enables the creation of virtual instances of physical resources like servers,
networks, or storage systems through abstraction or emulation. Thus, it allows the decou-
pling of hardware infrastructure and software programs running on it to facilitate efficient
resource utilization and multi-tenancy. Virtualization is one of the key enabling technolo-
gies in the realization of cloud computing through virtual machines or containers.

Virtual Machine

A virtual machine is a software-defined machine that provides the same behavior as a real
machine, producing the same inputs and outputs. A hypervisor manages the virtual ma-
chines, enabling operations like creation, deletion, migration, and resource configuration
of virtual machines and ensuring isolation between them. However, each virtual machine
includes a full-blown operating system in addition to the desired application, which may
not be the most efficient way to utilize the resources.

Container

A container comprises a single executable software package that bundles application code
together with the runtime environment. A container runtime engine hosts the containers,
which run as processes on the same operating system kernel with isolated file systems and
computing resources. Moreover, a container orchestration platform automates the deploy-
ment, management, scaling, and networking of the containers. By sharing the operating
system kernel, containers utilize the resources more efficiently than virtual machines.



2.2 Fault

In this section, we first define and briefly discuss fault. Subsequently, we provide a brief
overview of various types of faults.

2.2.1 Definition

We can define a fault as the inability of a system to perform the desired tasks due to some
abnormal condition or defect in one or more of its components [5][20][21]. Faults often
lie latent in system components and manifest into errors only when they become active
over time. We can define an error as an incorrect internal system state where the observed
value of some quantity produced by the system deviates from its expected value due to the
manifestation of some fault. If an error is not handled or hidden from the rest of the system,
it can propagate to other system components and lead to a failure as it reaches the system’s
service interface. We can define a failure as an event where the system fails to deliver the
specified services or functionalities to users or other systems.

For better understanding, let us consider a system with a memory leak in one of its software
components due to a bug in a piece of its source code. Until the execution of this code, this
fault remains dormant in the system. However, when this code executes, it does not free
the allocated memory as it ideally should and manifests itself into an erroneous system
state. As long as the amount of this unnecessarily allocated memory is sufficiently small,
this error will neither be detected nor prevent the system from delivering the specified
services. Nevertheless, the available memory resources will deplete over time with multiple
executions of this code until no memory is left for some allocation and the error is detected.
If the error is handled, for instance, by completing the desired operation on a redundant
unit, this error will not lead to a failure. But if the system fails to perform some necessary
operation and deliver the specified services due to this unsuccessful memory allocation, it
will lead to a system failure.

While this distinction among faults, errors, and failures is theoretically precise, it is seldom
applied in practice. Like the majority of the literature, we use the terms faults, errors, and
failures interchangeably in this thesis.

2.2.2 Types of Faults

There are numerous ways to classify faults based on context and frame of reference [20]
[21]]22]. We discuss a few of these classifications in this section.

* Based on the computing resource the fault lies in, we can classify the faults as proces-
sor, memory, network, and storage faults. In its simplest form, a processor crash is a
processor fault. In a virtualized environment, we may encounter a processor fault when
the processes on a virtual machine with excessive workload face a dearth of CPU cycles.
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Also, we may encounter a CPU fault when the Linux kernel throttles a container of fur-
ther CPU cycles when its CPU consumption exceeds its set CPU limit. In its simplest
form, a memory crash is a memory fault. In a virtualized environment, we may encounter
a memory fault when a virtual machine under excessive workload runs out of memory
to allocate to processes. Also, we may encounter a memory fault when the Linux kernel
OOM (Out of Memory) kills a container when its memory consumption exceeds its set
memory limit. Network congestion issues and loss of packets on a network qualify as
network faults. We may encounter storage faults when a hard disk drive corrupts or runs
out of storage space.

* Based on the nature of the occurrence, we can classify the faults as transient, inter-
mittent, and permanent faults. A transient fault occurs once and then disappears, for
instance, a momentary loss of network connectivity to a system component. An intermit-
tent fault reoccurs occasionally, for instance, as a result of varying software states based
on load or activity. A permanent fault occurs and persists until it has been addressed, for
instance, a hardware component crash.

* Based on the nature of the output, we can classify the faults as fail-silent and byzan-
tine faults. In a fail-silent fault scenario, the fault-affected component stops working,
producing either no result or a result indicating component failure. In a byzantine fault
scenario, the fault-affected component produces arbitrary erroneous outputs, leading to
unpredictable conditions within the system. In other words, a single byzantine fault
within a component could result in the component responding with various different er-
rors.

* Based on how other system components perceive them, we can classify the faults as
response, timing, omission, and crash faults. If a component produces an incorrect re-
sponse, we call it a response fault. If a component delivers the correct response but later
than the expected time interval, we call it a timing fault. If a component is unable to send
or receive responses to or from other components, we call it an omission fault. If a com-
ponent suffers from an omission fault and then continues to be completely unresponsive,
we call it a crash fault.

2.3 Fault Detection

In this section, we first define fault detection. Subsequently, we briefly discuss some well-
known techniques for fault detection in cloud environments.

2.3.1 Definition

We can define fault detection as the process of identifying the presence of a fault in the
system and its components that may lead to a deviation from the expected operational be-
havior of the system by monitoring the system behavior or actively testing the system.
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Additionally, it may involve diagnosing the root cause of the fault and locating the compo-
nent where the fault originated. The primary objective of fault detection is to identify and
mitigate faults as early as possible to prevent system failures.

2.3.2 Fault Detection Techniques

In the following, we discuss some well-known techniques for fault detection in cloud com-
puting domain.

* Performance Metrics Monitoring: Performance metrics monitoring involves monitor-
ing various performance metrics and system variables, like processor usage, memory
usage, disk usage, swap usage, network traffic, average requests, average response times,
and service uptime, to detect abnormal patterns or deviations from expected values, us-
ing tools like Prometheus Alerting [23]. Essentially, we set up upper and lower bounds
for each metric based on prior knowledge of performance constraints and historical data
analysis. Whenever any observed metric violates a threshold, a fault alarm is triggered.

* System Log Mining: System logs are records of system states and significant events
at various critical points, which can provide valuable information about the health and
performance of the system. System log mining employs various data mining techniques
for automatically exploring and analyzing large volumes of log data to glean meaningful
patterns and informative trends and exploit them to identify abnormalities and potential
faults in the system [24].

* Test Suite: The test suite approach involves periodically executing a series of tests de-
signed to verify that the system and its components are available and produce results in
conformance with the desired behavior [25]. A test suite may comprise a wide variety
of tests, for instance, functional tests to verify the availability and correctness of ser-
vices offered and performance tests to ensure that the services meet the response time
specifications.

* Machine Learning: Machine learning algorithms can automatically identify and learn
the correlations between system performance metrics and faults to facilitate fault detec-
tion. Supervised machine learning solutions learn to map the abnormalities in perfor-
mance metrics to corresponding faults by learning from example pairs of performance
metric vectors and supervisory fault labels [11]. Unsupervised machine learning solu-
tions learn the probability distributions of performance metrics corresponding to a fault-
free system state. Subsequently, they identify the performance metric instances signifi-
cantly deviating from these probability distributions as possible faults [12].
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2.4 Test Suite

In this section, we first define and briefly discuss test suite. Subsequently, we provide a
brief overview of various types of tests that may comprise a test suite.

2.4.1 Definition

A test suite is a collection of tests intended to verify that a system is in conformance with
the desired behavior. A test is a sequence of actions performed to validate a specific func-
tionality of a system. For instance, a test suite for an e-commerce application might consist
of tests corresponding to functionalities like browsing products, adding products to the
cart, viewing the cart, checkout, and sending a confirmation email. A test has a specified
expected output to match against the produced output to deduce if it fails or succeeds. A
test might also have a specified pre-condition that should be satisfied before running it, for
instance, to run the test corresponding to checkout, the cart should not be empty. In addition
to logically grouping the tests, a test suite may specify a sequence of execution for these
tests based on their interdependencies. For instance, if the test corresponding to adding
products to the cart fails, there is no need to execute the test corresponding to checkout.

2.4.2 Types of Tests

In this section, we discuss some types of tests that generally comprise a test suite [26][27].

* Functional Tests: Functional tests verify that a system under test meets the functional
requirements as expected by users, checking the final output while ignoring the interme-
diate states of the system.

* End-to-End Integration Tests: End-to-End Integration tests verify that the different
components of a system work properly together, focusing on the interface, communica-
tion, and data flow among them, mimicking system workflows from beginning to end as
expected in real-world scenarios.

* Regression Tests: Regression tests verify that the unchanged functionalities of the sys-
tem are not affected by the modifications made to the system for adding, deleting, or
updating system functionalities or fixing bugs.

* Performance Tests: Performance tests examine the system speed, stability, reliability,
scalability, and resource usage under various workloads, for instance, to ensure accept-
able response times or error rates from the system.

* Smoke Tests: Smoke tests verify the basic and critical functionalities of the system
under test at a high level for quick validation and to decide whether or not we can run
more expensive tests.
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2.5 Machine Learning

In this section, we first define machine learning. Subsequently, we briefly discuss a tax-
onomy of machine learning techniques. Finally, we talk about deep learning, a branch of
machine learning.

2.5.1 Definition

Machine learning is a field of inquiry focused on imitating intelligent human behavior of
learning from experiences in machines, predominantly by employing algorithms that can
learn to perform the desired tasks themselves from representative sample data, identifying
relevant underlying patterns with no explicit programming. This branch of artificial intel-
ligence mainly focuses on designing algorithms that can assess provided data and learn by
themselves without any human intervention, not necessarily by gaining knowledge con-
sciously like humans but by identifying the patterns present in the provided data [28].

2.5.2 Taxonomy of Machine Learning Techniques

There are four main classes of machine learning techniques based on the learning proce-
dure, supervised, unsupervised, semi-supervised, and reinforcement learning [28][29].

Supervised Learning

Supervised machine learning algorithms involve training over a data set consisting of pairs
of data instances and supervisory data labels to build mathematical models that can map
unlabeled data instances with respective data labels. We can distinguish supervised learn-
ing problems into classification problems where the data labels have discrete values and
regression problems where the data labels have continuous values.

Unsupervised Learning

Unsupervised machine learning algorithms identify hidden patterns in a data set based on
similarities or differences between data points without the supervision of data labels. The
most common form of unsupervised learning is clustering, which aims to organize the data
points into similarity groups called clusters, such that the data points in the same cluster
are similar to each other and dissimilar to the data points in other clusters.

Semi-Supervised Learning

Semi-supervised machine learning algorithms, conceptually situated between supervised
and unsupervised learning, aim to use both labeled and unlabeled data for learning, to
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harness the large amounts of unlabeled data available in many use cases in combination
with typically smaller sets of labeled data to attain improved efficacy.

Reinforcement Learning

Reinforcement learning techniques enable an agent to learn in an interactive environment
by trial and error using feedback from its actions and experiences. The agent seeks to
maximize cumulative reward while receiving rewards for desired behaviors and penalties
for undesired behaviors to achieve an optimal solution. Unlike unsupervised learning, there
is a form of supervision in reinforcement learning. However, this supervision is not in the
form of a desired output for each data instance, like supervised learning.

2.5.3 Deep Learning

Conventional machine learning techniques require considerable domain expertise and care-
ful feature engineering to transform the raw data into a feature vector with a data representa-
tion suitable for the learning algorithm. This manually engineered feature representation is
essential for a performant application of a conventional machine learning algorithm. Deep
learning is a branch of machine learning based on artificial neural networks and represen-
tation learning that addresses these shortcomings of conventional machine learning.

Representation learning techniques allow a system to automatically discover the represen-
tations suitable to perform a task from the raw data and learn to perform the corresponding
task using them [30]. An artificial neural network is a computational model inspired by
the biological neural networks that constitute the brain. It is a massively parallel distributed
processor composed of simple processing units called neurons, which can acquire experi-
ential knowledge and make it available for later use [31]. It stores the acquired knowledge
as interneuron connection strengths called weights. Moreover, it acquires this knowledge
from its environment through a learning process, adjusting these weights.

Deep learning techniques are representation learning techniques with multiple levels of rep-
resentation, obtained by the composition of multiple layers of simple but non-linear neuron-
based modules, where each of these layers transforms the representation at one level, start-
ing from the raw input, into a representation at a slightly higher abstraction level [30].
With the composition of enough such transformations, deep neural networks can learn very
complex functions, discovering intricate structures in high-dimensional data. Furthermore,
these layers of feature representations are not designed by human engineers but learned
from data using a general-purpose learning procedure, unlike conventional machine learn-
ing. Deep learning techniques can be applied to both supervised and unsupervised learning
tasks.

15



2.6 Active Learning

In this section, we first define and briefly discuss active learning. Subsequently, we go
through a taxonomy of active learning techniques.

2.6.1 Definition

Active learning is a subfield of machine learning where a machine learning algorithm or
a committee of machine learning algorithms interactively query an oracle, regarded as a
source of ground truth, for labeling the most informative data points, and progressively im-
prove their accuracy with the supervision of the labels obtained. While traditional passive
learning systems induce a hypothesis to explain the available labeled training data, active
learning systems eagerly develop and test new hypotheses through a continuative and inter-
active learning process [8]. Essentially, an active learning system comprises two primary
components:

* Query System: The query system poses queries to the oracle for labeling the most in-
formative data points selected using a querying strategy. The key challenge in active
learning systems is to design precise strategies for querying based on the objective of
active learning.

* Oracle: The oracle responds to the query by annotating the delegated data points with
labels, which act as the ground truth for learning. Although it is conventionally an expert
human labeler, it can comprise some other cost-driven data acquisition system or any
other methodology.

2.6.2 Taxonomy of Active Learning Techniques

We can classify active learning techniques based on querying strategies into the following
categories [32].

* Heterogeneity-Based Models: Heterogeneity-based models attempt to select data points
for queries that are most heterogeneous or dissimilar to the data previously seen by the
learners. In classification problems, the regions around the decision boundaries are of-
ten occupied by data points from different classes that may help the learner to map
the contours of separation between different classes using a small number of examples.
Heterogeneity-based models attempt to select such data points by exploiting their char-
acteristics like high class label uncertainties in learners’ predictions and disagreements
between different learners in the committee.

— Uncertainty Sampling: In uncertainty sampling, the learner selects the data points it
is least certain how to label for querying to the oracle. A simple example of uncertainty
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sampling is a binary classification problem where a probabilistic classifier selects the
next data instances for querying where the predicted probability of the most probable
label is close to 0.5. Another approach to uncertainty sampling is margin sampling,
where a probabilistic classifier selects the next data instances for querying where the
difference between the predicted probabilities of the first and second most probable
labels is relatively smaller.

— Query-by-Committee: In query-by-committee, we employ a committee of classifiers
trained on the available labeled data set to make class label predictions for the un-
labeled data points. Here, we consider the data points where the classifiers disagree
the most as informative and delegate them to the oracle for labeling. The committee of
classifiers can be constructed by varying the model parameters of a particular classifier
through sampling or using a bag of different classifiers.

— Expected Model Change: The expected model change approach selects the data
points that will result in the most change in the current model with the intuition that
such data points differ from what the current model already knows. Essentially, it se-
lects the data points that correspond to the highest change in the gradient of the training
objective function with respect to the current model parameters.

* Performance-Based Models: Performance-based models attempt to select data points
for queries that would optimize the learner’s performance by reducing the error or vari-
ance. While heterogeneity-based models may select data points from noisy, unrepresen-
tative, or outlier regions of the feature space leading to degradation of the learner’s per-
formance, performance-based models overcome this shortcoming by directly considering
the effect of adding the queried data points on the learner’s performance for remaining
unlabeled data points.

— Expected Error Reduction: In expected error reduction approach, we estimate the
resulting error in the learner’s predictions on the remaining unlabeled data set if we
provide it with the label of some new data point from the unlabeled data set. Sub-
sequently, we select the data point for querying that minimizes the expected future
error. However, this approach may be the most prohibitively expensive approach as it
requires re-training a new model for each possible label of each candidate data point
from the sample of unlabeled data points to estimate the expected future error reduc-
tion.

— Expected Variance Reduction: As noted in [33], we can express the overall gen-
eralization error as a sum of the true label noise, model bias, and variance. Among
these, the variance is highly dependent on the data points selected. Thus, we can
typically reduce the error by reducing the variance. The expected variance reduction
approach selects the data points for querying that minimize the learner’s future error
by minimizing the variance, which can be expressed in closed form, to achieve greater
computational efficiency over the expected error reduction approach.

* Representativeness-Based Models: Representativeness-based models attempt to select
data points for queries that better resemble the overall input data distribution. We can
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achieve this by weighting dense regions of the input space to a higher degree during
the querying process. Hence, this method combines the heterogeneity behavior of the
data points with a representativeness function to select data points for querying that are
informative yet not outliers.

2.7 Transfer Learning

In this section, we first define and briefly discuss transfer learning. Subsequently, we go
through a taxonomy of transfer learning techniques.

2.7.1 Definition

Transfer learning is a branch of machine learning that focuses on applying the knowledge
acquired while solving one task to effectively and efficiently learn to solve a new task, es-
pecially beneficial when the amount of labeled data available for the new task is limited [9].

According to [10], let a domain D be defined by a feature space X and a marginal prob-
ability distribution P(X), where X = {z1,...,z,} € X, denoted by D = {X, P(X)}.
For a domain D, let a task 7" be defined by a label space ) and an objective predictive
function f(+), denoted by T'= {), f(-)}. The function f(-) is learned from a training data
set comprising pairs of {z;,y;}, where x; € X and y; € Y, and can be used to predict the
corresponding label, f(z), of a new data instance x. Then, given a source domain and task
{Ds, Ts} and a target domain and task { Dr, T}, transfer learning tries to use knowledge
from the source to improve the learning of the target task, where Dg # Dy or Tg # Tr.

2.7.2 Taxonomy of Transfer Learning Techniques

We can classify transfer learning techniques based on various settings among source and
target domains and tasks into the following categories [10].

* Inductive Transfer Learning: Inductive transfer learning aims to improve the learning
of the target predictive function f;(-) in Dp using the knowledge in Dg and Dr, where
Ts # Tr. Here, the target task is different from the source task regardless if the source
and target domains are the same or not. It requires the availability of some labeled train-
ing data instances in the target domain to induce the target predictive function.

* Transductive Transfer Learning: Transductive transfer learning aims to improve the
learning of the target predictive function f;(+) in D7 using the knowledge in Dg and D,
where Dg # Dp and Ts = Tr. Here, the source and target tasks are the same, while
the source and target domains are different. It requires the availability of some unlabeled
training data instances in the target domain to obtain the marginal probability for the
target data.
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* Unsupervised Transfer Learning: Unsupervised transfer learning aims to improve the
learning of the target predictive function f;(-) in D7 using the knowledge in Dg and
Dy, where Ts # Tr and Yg and Y7 are latent variables, such as clusters or reduced
dimensions and hence not observable. Here, we do not have any labeled training data in
the source and target domains.

We can classify transfer learning techniques based on what part of the knowledge we trans-
fer from source to target domains or tasks into the following categories [10].

* Instance Transfer Approach: The instance transfer approach focuses on reusing certain
parts of the data in the source domain for learning in the target domain through tech-
niques like instance reweighting. Instance reweighting involves adjusting the weights of
the source domain instances by assigning higher weights to the instances that are more
similar to the target domain to facilitate learning from the most relevant source domain
instances, as in [34].

* Feature Representation Transfer Approach: The feature representation transfer ap-
proach focuses on exploiting the source domain to learn a good feature representation
for the target domain by minimizing the divergence between the source and target do-
mains. A simple example is using the high-level feature representation extracted by a
pre-trained deep learning model trained on a large amount of labeled data from a related
source domain as input to a model trained on a limited amount of labeled data from the
target domain.

* Parameter Transfer Approach: The parameter transfer approach assumes that indi-
vidual models for related source and target tasks should share some parameters or prior
distributions of the hyperparameters. Thus, it focuses on discovering and exploiting these
shared parameters or priors for knowledge transfer across the tasks. A simple example is
employing a pre-trained deep learning model with its learned parameters from the source
domain data as the starting point, adapting it to the target domain or task by fine-tuning
its parameters on the target domain data using a smaller learning rate.

* Relational Knowledge Transfer Approach: The relational knowledge transfer approach
deals with relational domains, where the data are not independent and identically dis-
tributed and can be represented by multiple relations among them, such as social network
data. Assuming that some relationship among the data in the source and target domains
is similar, it focuses on mapping the relational knowledge between the source and target
domains. For instance, we can employ this approach to enhance recommendation sys-
tems by pooling together rating data from multiple domains and transferring user-item
interaction patterns across domains [35]. Essentially, the idea is to build a joint graph
that connects users and items in the source and target domains based on their shared
attributes, such as language or genre.
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2.8 Data Labeling

In this section, we first define and briefly discuss data labeling. Subsequently, we go
through a taxonomy of data labeling techniques.

2.8.1 Definition

Data labeling entails the assignment of one or more meaningful and informative labels to
data points, which provide the context of learning to a machine learning algorithm. These
labels guide the machine learning algorithm to find patterns in the data set that map input
attributes to desired outputs by providing supervisory ground truth while training. More-
over, these labels enable the performance evaluation of trained machine learning models
against the ground truth.

2.8.2 Taxonomy of Data Labeling Techniques

We can classify data labeling techniques based on the approach into the following cate-
gories to better understand the landscape [36].

Manual Labeling

Manual labeling is the simplest and most accurate form of data labeling. A well-known
use case is ImageNet which comprises more than 14 million images, hand-annotated with
labels indicating the objects in the image [37]. However, ImageNet is an ambitious project
that took years to complete, which most machine learning users cannot afford for their
specific applications. While common human wisdom may suffice for labeling tasks like
annotating generic images with objects in the frame, domain expertise is essential for la-
beling tasks like annotating X-ray images with malignant tumors. Furthermore, manual
labeling is unfeasible in some domains, for instance, manual annotation of cloud system
metrics with the corresponding faults is a challenging task, even for domain experts.

Exploiting Existing Labels

It is usually easier and more economical to acquire a small amount of labeled data along
with a much larger amount of unlabeled data. Semi-supervised learning techniques enable
us to exploit the existing labeled data set to infer the labels for the remaining unlabeled
data set. It can be accomplished using inductive or transductive learning. Inductive learn-
ing techniques try to discover a general hypothesis from the labeled data points solely that
can be applied to any newly obtained unlabeled data points to generate their labels. Trans-
ductive learning techniques try to exploit the similarities between labeled and unlabeled
data points to deduce the labels for these unlabeled data points. Essentially, transductive
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learning techniques do not generate a general hypothesis, and the labeling of any newly
obtained unlabeled data points will require the entire algorithm to be executed again.

Crowd-Based Techniques

Though manual labeling is the most accurate method of labeling data instances in most sce-
narios, it is time and resource expensive and susceptible to human errors and biases. While
crowd-based techniques like active learning and crowdsourcing delegate the labeling task
to humans, they try to address the shortcomings of manual labeling. Active learning tries to
organize the labeling process as a human-machine collaboration to reduce costs, carefully
choosing the right data instances to delegate to the supposedly expert crowd for labeling.
Crowdsourcing employs many workers for manual labeling who are not necessarily experts
while trying to improve the reliability of the labeling process through various mechanisms,
acknowledging that the workers may make mistakes.

Weak Supervision

While we always desire to generate accurate labels, it may be too expensive. Alternatively,
we may generate large quantities of less accurate data labels, compensating the low quality
with the large quantity. In weak supervision, the idea is to generate large quantities of data
labels, which are not necessarily as accurate as manually assigned labels. Nevertheless, the
large amount of generated labeled data suffices for the inaccuracies within to train a model
with reasonable final accuracy. For one, we can generate weak labels programmatically
using known patterns or domain heuristics as labeling functions.

2.9 Conclusion

In this chapter, we discussed the background concepts related to this thesis. First, we
discussed about cloud computing, beginning with a definition, followed by its essential
characteristics, service models, and deployment models, and finishing with a discussion
about virtualization. Then, we discussed about faults, defining faults, and describing vari-
ous types of faults. Subsequently, we discussed about fault detection, defining fault detec-
tion, and describing some well-known techniques for fault detection in cloud environments.
Then, we discussed about test suites, defining test suites, and describing various types of
tests that may comprise a test suite. Then, we discussed about machine learning, beginning
with a definition of machine learning, followed by a taxonomy of machine learning tech-
niques, and finishing with a discussion about deep learning. Subsequently, we discussed
about active learning, defining active learning, and reviewing a taxonomy of active learning
techniques. Subsequently, we discussed about transfer learning, defining transfer learning,
and reviewing a taxonomy of transfer learning techniques. Finally, we discussed about data
labeling, defining data labeling, and reviewing a taxonomy of data labeling techniques.
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Chapter 3

Illustrative Scenario, Requirements, and
State of the Art

This chapter first presents a motivating scenario to explain the data labeling problem for
fault detection in cloud environments. Subsequently, we use it to derive the requirements
of a befitting solution. Finally, we summarize the state of the art data labeling techniques
and assess their applicability for labeling cloud metrics data against these requirements.

3.1 Illustrative Scenario

In this section, we present an illustrative scenario to explain the data labeling problem
for fault detection in cloud environments. To illustrate a real-time cloud environment,
we consider Google’s microservices demo application [1], Online Boutique, a web-based
e-commerce application, depicted in Fig. 1, which comprises heterogeneous microser-
vices [38] that enable users to browse items, add them to the cart, and purchase them.
This application is deployed in a containerized environment by an orchestration platform
(e.g., Kubernetes), running on top of virtual machines provisioned from a cloud comput-
ing platform (e.g., OpenStack), as depicted in Fig. 2. The microservices would generate
a real-time workload on the cloud infrastructure to serve web user requests while meeting
the availability requirements and acceptable response time specifications. However, faults
at the application, container orchestration platform, or cloud computing platform level may
lead to non-compliance with the specifications or even downtimes.

The application, container orchestration platform, and cloud computing platform generate
thousands of metrics such as service uptimes, processor usage, memory usage, disk us-
age, swap usage, average requests, and average response times, which provide insights into
the cloud system’s availability, health, and performance. For instance, many services in
Google’s microservices demo application are instrumented with profiling, which measures
function call times and counts, memory consumption, processor load, and other resource
usage aspects of the application. Kubernetes exposes metrics for its node level components
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Figure 2: Illustrative scenario of a cloud system.

like Kubelet and Proxy and its control plane components like Application Programming
Interface (API) Server, Controller Manager, and Scheduler. OpenStack exposes metrics for
its components like Compute, Block Storage, Object Storage, and Networking. While it
may be straightforward to acquire a time series of cloud metric data points by employing a
cloud monitoring system that periodically scrapes the configured components of the man-
aged cloud system for metrics, it is difficult to label these data points. Manual labeling of
these high-dimensional domain-specific time-series metric data points is not only a slow,
expensive, and error-prone process, but it is also challenging to manually annotate these
metric data points with the corresponding cloud system state, even for domain experts.

Meticulously designed machine learning solutions can identify and learn the correlations
between abnormalities in the metrics collected from the cloud system (e.g., unusually high
memory usage) and corresponding faults (e.g., memory overload). Although machine
learning-based solutions can facilitate the detection of faults, they require a data set of
cloud metrics labeled with the corresponding cloud system state for training or evaluation.
Most machine learning solutions [11][12][39][40] acquire labeled cloud metrics data using
variations of the fault injection mechanism. The fault injection mechanism of labeling en-
tails manually injecting faults into the system and assigning the cloud metrics collected in
the fault injection time frame with the injected faults as labels. For instance, in [11], the au-
thors inject recurrent and accumulative faults into the system. Here, recurrent faults involve
repetitive induction of CPU stress, HDD stress, or packet loss into the system, followed by
subsequent cool-down periods. Accumulative faults include memory stress, HDD stress,
or network flooding induced cumulatively into the system in steps over time.
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The performance of fault detection solutions relying on the fault injection mechanism of
labeled data collection depends on the assumption that the cloud metric data distributions
produced by the injected faults satisfactorily model real-world fault scenarios. As deliber-
ate fault injection into a production system can lead to fatal consequences, it is critical to
inject faults in a controlled manner. Consequently, fault detection models trained on such
data sets might be limited to detecting these constrained artificial faults and fail to capture
some data distributions corresponding to real-world fault scenarios. Moreover, automated
workload placements according to container resource constraint configurations and overall
cluster state in a containerized environment of an orchestration platform, accompanied by
real-time workload fluctuations resulting from varying user activity, make the cloud envi-
ronment highly dynamic. This dynamicity is bound to introduce emerging fault patterns
and data or concept drifts in cloud metric data distributions, necessitating retraining over
newly acquired data. However, recurrent data acquirement with the fault injection mecha-
nism is impractical, as these long fault injection and system recovery cycles would disrupt
cloud production workloads.

3.2 Requirements

From the above discussion with respect to the illustrative scenario, it is clear that we need
a befitting mechanism to automatically label cloud metrics with the corresponding cloud
system state that meets the following requirements:

* Requirement 1: As discussed in Section 3.1, Google’s microservices demo application,
Kubernetes container orchestration platform, and OpenStack cloud computing platform
generate thousands of metrics reflecting the cloud system state. Therefore, the data la-
beling mechanism should be able to identify and label data distribution patterns in a
high-dimensional space of thousands of performance metrics exposed by the cloud sys-
tem.

* Requirement 2: Depending on the given use case, the fault detection solution may need
to identify faults at different granular levels. For instance, in the illustrative scenario, we
may need to assign a binary system state label of fault or no fault, based on the presence
of any fault in any component of the cloud system, in a coarse-grained scenario. On the
other hand, we may need to assign finer-grained labels such as normal state, frontend
unavailable, checkout service unavailable, and so on, based on Google’s microservices
demo application’s service availabilities. Hence, the data labeling mechanism should be
flexible to generate labels of different granularities as required by the use case.

* Requirement 3: The data labeling mechanism should be able to assign multiple la-
bels to a metric data instance reckoning with the prospect of multiple concurrent faults
in the system. For instance, in the illustrative scenario, if checkout and payment ser-
vices of Google’s microservices demo application are unavailable simultaneously, the
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corresponding cloud metric instances should be assigned two labels: checkout service
unavailable and payment service unavailable.

* Requirement 4: As discussed in Section 3.1, a cloud monitoring system collects a time
series of metric data points from the cloud system. Labeling cloud metrics at each time
step independently may overlook the temporal information embodied in the time series
sequence of cloud metrics data. For instance, in the illustrative scenario, a transient spike
in processor consumption in a Kubernetes pod may not manifest into a CPU throttling
fault. On the other hand, a consistently high processor consumption in a Kubernetes pod
caused by an increased workload on its microservice is likely to manifest into a CPU
throttling fault. In order to capture the temporal changes in cloud metrics that manifest
into faults, the data labeling mechanism should assign labels to windows of sequential
data points from the metric time series rather than individual data points.

* Requirement 5: As discussed in Section 3.1, automated workload placements and real-
time workload fluctuations in a dynamic cloud environment make it prone to emerging
fault patterns and frequent data or concept drifts. Hence, the data labeling mechanism
should be able to identify and adapt to emerging metric patterns corresponding to normal
and faulty system states.

* Requirement 6: The metrics obtained from an application like Google’s microservices
demo application, a container orchestration platform like Kubernetes, and a cloud com-
puting platform like OpenStack are domain-specific. In addition to being slow, expensive,
and error-prone, manual annotation of the high-dimensional domain-specific time-series
cloud metric instances with the corresponding cloud system state is challenging, even
for domain experts. The fault injection mechanism, an alternative to the manual an-
notation of cloud metric instances by domain experts, has several inherent limitations,
as discussed in Section 3.1. Hence, we need a data labeling mechanism that maps the
cloud metric instances with the corresponding system state without requiring any human
intervention.

3.3 State of the Art

To further elucidate the rationale for devising a data labeling framework for fault detection
in cloud environments, we first review some machine learning-based techniques for fault
detection in cloud environments, along with their labeled data acquisition mechanisms.
Subsequently, we discuss a taxonomy of data labeling techniques and assess their applica-
bility for labeling cloud metrics data.

3.3.1 Machine Learning-based Fault Detection in Cloud Environments

We can classify the techniques for fault detection in cloud environments into four cate-
gories of (i) test suites, (ii) performance metrics monitoring, (iii) system log mining, and
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(iv) machine learning. Test suites entail periodic execution of tests, which are typically
expensive in terms of computational time and cloud resource consumption. While being
comparatively lightweight to test suites, performance metrics monitoring requires a lot of
manual configuration to set appropriate metric thresholds for raising alarms. Such config-
urations also require a lot of domain knowledge to identify the correlation between various
metrics and faults. Likewise, system log mining requires an understanding of the correla-
tion between various system log keywords and faults. While being less expensive than test
suites, properly designed machine learning solutions can identify and learn the correlations
between various performance metrics and faults without requiring a lot of manual config-
uration efforts and domain expertise like performance metrics monitoring and system log
mining.

Supervised machine learning-based solutions aim to derive a function that can map the
abnormalities in cloud metrics to corresponding faults by learning from example pairs of
cloud metric vectors and supervisory fault labels. In [11], [39], and [40], the authors ac-
quire these example pairs of cloud metric vectors and supervisory fault labels for supervised
training using variations of the fault injection mechanism. As discussed in Section 1.2, the
fault injection mechanism entails a manual injection of faults into the system followed by
assigning the metrics collected in the fault injection time frame with the injected faults as
labels. In [11], Soeualhia et al. propose a framework to detect and predict infrastructure-
level faults in edge cloud environments using supervised machine learning and statistical
techniques. They examine probabilistic models like Markov Chain, Bayesian Network, and
Tree-Augmented Naive Bayes, machine learning models like Random Forest, Support Vec-
tor Machine, and Neural Network, and statistical models like ARIMA for fault detection.
They further employ deep learning models like LSTM and CNN for fault prediction. They
inject recurrent and accumulative faults into the system to acquire labeled data. Recurrent
faults are characterized by repetitive induction of CPU stress, HDD stress, or packet loss
into the system, followed by subsequent cooling down for specific periods. They generate
labeled cloud metrics for recurrent faults with system state labels of non-fault, CPU fault,
HDD fault, and VM packet loss. Accumulative faults include memory stress, HDD stress,
or network flooding induced cumulatively into the system in steps over time. They generate
labeled cloud metrics for accumulative faults with system state labels of non-fault and four
levels of CPU fault, HDD fault, and VM packet loss (for four cumulative stress induction
steps).

In [39], Gupta et al. propose a two-stage supervised deep learning framework for proac-
tive anomaly detection in cloud workloads, implemented as a hybrid of Long Short-Term
Memory and Bidirectional Long Short-Term Memory. They try to predict future resource
usage and performance metrics patterns in the first stage. The predicted patterns are then
classified as normal or abnormal in the second stage. They generate random workload be-
haviors by stressing CPU, memory, I/O, and disk in different combinations for varying time
periods to generate labeled cloud metrics with system state labels: normal and abnormal.

Unsupervised machine learning-based solutions aim to learn probability distributions of
cloud metrics corresponding to a normal system state. Cloud metric instances significantly
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deviating from these probability distributions can then be identified as corresponding to
faults. Although [12] and [41] rely on unlabeled cloud metrics obtained from a fault-
free system state for unsupervised training, they still rely on the fault injection mechanism
for obtaining the labeled data for evaluation. In [12], Bui et al. propose an unsupervised
method for fault detection in multi-tier web applications deployed in cloud computing envi-
ronments, based on Fuzzy One-Class Support Vector Machine and Exponentially Weighted
Moving Average. They further perform fault diagnosis by locating suspicious metrics by
applying Random Forest-based Recursive Feature Elimination. For labeled data acquisi-
tion, firstly, they generate stress on network traffic, memory, and disk I/O by suddenly
increasing the concurrent users accessing the application. Secondly, they trigger an endless
loop in the application source code, leading to a stack overflow condition.

In [41], Ghalehtaki et al. propose an unsupervised single/multiple-threshold anomaly de-
tection and explanation method for cloud environments using Long Short-Term Memory
Auto Encoder. It relies on normal data obtained from a fault-free system state for train-
ing LSTM-AE. It then utilizes the sample and feature reconstruction errors obtained from
the trained model to calculate the sample and feature thresholds. Further, they use these
thresholds to detect anomalies. They generate CPU faults by stressing CPU resources of
the system and network faults by injecting TCP or ping floods into the system to acquire
labeled data. Both [12] and [41] generate labeled cloud metrics with system state labels:
normal and fault.

On another front, real-time workload fluctuations and automated workload placements in
dynamic cloud environments introduce data or concept drifts and emerging fault patterns.
Transfer learning is a befitting mechanism for incremental data or concept drift adaptation
and emerging fault incorporation in fault detection models while employing previously
acquired knowledge for faster learning and improved performance. In [40], Shayesteh et
al. propose a fault prediction system for cloud edge environments that automatically adapts
to concept drifts via transfer learning mechanism. They train various deep learning models
in a supervised fashion and evaluate them for drift adaptation over three transfer learning
scenarios: fine-tuning the old model’s lower, upper, and all layers. They cumulatively
induce CPU stress and network congestion in the system to generate labeled cloud metrics
with system state labels of non-fault and four levels of CPU and network faults (for four
cumulative stress induction steps).

In a different domain, Li et al. [42] propose a source-supervised deep adversarial transfer
learning method for machinery fault detection, which enables the detection of new emerg-
ing faults. They train a one-dimensional convolutional neural network employing the ad-
versarial training strategy to classify the data points corresponding to known faults into
respective fault classes and detect new emerging fault classes. In [43], Wen et al. propose
a supervised deep transfer learning method for fault detection. They perform supervised
transfer learning on a three-layered sparse auto-encoder, incorporating the maximum mean
discrepancy term in the loss function to minimize the discrepancy penalty between the
latent features of source and target data sets.

While supervised machine learning-based solutions [11], [39], and [40] require labeled
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cloud metrics data for training, their unsupervised counterparts [12] and [41] require it
for evaluation. However, all of them rely on the fault injection mechanism to acquire
labeled data, which has several inherent limitations as discussed in Section 3.1. We can
adjust the fault injection mechanism based on the use case to obtain a data set of high-
dimensional time-series metric data instances labeled with multiple labels according to our
granularity requirements. So, it can meet Requirements 1, 2, 3, and 4. Moreover, the
fault injection mechanism can be automated to inject faults, collect metrics data from the
fault injection time frame, and assign corresponding fault labels to the collected metrics
data programmatically, to eliminate human intervention as specified by Requirement 6.
However, recurrent data acquirement, necessary for adapting the fault detection models in
response to emerging cloud metric data distributions, is practically infeasible using the fault
injection mechanism, as the fault injections would disrupt the cloud production workloads.
So, it is completely unsuitable to deal with Requirement 5.

3.3.2 Data Labeling Techniques

Although data labeling has not been studied for fault detection in cloud environments, there
exists a rich body of literature on data labeling. We can classify data labeling techniques
into three main categories of (1) exploiting existing labels, (2) crowd-based techniques, and
(3) weak supervision [36].

1. Exploiting Existing Labels: The first approach is to exploit the existing (usually small
set of) labeled data to infer the labels for the remaining (much larger set of) unlabeled
data.

(a) Self-Labeled Techniques: Self-labeled techniques aim to generate labels for the
unlabeled data by trusting one’s own predictions, following the principle of in-
ductive learning, as discussed in Section 2.8.2. The simplest form of self-labeled
techniques is self-training [15]. It involves training a classifier on the labeled data
set. This model is then used to make label predictions for the unlabeled data points.
The most confident predictions are then added to the labeled data set to retrain the
model. This process is performed iteratively until all the unlabeled data points are
labeled.

To exemplify, Yarowsky [15] employs the self-training technique to disambiguate
word senses. They exploit the tendency of words to exhibit consistent sense in
any given collocation and discourse to tag polysemous words with corresponding
senses in a large corpus. Firstly, they create an untagged training data set from the
corpus, comprising lines of text with a given polysemous word. Next, they acquire
a small number of seed collocations for the polysemous word tagged with the cor-
responding sense label, for instance, the words life and manufacturing can be seed
collocations for two major senses of the word plant. Then, they train a supervised
classification algorithm on the seed sets. Subsequently, they apply this classifier to
the training data set, take out the training instances tagged with a particular sense
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with a probability above a certain threshold, and identify new collocations that co-
occur with previous collocations from these newly tagged training instances. They
perform this procedure iteratively until the algorithm converges on a stable resid-
ual from the training data set. The learned collocations from the final supervised
training step may now be applied to annotate new untagged corpus with sense tags.

Another class of self-labeled techniques involves training multiple classifiers on
different samples of the labeled data set, for instance, tri-training [44]. Tri-training
initially trains three models on the labeled data set using bagging-based ensemble
learning. In each round of tri-training, some unlabeled data points are labeled
and added to the training data set of a model if the other two models agree on
the label prediction for that data point. Each model is updated iteratively until no
model changes further. Finally, the unlabeled data points are labeled using majority
voting. Since tri-training uses majority voting, no explicit confidence measures for
the model predictions are required, which imparts it better generalization ability.

Another class of self-labeled techniques uses multiple learning algorithms to train
different classifiers on the same labeled data set, for instance, democratic co-learning
[45]. Labels are generated for the unlabeled data using weighted voting over the
predictions of these models. Newly labeled data points are then added to the train-
ing data set of the models whose label predictions differ from the majority. Each
model is updated iteratively until no more data is added to the training data set of
a model. Since different machine learning algorithms have different biases, their
results can be combined to produce better predictions.

Another class of self-labeled techniques uses multiple views, which are feature
subsets that are sufficient for learning but conditionally independent given the class,
for instance, co-training [46]. A model is trained for each feature set and is used
to teach the other model trained on another feature set. The goal is to minimize
the classification error by maximizing the prediction agreement of the models over
the unlabeled data points. However, it may not always be feasible to partition the
feature set into such subsets.

Self-labeled techniques can be adapted to label high-dimensional time-series met-
ric data instances with multiple labels based on the use case, provided we have
or can acquire a labeled sample of such data instances to train an initial classifier
or classifiers. Moreover, self-labeled techniques can generate labels at the desired
granularity, provided we have labels at the same or more granular level in the sam-
ple data set. So, they can meet Requirements 1, 2, 3, and 4. Furthermore, they do
not require human intervention as specified by Requirement 6. Self-labeled tech-
niques can generate data labels for the unlabeled data instances following similar
data distribution as the labeled data with satisfactory accuracy. However, they are
unsuitable for labeling cloud metrics data, which is subject to emerging data distri-
butions. Hence, they do not satisfy Requirement 5.

Graph-Based Label Propagation Techniques: Graph-based label propagation
techniques like [47], [16], and [48] try to derive a weighted graph structure among
the data points based on their similarities. Then they exploit this graph structure to
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propagate labels from the labeled data points to the unlabeled data points. Graph-
based label propagation techniques follow the principle of transductive learning, as
discussed in Section 2.8.2.

To exemplify, Blum et al. [47] propose a graph-based label propagation technique
based on finding minimum cuts in graphs, discussing it in the setting of binary
classification. They arrange the labeled and unlabeled data points as vertices in a
weighted graph structure where the edges connecting the data points are weighted
based on the similarity or distance between them, specifically experimenting with
the k-nearest neighbors algorithm and e-neighborhood. Furthermore, they add a
single source node v+ connected with infinite weight to all positively labeled data
points, and a single sink node v— connected with infinite weight to all negatively
labeled data points. Subsequently, determining the minimum cut corresponds to
finding a set of edges with the minimum combined weight that, when removed,
results in a graph with no paths from the source node to the sink node. Finally, all
unlabeled vertices directly or indirectly connected to v+ are labeled positively and
all unlabeled vertices directly or indirectly connected to v— are labeled negatively.

Graph-based label propagation techniques follow the principle of transductive learn-
ing, which requires all unlabeled data instances to be labeled to be available up-
front. Thus, they typically require executing the entire algorithm again to label any
newly encountered data instances. Therefore, applying these techniques to stream-
ing time-series metrics data is challenging, and their applicability is limited with
regard to Requirement 4. We can adjust graph-based label propagation techniques
to assign high-dimensional metric data instances with multiple labels of desired
granularity based on the use case, provided we have labels at the same or more
granular level in the available labeled data set. So, they can meet Requirements 1,
2, and 3. Furthermore, they do not require human intervention as specified by Re-
quirement 6. Graph-based label propagation techniques can generate data labels for
the unlabeled data instances following similar data distribution as the labeled data
with satisfactory accuracy by exploiting the similarity or distance between them.
However, they are unsuitable for labeling cloud metrics data, which is subject to
emerging data distributions. Hence, they do not satisfy Requirement 5.

2. Crowd-Based Techniques: Though manual labeling is the most accurate method of
labeling data instances in most scenarios, it is time and resource expensive and suscep-
tible to human errors and biases. While crowd-based techniques delegate the labeling
task to humans, they try to address the shortcomings of manual labeling.

(a) Active Learning: Active learning tries to organize the labeling process as a human-
machine collaboration to reduce costs, carefully choosing the right data instances to
delegate to the crowd for labeling. It usually involves one or more machine learning
models to make label predictions for the unlabeled data points. Based on these label
predictions, we identify the data points whose labels will be most informative to
the underlying machine learning algorithms and delegate them to the expert crowd
for labeling. This crowd-labeled data helps the underlying algorithms improve
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progressively. Uncertainty sampling [13], which chooses the next unlabeled data
point with the highest model prediction uncertainty is the simplest approach to
active learning. Another approach is margin sampling, which chooses the next
unlabeled data point where the prediction probability difference between the first
and second most probable label is the smallest. Yet another approach is query-by-
committee [49], which extends uncertainty sampling by training a committee of
models on the same labeled data set. Here, the data point where most of the models
disagree on their predictions is considered to be the most informative.

To exemplify, Lewis et al. [13] propose uncertainty sampling, an algorithm for se-
quential sampling of data instances for manual labeling during machine learning
of statistical classifiers, specifically focusing on the problem of text categorization.
They employ a probabilistic classifier that estimates the probability of a data in-
stance belonging to a particular text category given an observed pattern within the
text, initially trained on a small labeled data set. After each training iteration, the
classifier makes probabilistic class predictions for each unlabeled data instance. As
a probability of 0.5 corresponds to the classifier being most uncertain of the class
label, they chose b/2 data instances with predicted probabilities closest to 0.5 and
above it and b/2 data instances with predicted probabilities closest to 0.5 and below
it to create a set of total b data instances to be delegated for manual labeling. This
method reduces the selection of exact duplicates for delegation. On acquiring new
manually labeled data instances, they train a new classifier over the entire labeled
data set. They perform this process iteratively to improve the classifier gradually
while reducing the manual labeling effort.

As discussed, active learning techniques require domain expert labelers to label
the informative data instances. However, manual annotation of high-dimensional
time-series cloud metrics data with the corresponding faults is a challenging task
even for domain experts. Hence, the applicability of conventional active learning
techniques is limited in terms of Requirements 1 and 4. In general, active learn-
ing techniques can support multi-labeling tasks and flexible label granularities in
consonance with Requirements 2 and 3. Moreover, the capability of active learn-
ing systems to progressively improve enables them the keep up with emerging data
distributions in consonance with Requirement 5. Since active learning techniques
involve a human component, they do not satisfy Requirement 6.

Crowdsourcing: Another crowd-based technique is crowdsourcing, which in con-
trast to active learning, leans toward employing many workers for manual labeling
who are not necessarily experts. So, crowdsourcing techniques are most befitting
to labeling tasks where general human wisdom produces accurate results, for in-
stance, image annotation and text categorization. The literature on crowdsourcing
[14], [50], [51], [52], [53], and [54] tries to improve the reliability of the labeling
process, acknowledging that the workers may make mistakes. For instance, crowd-
sourcing generally involves laying out comprehensive guidelines to crowd workers
to prevent differing interpretations of concepts and inconsistent labels. However,
deriving such guidelines to cover all the nuances and subtleties in a data set would
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require a close examination of much of the data, which is typically infeasible in
crowdsourcing settings. Revolt [52], which needs only the top-level concept of
interest, eliminates the burden of creating detailed label guidelines by harnessing
crowd disagreements for identifying ambiguous concepts and creating groups of
semantically related items used for post hoc judgments to define the final label
decision boundaries.

At a high level, Revolt divides a dataset into multiple batches and then coordi-
nates crowd workers in small teams of three through a labeling process comprising
three stages: Vote, Explain, and Categorize. The Vote stage collects independent
label judgments for the same item from multiple crowd workers in the same group.
Once all crowd workers have made their judgments, items receiving unanimous
labels from crowd workers in the group are assigned final labels. On the contrary,
items receiving conflicting labels from crowd workers in the group proceed to the
Explain Stage. In the Explain stage, crowd workers provide short explanations,
describing their rationale for each label to the rest of the group for items flagged
as uncertain in the previous stage. Next, in the Categorize stage, crowd workers
group uncertain items into categories while considering explanations from others
in the group. They can either select from an existing list of categories or add a new
one. After collecting crowd feedback for all batches, Revolt assigns labels to cer-
tain items. Furthermore, it creates structures of uncertain items by applying simple
majority voting on the category names suggested by crowd workers for each item.
Finally, label requesters review these structures and make final label decisions for
them.

Manual annotation of high-dimensional time-series cloud metrics data with the cor-
responding faults is a challenging task even for domain experts, hence unfeasible
for crowd workers. Hence, crowdsourcing does not meet Requirements 1 and 4.
Crowdsourcing can support multi-labeling tasks and flexible label granularities in
consonance with Requirements 2 and 3. Since crowdsourcing is a slow and ex-
pensive process, it is unsuitable for recurrent data acquirement to keep up with
emerging data distributions. Thus, it is not a suitable alternative to address Re-
quirement 5. Lastly, since crowdsourcing involves a human component, it does not
satisfy Requirement 6.

3. Weak Supervision: The third approach to data labeling is weak supervision, where the
idea is to generate large quantities of data labels, which are not necessarily as accu-
rate as manually assigned labels. Nevertheless, the large amount of generated labeled
data suffices for the inaccuracies within to train a model with reasonable final accu-
racy. One form of weak supervision is data programming, as in the Snorkel system
[17]. In Snorkel, instead of manually labeling training data, users specify multiple pro-
grammable labeling functions expressing weak supervision sources like known patterns,
domain heuristics, and external knowledge bases, which can have unknown accuracies
and correlations. Next, these labeling functions are combined into a generative model,
learning from the agreements and disagreements of the labeling functions without any
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ground-truth data. This step also allows Snorkel to estimate the accuracies and correla-
tions among the labeling functions. The generative model is essentially a re-weighted
combination of the user-provided labeling functions, which tends to be precise but with
low coverage. However, it outputs a set of probabilistic labels that can be used to train
a discriminative model. Finally, a noise-aware discriminative model is trained using
the labels produced by the generative model to generalize beyond the labeling functions
and increase the coverage and robustness on unseen data. However, data programming
requires ample domain knowledge to define labeling functions. Moreover, weakly su-
pervised learning typically has comparatively inferior generalization and accuracy.

We can adapt weak supervision techniques to label high-dimensional time-series metric
data instances with multiple labels of desired granularities based on the use case to sat-
isfy Requirements 1, 2, 3, and 4. Furthermore, they do not require human intervention
as specified by Requirement 6. However, weak supervision techniques do not inher-
ently extend to accommodate emerging data distributions. Thus, they do not satisfy
requirement 5.

Table 1: Summary of Evaluation of Data Labeling Techniques.

Requirements
[2[3]4]5]

| Data Labeling Techniques

1

Fault Injection Mechanism v
Self-Labeled Techniques v
Graph-Based Label Propagation Techniques | v/
%

X

Conventional Active Learning
Crowdsourcing
Weak Supervision

NN NN SN
NINN NN SN
AN RIEIE RN RN
ANERRT N NE NI

\

x| %N x| x| %

We denote the requirements met out of the box or with apparent adaptations by
v/, requirements not met by X, and requirements met with apparent limitations by
E S

Table 1 shows a summary of the evaluation of the data labeling techniques discussed in
this section, along with the fault injection mechanism discussed in Section 3.3.1, against
the requirements presented in Section 3.2. Although there is extensive research on fault
detection in cloud environments, the data labeling aspects of the problem have not received
due attention. Moreover, none of the data labeling techniques in the literature is inherently
suitable for labeling cloud metrics data for fault detection.
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Chapter 4

Proposed Framework

This chapter presents the proposed test suite-based active learning framework for labeling
cloud metrics data with the corresponding cloud system state while meeting the require-
ments defined in Section 3.1. We begin with a detailed description of various components
of the framework. Subsequently, we describe the workflow of the framework in action,
putting these components together. Finally, we conclude with a review of the proposed
framework in light of the requirements defined in Section 3.1.

4.1 Framework Components

Fig. 3 presents an overview of the proposed framework. It comprises (A) a managed cloud
system, (B) a cloud monitoring system, (C) a data preprocessing module, (D) an active
learning classifier, (E) active learning informativeness estimators, (F) an active learning
oracle test suite, and (G) an informative data instances buffer. In this chapter, we elaborate
on each of these components in detail.

4.1.1 Managed Cloud System

The managed cloud system is a cloud platform with a deployed workload consuming the
cloud resources to provide the desired services while meeting their specifications. For in-
stance, Google’s cloud-native microservices demo application, Online Boutique, deployed
in a Kubernetes environment running on top of virtual machines provisioned from an Open-
Stack cloud. The microservices would generate a real-time workload on the cloud to serve
web user requests while maintaining availability and meeting acceptable response time
specifications.
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Figure 3: Overview of the proposed framework.

4.1.2 Cloud Monitoring System

The managed cloud system is instrumented with a cloud monitoring system that collects
metrics from configured components of the managed cloud system at specified intervals.
For instance, it can scrape Kubernetes in the managed cloud system for metrics from its
node components like kubelet and proxy and control plane components like API server,
controller manager, and scheduler.

4.1.3 Data Preprocessing

The data preprocessing module transforms raw metric data points into a more suitable
form for a performant application of a machine learning algorithm. In the remainder of
this section, we discuss some of the quintessential preprocessing operations for metrics
obtained from a cloud monitoring system.

We usually obtain two types of metrics from a cloud monitoring system, which are gauge
and counter. A gauge-type metric has a numerical value that can arbitrarily go up and
down over time. On the other hand, a counter-type metric has a cumulative value that
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increases monotonically over time or is reset to zero on restart. As a counter-type metric is
not suitable for learning in its raw form, firstly, we transform it into a gauge-type metric.
We achieve this by replacing the value of a counter-type metric at any timestamp with its
difference from its value at the previously recorded timestamp.

The metrics obtained from a cloud monitoring system usually have values on different
scales. Therefore, we need to bring all the metrics on the same scale so that the machine
learning algorithm is not unfairly biased towards metrics with generally higher values.
This is done by normalizing the metrics to the range [0, 1] using MinMaxScaler. The
MinMaxScaler transformation for a metric value m of a metric f can be defined as:

(M — fmin)

Mscaled = 55—
e fmam - fmin

where f,.;, and f,,q. are the minimum and maximum values of the metric f respectively.

ey

Finally, we apply a sliding window over the metric time series to obtain input metric data
instances for time series classification that consolidate system state information over a pe-
riod rather than an instant of time. The resulting metric data instance is denoted by X7,
where ¢ is the timestamp of the last metric data point in the sliding window. Further, we
denote each element of X' by xf;, where i € {1,2,..., L}, j € {1,2,..., F}, L is the size
of the pre-processing sliding window, and F' is the number of metrics in each metric data
point.

4.1.4 Active Learning Classifier

The managed cloud system can produce a multitude of metrics with diverse characteristics
and embodied information. The application of traditional machine learning algorithms
over these metrics entails domain expertise and efforts to engineer the optimum features
for learning. Moreover, the features engineered are task-specific and may not transfer well
to other tasks. On the contrary, deep learning algorithms can self-learn hierarchical feature
representations, alleviating the need for domain-expert feature engineering. Additionally,
the learned feature representations are better transferable, facilitating transfer learning of
emerging fault patterns and data or concept drifts. Hence, a deep learning classifier is a
good fit for our framework.

The cloud monitoring system produces a time series of metrics that reveals the tempo-
ral changes in the managed cloud system that could manifest into faults. An elementary
approach is to classify the metrics at each point in time separately, but it overlooks the
information embodied in the temporal sequence of the metrics. As it is of essence that the
classifier learns this temporal dynamic behavior to identify the system states precisely, we
need to employ a time series classifier.

At any point in time, the managed cloud system can either be in a normal system state or
a system state with one or more faults. The prospect of multiple faults occurring simul-
taneously necessitates the use of a multi-label classifier to annotate X' with multiple fault
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labels. Detection of multiple concurrent faults is a challenging problem owing to the un-
availability of data for such scenarios, which makes it indispensable to capture and label
such data instances.

In congruence with the abovementioned requisites, we employ a multi-label time-series
deep learning classifier as our active learning classifier to return probabilities of X" associ-
ated with the following classes:

* Normal System State S,,,-ma;, Which corresponds to a normally functioning state of the
cloud system.

* Fault State F}, where k € {1,2,..., M} correspond to one of the M fault categories. For
instance, we can consider F}, to be a CPU over-utilization fault in one of the pods in the
illustrative managed cloud system, such as Frontend CPU Fault.

Let Y'' = {p(ys ),0(yk),p(¥%,): -, p(yk,,)} be the output of the classifier, where
p(y!) is the predicted probability of X' belonging to class i, Vi € {Snormai, F1, Fa, ... Far}-

We employ a deep neural network model to realize the active learning classifier, as shown
in Fig. 4, with the following architecture.

Reconstructed Input

)
—> p(ySnormaI)
Decoder > P(Yeq)
] Classifier P(YF2)
Eesd —> P(YEm)
ncoder

Compressed
Input Feature _
L Representation

Figure 4: Overview of the proposed active learning classifier.

* Encoder F(X') is a Long Short-Term Memory (LSTM) neural network for generating a
compressed feature representation z! of dimension D for a metric data instance X' lying
in a high dimensional metric space.

* Decoder D(z") is an LSTM neural network to map the compressed feature representation
2! back to the input metric data instance X".

* Classifier C'(z") is a feed-forward neural network to generate probabilities of the com-
pressed feature representation z' belonging to each of the classes.
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The training procedure is split into two parts of training the Encoder-Decoder network and
training the Encoder-Classifier network.

The training of the Encoder-Decoder network aims to minimize the reconstruction error
Lossp defined by root mean square error, which is the normalized distance between input
X! and its reconstructed value X'*. Essentially, it is the square root of the average squared
reconstruction error over elements x;g of X*. While squaring the errors helps penalize
larger errors more than smaller ones, it also squares the unit of error. Taking the square
root of average squared errors rescales the error back to its original unit. It is defined as
follows:

1 L F %
Lossp = {L =2 (- i”z?)Q} 2)
1=1

j=1
where m - 1s a metric’s original and x - 1s its reconstructed value at timestamp .

The Cla551ﬁer generates the probablhty measures of z! belonging to classes S,orma and Fy,
each comprising an independent binary classification problem and altogether comprising a
multi-label classification problem. Therefore, we employ binary cross-entropy loss, which
is the most commonly used loss function for binary classification problems. It provides
a measure of the difference between the predicted and the actual probability distributions.
The Encoder-Classifier network training aims to minimize the binary cross-entropy loss
Lossc defined as follows:

K+1

LOSScf—K—Jrl Z{yz logy(p(y;)) + (1 = u;) - logy (1 — p(y))} )

where K + 1 is the total number of output classes and y! € {0, 1} is the label indicating if
X' belongs to class i. For each X', the label set Y* = {y§ i %, ., Uk, }-

We train the Encoder-Decoder and Encoder-Classifier networks simultaneously to mini-
mize Lossc + Lossp for a given batch of input samples. While the Encoder-Classifier
network performs the crucial task of giving out class probabilities, the Encoder-Decoder
network ensures that the learned feature representation incorporates all characteristics of
the input samples to ensure better transferability to emerging data distributions down the
line. Furthermore, the Encoder-Decoder network helps identify input samples from emerg-
ing data distributions, as discussed in Section 4.1.5.

4.1.5 Active Learning Informativeness Estimators

We follow the active learning approach of selecting only the most informative samples
from the metric data space to be labeled by the test suite. Though the test suite can iden-
tify the faults leading to service specification failures with high accuracy, they tend to be
slow and cloud resource-expensive. So, we establish a mechanism where the test suite is
only triggered if an informative metric data instance is identified based on the following

38



informativeness estimators.

* The uncertainty associated with the predicted probability of class i, Vi € {S,ormai, F1,
F,,...F)}, is above a pre-configured threshold o. We quantify the uncertainty over class
i at timestamp ¢ as the mean binary entropy E! over a window of H data instances given
by:

Bl=em 3 (ol lom(pu) + (1 - () log (1~ py)}
)

n=(t—H+1

where p(y!") is the predicted probability of the data instance at timestamp n belonging to
class i.

As the Classifier produces probabilistic scores, the final classifications depend on the
probability threshold configurations. Let 7, and 7; denote the high positive and low
negative classification thresholds, where 7; = 1 — T},. We infer that a data instance with
a probability score greater than T}, on a class belongs to that class and smaller than 7; on
a class does not belong to that class. On the other hand, a probability score between 7,
and 7; indicates a high classification uncertainty. Consequently, we set « to trigger the
test suite for labeling data instances with high classification uncertainties, defined as:

a = —{T, -logy(T,) + Ti - log,(T1) } (5)

We note, however, that transient occurrences of probability scores between 7;, and 7; for
a class may unnecessarily trigger the test suite. To ensure that the test suite triggers only
when the classification uncertainties are constantly high for a class, we take the mean of
binary entropies over a window of H data instances for that class as our informativeness
estimator. In case of transient occurrences of probability scores between 7;, and 'I; for a
class, we infer the corresponding class label for data instance X’ based on the class label
assigned to data instance X'~ ! at the previous timestamp.

* The reconstruction error is greater than the pre-configured threshold . The reconstruc-
tion error R! of data instance X’ recorded at timestamp ¢ is given by:

F

L 3
= {ﬁ I x;z-f} ©

i=1 j=1

Threshold (3 can be configured as the highest reconstruction error produced by the trained

Encoder-Decoder network over the data instances used for training. The Encoder-Decoder
network produces higher reconstruction errors for data instances from unseen data distri-

butions, thus helping discover unseen data distributions.

Binary variable Z! determines whether or not the test suite is triggered for the input sample
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0, otherwise.

4.1.6 Active Learning Oracle: Test Suite

A test suite is a set of tests, primarily functional tests, intended to programmatically iden-
tify the faults in the managed cloud system in real-time. For instance, in our use case
explained in Section 3.1, the functional tests would identify the services that fail to comply
with the availability and acceptable response time specifications. To further narrow down
to the root cause of the service failures, we can define fault identification tests intended to
identify the factors that caused the non-conformance to the specifications. These functional
and fault identification tests can qualify the metric data instances with labels such as Fron-
tend CPU Fault, and Recommendation Service CPU Fault. In another scenario, standard
test suites like Kubernetes E2E [55], which tests the end-to-end behavior of Kubernetes
components, ensuring consistent and reliable behavior of core Kubernetes functionalities,
can be integrated with the proposed framework to identify Kubernetes cluster level faults.

Once an informative data instance is identified using our informativeness estimators defined
above, we store the current and subsequent data instances in the informative data instances
buffer and trigger the test suite. By running the test suite, we identify the real-time sys-
tem state and accordingly generate a label set for the data instances in the buffer acquired
during the run-time of the test suite. We execute the test suite iteratively until we obtain
enough labeled data instances to adapt the active learning classifier. Subsequently, we aug-
ment the newly acquired labeled data instances with the existing training data set. We use
the transfer learning mechanism to adapt the active learning classifier over the augmented
training data set. Specifically, it involves fine-tuning the existing Encoder and Decoder
networks and training a newly spawned Classifier network while discarding the existing
Classifier network. Using transfer learning over previously learned latent feature represen-
tations to incorporate emerging data distributions enables efficient and faster adaptation.
Finally, we update the threshold § with the highest reconstruction error produced by the
adapted Encoder-Decoder network over the augmented training data set.

4.2 Workflow of the Framework

In this chapter, we discuss the workflow of the proposed framework, describing how its
components interact and work together to produce the data labels, as depicted in Fig. 5.
We begin by describing the initial setup of the framework, followed by the subsequent
operation of the framework to label live metrics data.
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Figure 5: Workflow of the proposed framework.

4.2.1 Initial Setup

As a starting point to deploy the framework, we need to initialize and configure various
components of the framework as described in the following.

* Firstly, we need to acquire a sample of labeled historical metrics data, most importantly,
for the initial training of the active learning classifier. This labeled training data set should
be representative of each class i, Vi € {S,ormar, F1, Fa, ...Fyr }. The simplest approach
to acquire the labeled training data for class F;, VF; € {F}, F,,...F),} is to use the fault
injection mechanism. Essentially, we manually inject fault F; into the managed cloud
system and manually annotate the metrics data collected by the cloud monitoring system
in the fault injection time frame with the injected fault £; as the label. On the other hand,
we can easily acquire the labeled training data for class .S,,,mq by manually annotating
the metrics data collected by the cloud monitoring system in a time frame where the
managed cloud system is operating normally without any faults with .S;,q; as the label.
It is important to note that this is a one-time activity required to initialize the framework,
which can be skipped if we already have a labeled training data set available.

» Next, we feed this labeled training data set to the data preprocessing module to apply the
transformations discussed in Section 4.1.3. First, we convert each counter-type metric
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in the training data to a gauge-type metric. Second, we need to normalize the training
data. Here, we define the MinMaxScaler over the training data. Then, we normalize
the training data using this MinMaxScaler. Third, we apply the pre-processing sliding
window over the training data to obtain the final training data instances for time series
classification.

* Next, we employ this transformed labeled training data set to train the initial active learn-
ing classifier, that is, the initial Encoder, Decoder, and Classifier networks, as discussed
in Section 4.1.4.

* Finally, we set appropriate thresholds, a and 3, for the active learning informativeness
estimators as discussed in Section 4.1.5. While « is derived from the manually configured
classification probability thresholds, 7}, and 7}, as described in Equation 5, 3 is derived
from the training data set and trained Encoder-Decoder network. Essentially, we employ
the trained Encoder-Decoder network to reconstruct each training data instance, record
corresponding reconstruction errors as described in Equation 6, and set 8 equal to the
highest reconstruction error produced.

4.2.2 Workflow

In the following, we describe the workflow of the framework to label live metrics data after
the initial setup.

* The cloud monitoring system periodically scrapes the managed cloud system to collect
metric data points from the configured components of the managed cloud system. We
feed this live stream of metric data points to the data preprocessing module.

* When the data preprocessing module encounters a new metric data point, it transforms
it by converting the counter-type metrics to gauge-type and normalizing the values of
individual metrics in the metric data point, as discussed in Section 4.1.3. Subsequently,
the pre-processing sliding window slides by one place to create a new metric data instance
X! incorporating the latest acquired metric data point. Subsequently, we feed this latest
metric data instance X' to the active learning classifier module.

* As discussed in Section 4.1.4, in the active learning classifier module, the Encoder-
Classifier network produces the class probabilities Y’t:{p(ygmml), Py, PWe), s
p(yk,, )} for X*. Furthermore, the Encoder-Decoder network produces the reconstructed
value X! for X!. Subsequently, we feed this metric data instance X!, the correspond-
ing class probabilities Y%, and the corresponding reconstructed value X' to the active
learning informativeness estimators module.

* As discussed in Section 4.1.5, we calculate the mean binary entropy E! and the recon-
struction error R for X*. If E! > « or R > 3, we consider X" as informative and set
Z' =1, otherwise we set Z! = 0.
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o If Z' = 0, the label assignment module assigns labels to X* based on the class probabili-
ties Yt and the classification probability thresholds 7;, and 7; as follows.

- Ifp(y!) >= Ty, Vi € {Snormai, F1, Fa, ...Far}, it assigns X' with the label 4.
- Ifp(y!) <= T, Vi € {Snormat; F1, Fa, ...Fa}, it does not assign X' with the label i.

- T, < p(yl) < Tu, Vi € {Snormai, F1, Fo, ...Far}, it assigns X' with the label i if
X1 was assigned with the label 7, otherwise not.

e If Z! = 1, the label assignment module triggers the test suite to label X and subsequent
metric data instances until we acquire enough labeled data instances for adapting the
active learning classifier as follows.

— The test suite executes on the managed cloud system to identify its state in real time
and generates a label set accordingly. We store X" and subsequent metric data instances
acquired during the run time of the test suite in the informative data instances buffer
and assign them with the label set returned by the test suite.

— We continue to execute the test suite iteratively to label the incoming metric data in-
stances until we obtain enough labeled metric data instances to adapt the active learn-
ing classifier. Subsequently, we augment the newly acquired labeled data instances
with the existing labeled training data set and begin the adaptation process.

— We use the transfer learning mechanism to adapt the active learning classifier over
the augmented training data set. Specifically, we fine-tune the existing Encoder and
Decoder networks to transfer the previously learned parameters for an efficient and
faster adaptation, and train a newly spawned Classifier network while discarding the
existing Classifier network, using the training procedure discussed in Section 4.1.4.

— Finally, we update the threshold ( for the active learning informativeness estima-
tors module with the highest reconstruction error produced by the adapted Encoder-
Decoder network over the augmented training data set.

4.3 Conclusion

In this chapter, we presented a detailed description of the proposed test suite-based active
learning framework for labeling cloud metrics data, beginning with a discussion of the
crucial components of the framework, followed by an explanation of the overall operation
of the proposed framework with these components put together in action. The proposed
framework adopts the concept of active learning to identify and adapt to emerging metric
data distributions, which may be emerging fault patterns or data or concept drifts, to ad-
dress Requirement 5. It replaces the expert human labeler in conventional active learning
settings with a test suite as the active learning oracle to eliminate human intervention, in
consonance with Requirement 6. We employ a multi-label time-series deep learning classi-
fier as our active learning classifier to return probabilities of high-dimensional time-series

43



metric data instances belonging to a normal system state or a system state with one or more
faults, addressing Requirements 1, 2, and 4. If the active learning classifier makes confident
predictions for a metric data instance, we use these predictions to assign data labels to this
metric data instance. On the contrary, if the predictions are highly uncertain, we trigger a
test suite to identify the system state in real time and generate the labels. Subsequently, we
exploit these metric data instances labeled with the help of the test suite to adapt the active
learning classifier so that it can confidently label metric data instances from a similar data
distribution in the future. By leveraging this active learning mechanism, we attain a trade-
off between cloud resource consumption by the test suite and labeling efficacy. Moreover,
we adopt the concept of transfer learning to facilitate efficient and faster adaptation of the
active learning classifier. Lastly, we can adjust the framework to generate data labels at
various granularities, as specified in Requirement 3, by defining appropriate test suites to
assign data labels according to our granularity requirements.
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Chapter 5

Performance Evaluation

In this chapter, we evaluate the performance of our proposed data labeling framework on
a cloud testbed resembling a real-world scenario. We begin with a description of our ex-
perimental setup along with the configurational settings used for various framework com-
ponents. Subsequently, we present and analyze the results of our experiments for various
emerging data distribution scenarios.

5.1 Experimental Setup

In the following, we describe our lab setup, configurational parameter settings, employed
test suite, programming tools used, and fault injections.

5.1.1 Lab Setup

Figure 6 illustrates our experimental setup, which comprises 4 virtual machines, master,
worker-1, worker-2, and admin, each with Intel Xeon E312xx 4 CPU cores and 4 GB
RAM. These virtual machines are provisioned from Ericsson Research’s OpenStack pri-
vate cloud Xerces. We use a separate physical machine with Intel(R) Core(TM) i5-9300H
2.40GHz CPU and 8 GB RAM to train and adapt the active learning classifier. We de-
ploy a Kubernetes cluster over these virtual machines, where master acts as Kubernetes
master node, worker-1, worker-2, and admin act as Kubernetes worker nodes. We de-
ploy Google’s microservices demo application on this cluster configured to run its pods on
worker-1 and worker-2. The load generator generates a real-time workload on the cluster
by continuously sending HTTP requests to the application’s frontend, imitating realistic
user shopping flows. All these components make up our managed cloud system.

We employ Prometheus to scrape the cluster for cAdvisor [2] and kube state metrics [3] ev-
ery 5 seconds. While cAdvisor exposes resource usage and performance data from running
containers, kube state metrics provide information about the state of Kubernetes objects
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Figure 6: Experimental setup.

like deployments, nodes, and pods. We configure Prometheus to run its pods on admin for
segregation from the application workload. Here, Prometheus serves as our cloud monitor-
ing system. For our experiments, we use the metrics described at a high level in Table 2
and Table 3, which can reveal processor-related faults and data or concept drifts. We col-
lect these metrics for each of the 10 pods running the deployed application microservices
wherever available, summing up to 250 metrics.

Table 2: Gauge Type CPU-related cAdvisor [2] and Kube State [3] Metrics.

Metric Description
container_spec_cpu_period CPU period of the container
container_spec_cpu_shares CPU share of the container
container_spec_cpu_quota CPU quota of the container

kube_pod_container_resource_limits The number of requested limit resource by a
container
kube_pod_container_resource_requests | The number of requested request resource by
a container

Table 3: Counter Type CPU-related cAdvisor Metrics [2].

Metric Description
container_cpu_cfs_periods_total Number of elapsed enforcement period
intervals
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container_cpu_cfs_throttled_ periods_total Number of throttled period intervals
container_cpu_cfs_throttled_ seconds_total Total time duration the container has
been throttled
container_cpu_system_seconds_ total Cumulative system CPU time consumed
container_cpu_usage_seconds_ total Cumulative CPU time consumed
container_cpu_user_seconds_ total Cumulative user CPU time consumed

5.1.2 Parameter Setting

We transform the metric time series to metric data instances of window size 12, as discussed
in Section 4.1.3 so that each data instance carries system state information spanning 60
seconds. In our active learning module, we set 7;, = 0.9 and 7; = 0.1. Consequently,
a = —{0.9-1og,(0.9) + 0.1 - log,(0.1)} = 0.469 for a desired classification confidence
of more than 90% over each class. We set the parameter H used for calculating E! to 6
to quantify the uncertainty in classifier predictions over the last 30 seconds. While [ is
calculated after each iteration of training or adaptation as the highest reconstruction error
produced by the trained Encoder-Decoder network over the corresponding data set used for
training or adaptation.

5.1.3 Test Suite

We define a simple test suite composed of functional and fault identification tests to identify
processor-related faults that lead to non-conformance with the application specifications.
For convenience, we conceptually group the application microservices into user and helper
microservices. The user actions directly call upon user microservices. User microservices
call upon helper microservices in turn. We define functional tests that imitate user shop-
ping flows to check that user microservices are available and have acceptable response
times. The failure of a functional test implies the failure of a user microservice or its helper
microservices, as identified in the relationship matrix depicted in Table 4.

Based on functional test failures, we determine a set of possible fault-affected microservice
pods P. We restrict the execution of fault identification tests to these pods. Limiting our
discussion to CPU throttling issues for brevity, we define the following fault identification
test to identify the underlying resource conflicts that led to the functional test failures. For
each pod P; in P, if the average CPU throttling in its server container C; over the last 60
seconds exceeds 50%, we deduce a CPU fault in F;. Finally, the test suite returns a data
label set based on the identified pods with resource conflicts.
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Table 4: Functional Test - Microservices Relationship Matrix.

Test / Microservice | M1 | M2 | M3 | M4 | M5 | M6 | M7 | M8 | M9 | M10
T1 v v v v v v v
T2 v v v v v v
T3 v v v v v v v v
T4 v v v v v
T5 v v v v v
T6 v v v v v v v

We denote functional tests by T1: Add to Cart, T2: Browse Product, T3: Checkout, T4:
Home Page, T5: Set Currency, T6: View Cart. We denote microservices by M1: Cart Service,
M2: Checkout Service, M3: Currency Service, M4: Email Service, M5: Product Catalog
Service, M6: Payment Service, M7: Frontend, M8: Recommendation Service, M9: Redis,
M10: Shipping Service

5.1.4 Programming Tools and Fault Injections

We used Python and shell scripts to implement various components of the framework. For
all the machine learning operations, we used PyTorch and scikit-learn libraries. We gener-
ate fault scenarios using the stress-ng tool. We inject faults into application microservice
pods by stressing the CPU from inside the pods at 50% to 100% in cumulative increments
of 10%.

5.2 Results

In this section, we discuss the experimental results of our proposed framework over 11
class labels corresponding to normal system state and CPU faults in 10 microservices of
the application, defined as:

* Normal System State: S,,ormai

¢ Cart Service CPU Fault: Feqrt cpu

* Checkout Service CPU Fault: Fopecrout_cpu

e Currency Service CPU Fault: Flrency cpu

* Email Service CPU Fault: Fip0i cpu

* Product Catalog Service CPU Fault: F),,oquct cpu
* Payment Service CPU Fault: F,yment cpu

* Frontend CPU Fault: Ftontend cpu
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* Recommendation Service CPU Fault: Fccommendation_cpu
* Redis Cache CPU Fault: F}..is cpu

* Shipping Service CPU Fault: Fipipping cpu

For convenience, we collectively refer to the Encoder-Decoder and Encoder-Classifier net-
works as the classifier. We train the initial classifier over a training data set with 400 data
instances corresponding to each class label exclusively, labeled manually using the fault
injection mechanism. We also use this data set for hyperparameter tuning over the search
space, as shown in Table 5. Table 6 summarizes the architecture of our classifier.

Table 5: Hyperparameter Search Space.

Hyperparameter Range
LSTM layers in Encoder and Decoder [1, 4]
Compressed Feature Space [64, 128]
Optimizer Adam, NAdam
Batch Size [8, 32]
Learning Rate [0.00001, 0.0005]

We consider 8 different data distribution scenarios produced sequentially to evaluate the
ability of our proposed framework to identify and adapt to emerging fault patterns and data
or concept drifts.

* Scenario 1: Simultaneous CPU faults in frontend, checkout service, and payment service
pods.

* Scenario 2: Simultaneous CPU faults in frontend, currency service, product catalog
service, and recommendation service pods.

* Scenario 3: Simultanecous CPU faults in frontend, checkout service, payment service,
email service, and shipping service pods.

* Scenario 4: Simultaneous CPU faults in cart and redis cache pods.

* Scenario 5: Tenfold increase in user workload, and change of pod CPU request and limit
configurations to induce data and concept drift.

* Scenario 6: Post drift CPU fault in frontend pod.
* Scenario 7: Post drift CPU fault in currency service pod.

* Scenario 8: Post drift CPU fault in shipping service pod.
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Table 6: Encoder, Decoder, and Classifier Architecture.

] Layer Type Activation Function Output Shape \

Encoder
Input / (12, 250)
LSTM 1 / (12, 250)
LSTM 2 / (12, 192)
LSTM 3 / (1, 96)
FC 1 Sigmoid (1, 96)
Decoder
Input / (1, 96)
Repeat / (12, 96)
LSTM 1 / (12, 192)
LSTM 2 / (12, 250)
LSTM 3 / (12, 250)
Flatten / (1, 3000)
FC 1 Sigmoid (1, 3000)
View / (12, 250)
Classifier
Input / (1, 96)
FC 1 ReLU (1, 48)
FC2 Sigmoid (1,11)

Here, scenarios 1 to 4 are each followed by the normal system state. Post scenario 5, this
data or concept drifted distribution becomes the new normal system state. Scenarios 6 to 7
are each followed by the new normal system state.

When the framework identifies an emerging data distribution with the assistance of the
informativeness estimators, it triggers the test suite to label these data instances. We con-
figure the framework to begin the classifier adaptation process on acquiring 400 labeled
data instances from the emerging data distribution. The existing data set is then augmented
with the newly acquired labeled data instances. Subsequently, we adapt the classifier over
the augmented data set using the transfer learning mechanism. Table 7 shows the training
times for the initial classifier and its subsequent adaptations over each scenario, and the
time elapsed before triggering the test suite based on the corresponding informativeness
estimators for each scenario.

While the training time for the initial classifier is 708.8s, the training times for its subse-
quent adaptations range from 321.3s to 541.4s, averaging 438.6s. Even though the size of
the training data set increases by 400 data instances in each iteration of classifier adapta-
tion, we achieve considerably lower training times for classifier adaptations with the aid
of the transfer learning mechanism, averaging 38.1% lower, as compared to the training
time for the initial classifier. The time elapsed before triggering the test suite for various
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Table 7: Training Time and Time Delay Before Triggering

Test Suite.
Scenario Training Time (s) | Detection Time (s)
Initial Training 708.8 -
Scenario 1 324.8 45
Scenario 2 321.3 30
Scenario 3 387.0 35
Scenario 4 402.1 30
Scenario 5 541.4 5
Scenario 6 521.8 30
Scenario 7 500.3 40
Scenario 8 509.9 80

Models are trained on a physical machine with Intel(R) Core(TM)
i5-9300H 2.40GHz CPU and 8 GB RAM

emerging data distribution scenarios ranges from 5s to 80s, averaging 37s, where metrics
are collected from the managed cloud system every 5 seconds. The concept and data drift
induced by Scenario 5 introduces drastic changes in the data distribution, which is iden-
tified very quickly in 5s by the proposed framework. On the other hand, the classifier in
the proposed framework generalizes well and achieves high classification confidence by
the time of induction of Scenario 8. Thus, it takes a relatively long time of 80s before
triggering the test suite for Scenario 8.

Given that none of the existing data labeling techniques are suitable for our purpose as dis-
cussed in Section 3.3, we use the initial classifier’s performance as the baseline to measure
the proposed framework’s efficacy in the presence of emerging data distributions. We use a
validation data set for evaluations consisting of data instances from each emerging data dis-
tribution scenario for validation over emerging data distributions. Additionally, it consists
of data instances corresponding to each fault class label exclusively and the normal system
state obtained before introducing emerging data distribution scenarios for validation over
known data distributions. To account for class imbalances in the validation data set, we use
weighted F1-score as the performance metric. Figure 7 shows the obtained weighted F1-
score vs. timestep for our eight scenarios of emerging data distributions described above.
As apparent, without adaptation, the initial F1-score of 0.99 over known data distributions
begins to drop as we encounter emerging data distributions starting from Scenario 1 and
continues to drop to 0.70 at the end of Scenario 8. However, by identifying and adapting to
emerging data distributions with the proposed framework over eight iterations, we achieve
a consistent F1-score of 0.99, which is 41% higher.

The initial classifier, trained on a data set that only consists of data instances corresponding
to the presence of a single fault in the system at any point in time, cannot correctly iden-
tify the presence of multiple simultaneous faults in the system, as produced by Scenarios
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1 to 4. To begin with, it is not feasible to obtain a training data set comprising data in-
stances corresponding to all the possible combinations of multiple simultaneous faults in
the system. However, the proposed framework can identify such data instances as and when
there are multiple simultaneous faults in the system and exploit them to improve the clas-
sifier through adaptation. This mechanism enables the classifier to create better decision
boundaries to isolate such faults and label data points with multiple fault class labels. Fur-
thermore, in conventional systems, the induction of concept and data drifts, as produced by
Scenario 5, would necessitate reacquiring a new training data set representative of all class
labels to retrain the classifier. However, the proposed framework can adapt to concept and
data drifts by collecting data instances corresponding to various class labels from emerging
data distributions as and when they occur. We would expect similar drops in F1-score at the
induction of post-drift faults produced by Scenarios 6, 7, and 8 as the induction of data and
concept drift produced by Scenarios 5. However, we observed relatively lesser degradation
in Fl-score for Scenarios 6, 7, and 8 than Scenario 5, which suggests that the classifier at-
tains better generalization capabilities by learning from a wider variety of data over several
iterations of adaptations. At any point in time during the evaluation, our validation data set
comprises data instances from all previously seen data distributions from before or after
the introduction of emerging data distribution scenarios in the system. We can observe that
the proposed framework does not override previously learned patterns while learning new
patterns in the data. Moreover, it incorporates all seen data distribution patterns to extract
better latent feature representations and achieve better generalization.
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Figure 8: Comparison of ROC curves and AUC scores with and without adaptation.




Again using the initial classifier’s performance as the baseline, we evaluate the proposed
framework’s efficacy over each class in the presence of emerging data distributions as
produced by the eight scenarios described above. As the classifier produces probabilistic
scores over each class, the final classifications depend on the probability threshold configu-
rations. To present an evaluation independent of these configurations, we use One-vs-Rest
Receiver Operating Characteristic (ROC) curves and Area Under the ROC Curve (AUC)
scores which take all classification thresholds into account. Figure 8 shows a comparison of
OVR ROC curves and AUC scores with and without adaptation using the proposed frame-
work over the validation data set for each of the 11 classes. In the presence of emerging
data distributions, the AUC scores degrade over most of the 11 classes, averaging 0.7419.
However, with adaptation using the proposed framework, we achieve AUC scores of around
0.99 over all the classes, averaging 0.9978, which is 34% higher.

Though the initial classifier achieves satisfactory results for Fepqi_cpus Frecommendation_cpus
and Fipipping cpu Classes, the proposed framework achieves significant improvements for
F, cart_cpus F, checkout_cpu»s F, curTency_cpus F, product_cpus E payment_cpus F frontend_cpu>» F, redis_cpus and
Snormal classes as compared to the initial classifier. For one, we can attribute the degrada-
tion of the performance of the initial classifier to the absence of data instances correspond-
ing to multiple simultaneous faults in the system in the training data set, which leads to
subpar decision boundaries. The improvements achieved by the proposed framework can
be credited to its capability to continuously discover informative data instances, includ-
ing those corresponding to multiple simultaneous faults in the system, and exploit them to
improve the classifier through adaptation to create better decision boundaries for isolating
multiple simultaneous faults in the system with high efficacy.

The experiments demonstrate that the proposed framework efficiently labels time series
data from a high-dimensional space of 250 cloud metrics over a time window size of 60
seconds, satisfying Requirements 1 and 4. It performs multi-label classification over 11
classes with high F1 and AUC scores, in consonance with Requirement 3. As evident from
our experiments over 8 emerging data distribution scenarios, the proposed framework can
discover and assimilate emerging fault patterns and concept or data drifts as specified in
Requirement 5. We eliminate the human intervention required in conventional active learn-
ing settings by replacing the crowd component with a test suite in the proposed framework.
Furthermore, the proposed framework can be adjusted to perform data labeling at vari-
ous granularities by defining appropriate test suites to assign data labels according to the
granularity requirements. Thus, it meets Requirements 2 and 6.
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Chapter 6

Conclusions and Future Work

6.1 Conclusions

In recent years, there has been an upsurge in the use of cloud-based services and products,
migration from legacy enterprise software to cloud-based tools, and migration of workloads
from on-premise infrastructure to the cloud. While cloud computing offers a wide range of
benefits, cloud environments are inevitably prone to faults, which may lead to service level
agreement breaches and even downtimes, causing enormous economic losses. Thus, it is of
utmost importance to promptly detect and mitigate these faults to ensure that the applica-
tions deployed in cloud environments work smoothly. While we can find several machine
learning-based solutions for fault detection in cloud environments in the literature, the data
labeling aspects of the problem have not received due attention. To elucidate the data label-
ing problem for fault detection in cloud environments, we presented an illustrative scenario
resembling real-world settings, comprising a microservice-based application deployed in a
cloud environment. Using this illustrative scenario, we derived a set of requirements essen-
tial to a befitting data labeling solution. Most importantly, we established that it should be
able to identify and adapt to emerging data distributions and eliminate human intervention
from the labeling process. While evaluating the literature with respect to these require-
ments, we found that the existing data labeling techniques do not meet these requirements
satisfactorily. Moreover, we observed that most machine learning-based solutions for fault
detection in cloud environments rely on the fault injection mechanism to acquire the labeled
data for training or evaluation, which has several inherent limitations. To cope with the
aforementioned challenges, in this thesis we proposed a framework for automated labeling
of cloud metric data instances with the corresponding cloud system state, which meets all
the derived requirements. Our framework adopts the concept of active learning to identify
informative data instances. By delegating these informative data instances to a test suite for
labeling in real-time, our framework replaces the crowd component in conventional active
learning settings to eliminate human intervention and achieve automation. Moreover, our
framework can maintain persistent labeling accuracy by actively identifying and adapting
to emerging data distributions. To validate the efficacy of our framework, we presented
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a proof of concept on a real-world testbed comprising a microservice-based application
deployed in a cloud environment. Our results over eight scenarios of emerging data dis-
tributions demonstrate that our framework achieves significant performance improvements
over a baseline classifier by maintaining persistent F1 and AUC scores.

6.2 Future Work

While we have evaluated the proposed framework for a specific use-case with processor-
related faults, it can be extended to label a wider variety of faults by incorporating relevant
cloud metrics in the active learning classifier and devising pertinent test suites. Moreover,
it can be extended to label metric data exposed by any system by devising an appropriate
test suite according to the desired concept of interest for identifying the corresponding op-
erational status of the system in real time. Furthermore, we can investigate the integration
of existing test suites such as OpenStack Tempest [56] or Kubernetes E2E Tests [55] de-
signed for system testing with the framework to label metric data exposed by OpenStack or
Kubernetes systems with their underlying faults, respectively. Another interesting research
direction would be to investigate the utilization of the classifier predictions for test case
selection or prioritization to further optimize the use of the framework. Additionally, as the
acquired labeled data set grows over time, a sampling mechanism may be needed to frame
an appropriate adaptation training data set while accounting for class imbalances.
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Chapter 7

Publications

» P. Bagora, A. Ebrahimzadeh, F. Wuhib, R. H. Glitho, "Data Labeling for Fault Detection
in Cloud: A Test Suite-Based Active Learning Approach," in Proc. IEEE International
Conference on Network Softwarization (NetSoft), 2023, to appear

* P. Bagora, A. Ebrahimzadeh, F. Wuhib, R. H. Glitho, "Method and System for Data La-
beling in a Cloud System through Machine Learning," Provisional US Patent Application
Number: 63/426584 (Full Patent Application Filed)
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