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Abstract

Enhancing Domain Generalization in Histopathology Image Classification through Deep
Learning and Generative-AI Methods

Parastoo Sotoudeh Sharifi

In recent years, advances in artificial intelligence (AI), particularly deep learning (DL), have

transformed medical image analysis. Despite this progress, deploying trained deep-learning models

in real-world clinical environments remains challenging due to domain shift problem—the discrep-

ancy between the data distribution used for training and the data encountered during deployment.

This issue is especially pronounced in histopathology image classification, where variations in ac-

quisition pipelines across hospitals lead to variation in data distribution of the images. As a result,

models trained on a set of source domains struggle to generalize to unseen distributions, resulting

in performance degradation. This thesis addresses the challenge of domain shift in histopathology

image classification by proposing two schemes that aim to improve domain generalization, each

approaching the problem from a different perspective. The first scheme, referred to as PathoWAve,

is more concerned with how the classifier model is trained to become robust to unseen domains. It

introduces a training strategy where a single classifier model is trained along several parallel trajec-

tories using different augmentations, and the model weights from all trajectories are averaged after

each step to stabilize learning procedure. Motivated by the fact that domain shifts are bounded and

continuous in the feature space, the second scheme, referred to as PathoGen, is concerned with en-

riching the training set with suitable synthetic images. Using a conditional stable diffusion model,

PathoGen generates synthetic intermediate-domain images that lie between the original training do-

mains. The resulting expanded training set, comprising both the original and intermediate domains,

is then used to train the classifier. By combining these synthetic images with the original data, the

training set becomes more continuous across domains in the feature space and accordingly increase
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the likelihood of the classifier to have seen the images in the target domain. Our results indicate that

both PathoWAve and PathoGen lead to significant improvements in generalization capability of the

classifier models.
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Chapter 1

Introduction

Artificial intelligence (AI) and deep learning have significantly advanced in recent years, becom-

ing pivotal technologies in numerous fields, from natural language processing and autonomous driv-

ing to healthcare diagnostics, computer vision and image processing, financial forecasting, robotics,

and creative domains like art and music generation [1].

The remarkable progress in AI can be attributed to breakthroughs in deep learning, which in-

volves training neural networks with multiple layers to extract hierarchical patterns from data. Deep

learning models have demonstrated the ability to learn from large datasets and solve highly complex

tasks with impressive accuracy, making them indispensable in a variety of applications. One of the

key areas where deep learning has made substantial contributions is the field of medical imaging.

In recent years, deep learning has revolutionized the field of medical image processing [2].

Leveraging complex neural network architectures, deep learning algorithms have demonstrated re-

markable capabilities in extracting patterns and features from medical images, which are often im-

perceptible to the human eye. These models have enabled significant advancements in diagnostic

accuracy, predictive analytics, and personalized medicine. Among the various sub-fields of medical

imaging, histopathology, in particular, has seen profound improvements, with advancement in deep

learning methods.

Histopathology is the diagnosis and study of diseases of the tissues, and involves examining

tissues and/or cells under a microscope, particularly used in oncology. Traditionally, histopatho-

logical diagnosis involved manual examination of tissue slides under a microscope. However, with
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technological advancements, the field has transitioned to digital pathology, where tissue sections

are scanned to produce high-resolution digital images known as whole slide images (WSIs). WSIs

are high-resolution, gigapixel-scale digital scans of tissue sections that provide a comprehensive

view of the entire sample. WSIs enable pathologists to examine tissue morphology and cellular

structures in unprecedented detail, offering insights into disease progression and aiding in accu-

rate diagnosis. Unlike other modality images, which are typically of moderate size (e.g., 250x250

pixels), WSIs contain vast amounts of information, often requiring specialized computational tech-

niques for processing and analysis. While WSIs have transformed histopathology, they come with

unique challenges. WSIs often contain domain-specific artifacts, such as acqusition pipeline, which

can hinder automated analysis. The nature of domain shifts in histopathology—such as differences

in staining protocols across laboratories or changes in tissue preparation—further complicates the

development of robust and generalizable models. Our research aims to tackle this unique challenges

posed by WSIs, advancing diagnostic accuracy and enabling more reliable AI-driven solutions in

digital pathology.

1.1 Domain Shift in Histopathology Image Classification

The intricate architecture of deep learning models involves mapping input images to increas-

ingly abstract representations across various layers. While these representations are adept at tasks

like classification, they can also inadvertently become sensitive to domain-specific details that are

not essential for the task, such as minute variations in color or texture. This sensitivity is exem-

plified in studies around adversarial examples, where minor, often imperceptible alterations in an

image can drastically mislead a model’s predictions. In machine learning, and particularly in the

application of deep learning to medical image analysis, the concept of domain shift represents a

significant challenge. Domain shift occurs when a model trained on a specific type or domain of

data (the source domain) encounters data from a different domain (the target domain) during testing

or real-world application.

In the context of medical image processing, more specifically, histopathology image analysis

for cancer detection, domain shift becomes particularly critical due to the high stakes involved
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in accurate diagnosis [3]. Early detection of cancer plays a pivotal role in determining patient

outcomes, as timely diagnosis can significantly improve the chances of successful treatment and

survival. Histopathology images, which are digital representations of tissue samples, provide crucial

insights into cellular structures and disease progression.

However, the analysis of histopathology images using deep learning models for disease diag-

nosis presents several significant challenges due to various factors that introduce variations in the

images and shifts in the distribution of data used for training and testing machine learning models.

These factors include: 1: Variations in Staining Techniques: Different labs may use distinct chem-

ical stains, leading to variations in color and texture in the tissue images. These discrepancies can

significantly alter the appearance of tissue structures crucial for identifying cancerous cells.

2: Differences in Imaging Equipment: Variations in microscope types, camera quality, and im-

age resolution across different medical centers can result in distinct image characteristics, affecting

the model’s ability to accurately interpret new images.

3: Biological Diversity: Patient-to-patient variability and differences in disease manifestation

add another layer of complexity, as the model must be able to recognize cancerous cells across a

diverse range of biological presentations.

These variations result in a phenomena called ”domain shift” which is a discrepancy between the

training data (source domain) and the real-world data encountered during model deployment (target

domain). This domain shift can lead to a marked decrease in the performance of deep learning

models when they are applied to new datasets or clinical settings. These domain shifts can lead

to inaccurate predictions, decreasing the ability of AI models to generalize well across diverse

patient populations and healthcare settings. Inaccurate diagnosis or delayed detection could result in

inadequate treatment plans, directly affecting patient care and potentially leading to life-threatening

consequences for the patient.

The ability to effectively address domain shift is crucial for the practical deployment of deep

learning models in histopathology image analysis. Ensuring that these models generalize well across

different datasets and imaging conditions is not just a technical necessity but also a clinical im-

perative. Accurate and reliable models can significantly impact patient diagnosis and treatment,

underscoring the importance of this research.
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1.2 Approaches to Mitigating Domain Shift

Addressing domain shift involves developing strategies that enhance a model’s ability to gener-

alize across different domains without losing accuracy. This is particularly crucial in histopathology

image analysis, where accurate diagnosis can be lifesaving. Techniques for mitigating domain shift

fall into three main categories:

• Domain adaptation: This approach involves transforming data or models to bridge the gap

between source and target domains. Methods range from aligning representations within a

model to adversarial training that minimizes domain discrepancies [4].

• Domain generalization: Unlike domain adaptation, domain generalization seeks to build

models that inherently possess the ability to perform well across multiple domains without

requiring target domain data during training [5].

• Test time adaptation: This approach dynamically adapts the model to new domains during

the inference phase, without retraining or prior knowledge of the target domain [6]. Test time

adaptation methods adjust the model parameters, or its predictions based on the test data as it

is encountered. This is different from domain adaptation and generalization as it specifically

focuses on making adjustments at test time,

For this thesis we focus on second category, which is Domain Generalization for multiple do-

mains. The methods of domain generalization can be broadly categorized into four approaches [7]:

Data-Level Generalization: These methods focus on the manipulation and generation of input

data to aid the model in learning representations that are generalized. This could involve augmenting

the training data with varied examples or generating synthetic data that captures the diversity of

different domains.

Feature-Level Generalization: This approach centers on extracting domain-invariant features

from input images. By learning a shared feature representation across multiple domains, these meth-

ods aim to improve model generalization. The focus here is on identifying and isolating features

that are consistent across domains, thereby reducing the model’s dependency on domain-specific

characteristics.

7



Model-Level Generalization: Here, the emphasis is on refining the model’s structure, learning

process, or optimization strategies to enhance domain generalization. This could involve designing

models that are inherently more robust to variations in input data or employing advanced training

techniques that encourage the model to focus on generalizable patterns.

Analysis-Level Generalization: These methods assist in understanding, explaining, and inter-

preting the decision-making processes of machine learning models. By analyzing how models make

decisions across different domains, insights can be gained into their generalization capabilities and

potential biases. Our work focuses on Data-Level Generalization. In histopathology, employing

these diverse methods of domain generalization can lead to the development of models that are

robust against the inherent variability of medical imaging. This includes dealing with variations

across different medical centers, scanners, and over time. Techniques such as data augmentation,

feature extraction focused on domain-invariant characteristics, and model optimization tailored for

generalization are crucial in this regard. The goal is to create deep learning models that maintain

high diagnostic accuracy and reliability, irrespective of the source of histopathology images.

1.3 Overview of Existing Domain Generalization Techniques without

an Apriori Knowledge of the Target Domain

Domain generalization (DG) is a critical area of research in deep learning, particularly for med-

ical imaging where models need to generalize across different domains such as various hospitals,

imaging devices, and staining procedures. This task is especially important in histopathology, where

variations in imaging conditions can significantly impact model performance. Various methods

have been proposed to tackle domain shift. For instance, Stochastic Weight Averaging (SWA) [8]

and its extension, SWAD [9], improve generalization by averaging model weights collected from

different points during a single training path. Deep CORAL [10] minimizes covariance disparity

between domains, aligning feature distributions to enhance performance across diverse environ-

ments. Invariant Risk Minimization (IRM) [11] aims to learn invariant representations that hold

across different domains, ensuring robustness in unseen scenarios. Group DRO (Distributionally

Robust Optimization) [12] emphasizes worst-case performance, enhancing model resilience against
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challenging variations. Other approaches, like FISH [13], improve domain-invariant representation

learning at the feature level. LISA [14] improves robustness to domain shifts by selectively inter-

polating samples with the same object labels but from different domains, or with different object

labels but from the same domain. This mixed strategy encourages the model to learn features con-

sistently across domains and classes. PLDG [15] and EPVT [16] tackle effects of domain shift by

incorporating two types of learnable prompts to the vision transformer model to help the model

to focus on shared features across domains instead of overfitting to the domain-specific features.

The domain-specific prompt captures details unique to individual domains, while the shared prompt

describes common features across all domains. The difference between the methods of [16] and

[15] is that the former requires the labels of the domains of the images used for training, whereas

the latter determines the label of the domains through a clustering process. Data augmentation is

also crucial. Methods such as StyleGAN-based approaches generate synthetic images to introduce

variability into training. augmentations to test images.

1.4 Motivation and Objective

Despite the variety of methods proposed for domain generalization, several key challenges re-

main unresolved, particularly in histopathology image analysis. Many current approaches, such as

adversarial learning and moment matching, rely heavily on direct domain alignment, which often

fails to capture the subtle and inherent variations between medical institutions, staining procedures,

and imaging devices. Techniques like SWA and SWAD increase the generalization to some extent,

however since the averaging of the model parameters is done along one training path, these methods

lack the diversity needed for strong domain generalization. Ensemble methods improve diversity

by combining predictions from multiple models trained separately, each with different architec-

tures or random initializations. This often enhances performance, but comes at the cost of high

computational demand and storage requirements. Techniques like IRM and Group DRO, while ef-

fective in some cases, tend to focus on worst-case scenarios, which may not sufficiently address the

nuanced domain shifts in medical imaging. Ensemble methods, which train multiple models in par-

allel with different weights, also provide solutions but are computationally expensive and typically
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average the output of various models. This approach can enhance robustness in general cases, but is

less effective for histopathology image analysis, where precision and computational efficiency are

paramount. Furthermore, relying solely on augmentation strategies increases dataset diversity, but

fails to substantially improve generalization across domains. LISA’s approach focuses on perform-

ing interpolations on the images directly, which oversimplify complex domain variations, especially

in histopathology. Consequently, multi-dimensional shifts in staining protocols or imaging charac-

teristics cannot be effectively modeled through this simple image-level blending and mixing the

features, limiting LISA’s ability to consider the unseen features in between the domains and reduce

its performance to effectively generalize a model to diverse, unseen scenarios. The methods of

both PLDG and EPVT are able to improve the generalization capability of the classifier to some

extent, but their performance depends heavily on the ability of the prompt to represent the domain

specific and domain invariant features. Additionally, both methods of PLDG and EPVT are only

designed for the vision transformer model architecture and they are not applicable if the classifier

model is changed. Generative methods, particularly GAN-based approaches (e.g., StainGAN and

CycleGAN), often suffer from mode collapse, limiting their ability to maintain domain consistency,

which is crucial in medical imaging where minor deviations can impact diagnosis. Diffusion mod-

els, although more robust, lack control over the generation process, resulting in random synthetic

images that fail to effectively bridge domain gaps. These methods behave similarly to augmentation

techniques, expanding the dataset size without strategic control, leading to limited improvements in

generalization to unseen domains.

In the view of above limitations, the objective of this thesis is to develop deep learning schemes

that enhance the domain generalization capability of the classifier model used for classification of

histopathology images. With this objective, we develop two different approaches for achieving the

same goal, that is, the classifier is able to handle the problem of domain shift in the target domain

effectively. In the first scheme, given a set of images belonging to certain domains, we develop

a training strategy so that the generalization capability of the classifier is enhanced to handle the

domain shift problem. A classifier is trained in multiple parallel training paths, all starting from

the same initial model weights but each applying a different augmentation to the original training

images. Each path runs through multiple iterations, where each iteration trains on one batch of
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images from training set and as many iterations as needed to cover all batches in the training set.

After every iteration, the updated weights from all paths are averaged, and this averaged weights

are used to update the initial weights of all paths for the next iteration. This iterative averaging

guides the model toward model weights that are consistently supported across all training paths, re-

ducing the influence of path-specific updates and leading to a more stable and reliable optimization

trajectory. The second scheme is concerned with enriching the training set with suitable synthetic

images to be used for training the classifier model in order to help the classifier generalize better on

unseen domains. It constructs, for every pair of original domains, a new intermediate domain and

populates it with synthetic images generated by a conditional stable diffusion model. The resulting

expanded training set, comprising both the original and intermediate domains, is then used to train

the classifier.

1.5 Organization of the Thesis

The rest of the thesis is organized as follows:

Chapter 2: Background Material This chapter provides the background needed for the rest of

the thesis. We begin with domain shift in histopathology. We then review convolutional neural

networks and transformers as classifier backbones which are used in the upcoming chapters as the

classifiers. Finally, we summarize the operational mechanisms and architecture of diffusion models,

with emphasis on conditional stable diffusion and the training and generation mathematical princi-

ples. Together, this chapter aims to provide a comprehensive background to support the research

presented in the subsequent chapters.

Chapter 3: First Proposed Method, Implementation, and Analysis Chapter 3 introduces the first

proposed method, called PathoWAve, designed to improve the model’s generalization capability

by introducing parallel training of the identical classifier,where each training path is exposed to a

different version of the training data created through various augmentation techniques. After each

training iteration, the model weights are averaged accross different training paths, allowing the final

classifier to capture the most stable and general patterns. This process helps the model become

less sensitive to variations between hospitals and improves its overall generalization performance.
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This chapter will detail the development of the method, including its theoretical basis, algorithmic

structure, and implementation process. It will then present the results obtained from applying this

method, providing a comprehensive analysis of its performance. The discussion will include an

evaluation of the method’s effectiveness, challenges encountered during implementation, and how

it compares with existing techniques.

Chapter 4: Second Proposed Method, Implementation, and Analysis This chapter will intro-

duce a second innovative approach for addressing domain shift in histopathology. The proposed

method enhances feature space continuity across domains within the training set. To achieve this,

PathoGen introduces intermediate domains between each pair of source domains, synthesized us-

ing a conditional stable diffusion model. These synthetic domains act as smooth transitions in the

feature space, helping the classifier generalize better to unseen domains. The method’s implemen-

tation details will be presented, followed by an in-depth evaluation of its effectiveness compared

to existing domain generalization techniques. The chapter will conclude by analyzing the strengths

and limitations of the method, along with potential improvements for future iterations.

Chapter 5: Conclusions and Future Research Directions The final chapter will summarize the

key findings of the research, highlighting the contributions made to the field of domain general-

ization in histopathology image classification. It will discuss the practical implications of these

findings, their potential application in clinical settings, and their impact on improving diagnostic

accuracy. The chapter will also outline directions for future research, including ways to further

improve domain generalization techniques, explore alternative approaches to diffusion models, and

address the limitations encountered in this thesis. This will offer a pathway for continued advance-

ment in the field, potentially leading to better diagnostic tools and enhanced patient care.
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Chapter 2

Background Material

In this chapter, we present the background material necessary to understand the work undertaken

in this thesis. We begin with an overview of domain shift, a fundamental challenge in histopathology

image analysis that arises from variations across medical centers and forms the central problem

addressed in this thesis. We then review convolutional neural networks (CNNs) and transformers,

which serve as the backbone architectures for the methods proposed in Chapters 3 and 4. Following

this, we provide an overview of diffusion models, which form the basis of the generative approach

introduced in Chapter 4. Finally, the chapter concludes with a summary that connects these topics

and highlights their relevance to the contributions of this thesis.

2.1 An Overview of Domain Shift

Domain shift arises when data are collected across different acquisition pipelines, causing the

image distribution to change. In the Camelyon17-WILDS benchmark, each domain corresponds

to a hospital: models are trained on Hospitals 1–3 and evaluated on unseen hospitals (validation

on Hospital 4 and test on Hospital 5). The visual differences across hospitals are illustrated in

Figure 2.1, adapted from Koh et al. [17], and motivate the domain-generalization focus of this

thesis.
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Figure 2.1: The Camelyon17-wilds dataset comprises tissue patches from different hospitals. The
goal is to accurately predict the presence of tumor tissue in patches taken from hospitals that are not
in the training set. In this figure, each column contains two patches, one of normal tissue and the
other of tumor tissue, from the same slide.

2.2 Convolutional Neural Networks

Convolutional neural networks (CNNs) have played a transformative role in deep learning,

achieving outstanding results in both computer vision and, more recently, natural language pro-

cessing. The first widely recognized CNN, LeNet, was introduced by LeCun et al. [18], and was

designed to recognize handwritten digits. With advances in computing power, particularly the

availability of GPUs capable of parallel processing, researchers were able to increase the depth

of CNNs significantly. Deeper architectures such as VGG16 [19] and ResNet [20] have become

well-established benchmarks in computer vision. VGG models are representative plain networks,

composed of stacked convolutional, pooling, and fully connected layers without shortcut connec-

tions. Although increasing their depth can enhance representational power, such plain networks

suffer from vanishing gradients, often leading to degraded performance [20]. Residual Networks

(ResNets) address this issue by introducing skip connections, enabling stable training of much

deeper models [20], as illustrated in Figure 2.2. In this thesis, ResNet-50, an extension of ResNet-

34 with bottleneck blocks, is used as the backbone for histopathology image classification. CNNs

have been widely applied across many areas of computer vision and have become one of the most

established architectures for image classification tasks [19, 20]. Their ability to automatically ex-

tract hierarchical features from raw images has made them especially effective in medical image
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Figure 2.2: Comparison between VGG-19 (left) and a 34-layer Residual Network (ResNet-34,
right). The figure illustrates how residual connections enable the training of deeper networks.

analysis, including histopathology images.

A standard CNN architecture typically contains three main building blocks: convolutional lay-

ers, pooling layers, and fully connected layers. Each component has a distinct role. Convolutional

layers perform feature extraction by applying multiple learnable filters of size D ×H ×W , where

D is the depth of the filter, and H and W are the spatial dimensions. Pooling layers reduce the

spatial resolution of feature maps, lowering computational complexity while preserving important

information. The most common pooling operations are max pooling and average pooling. Fully

connected layers are generally used at the end of the network to perform tasks such as image clas-

sification, clustering, or speech recognition. In classification problems, the output of the final fully

connected layer is typically passed through a Softmax function to obtain class probabilities.Modern

CNNs often include additional operations, such as batch normalization and layer normalization, to

stabilize training and accelerate convergence.

2.3 Transformers

The transformer architecture was originally introduced for natural language processing tasks,

where it quickly became the dominant framework due to its ability to capture long-range dependen-

cies [21]. The general architecture consists of two main components, an encoder and a decoder.
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Figure 2.3: Transformer encoder–decoder architecture.

The encoder is built from six identical layers, each containing a multi-head self-attention mech-

anism and a position-wise feed-forward network. Residual connections and layer normalization are

applied around each of these sub-layers [20, 22].

Same as the encoder, the decoder is composed of six identical layers. In addition to the two op-

erations used in the encoder, each decoder layer introduces a third multi-head attention block that

incorporates information from the encoder output. Residual connections and normalization are

again employed, and the decoder’s self-attention mechanism is slightly modified to improve pre-

diction accuracy. The complete transformer architecture is illustrated in Figure 2.3, adapted from

the original work [21]. Inspired by their success in NLP, transformers have been adapted to com-

puter vision, most prominently through the Vision Transformer (ViT) [23], which divides an image

into non-overlapping fixed-size patches, embeds them with positional information, and feeds the se-

quence as input tokens to a Transformer encoder for classification. An overview of this ViT pipeline

is shown in Figure 2.4.
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Figure 2.4: ViT Model overview. Image is splitted into fixed-size patches, linearly embed each of
them, add position embeddings, and feed the resulting sequence of vectors to a standard Transformer
encoder. In order to perform classification, use the standard approach of adding an extra learnable
“classification token” to the sequence. The illustration of the Transformer encoder was inspired by
Vaswani et al. (2017).

2.4 Diffusion Models

Diffusion models are a class of generative models capable of producing high-quality images

while avoiding issues such as mode collapse and heavy sensitivity to hyperparameter tuning. They

learn the training data distribution and synthesize new samples from it. Training proceeds by pro-

gressively adding noise to clean samples in a forward process and learning to invert this corruption

to recover the original data in a reverse denoising process [24]. In the DDPM formulation, this is

formalized with a variance schedule for the forward corruption, and the denoiser is trained to pre-

dict the injected Gaussian noise using a simple mean-squared error objective [25]. After training,

the model can start from pure noise and iteratively denoise to generate images from the learned

distribution. Architecturally, these models often use an encoder and a symmetric decoder built from

residual blocks and attention modules.

Stable Diffusion is a diffusion variant designed to reduce computation for high-resolution syn-

thesis by carrying out the denoising in a learned latent space rather than in pixel space. In this setup,

an encoder compresses the image to a low-dimensional latent, the denoising network operates on

this latent, and a decoder reconstructs the image at the end. The encoder typically includes several

downsampling stages with residual convolutional layers and a central attention module, while the

decoder mirrors this with corresponding upsampling stages. A conditional diffusion model steers
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generation using conditioning signals (e.g., text or visual embeddings) [26] . In this thesis, to pro-

duce images whose distributions are shifted relative to the original training domains, we employ a

conditional Stable Diffusion model [26]. The architecture of the stable diffusion model is shown in

Figure 2.5.

Figure 2.5: Stable Diffusion Model Architecture.

2.4.1 Training Phase of Diffusion Model

We follow the DDPM formulation of Ho et al. [25]. Let {βt}Tt=1 be a variance schedule, αt =

1 − βt, and ᾱt =
∏t

s=1 αs. The training phase consists of a forward and reverse process. In the

forward pass, we pick a random timestep t and corrupt a clean image x0 with Gaussian noise. A

clean image x0 is progressively corrupted.

xt =
√
ᾱt x0 +

√
1− ᾱt ϵ, ϵ ∼ N (0, I), t ∼ Uniform{1, . . . , T}. (1)

In the reverse path, the model is trained to predict the noise ϵθ(xt, t) of the sample xt at timestep

t according to the following loss function (ℓ2 loss):

L = Ex0,ϵ,t

[ ∥∥ϵ − ϵθ(xt, t)
∥∥2
2

]
. (2)
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2.4.2 Generation Phase of Diffusion Model

In the generation phase, we start from pure noise xT ∼ N (0, I),, and iteratively denoise the

sample using the trained diffusion model to generate a new sample:

xt−1 =
1

√
αt

(
xt − 1− αt√

1− ᾱt
ϵθ(xt, t)

)
+ σtz, z ∼ N (0, I), (3)

where a common choice is σt =
√
βt. The final sample x0 is the newly generated sampled by the

diffusion model which has the distribution similar to that of the original training samples.

In stable diffusion [26], the same equations are applied in a latent space z of a learned autoencoder;

the generated latent z0 is decoded to the image xgen = Dec(z0).

2.5 Summary

This chapter has presented the relevant background material necessary for understanding the

work of this thesis. The chapter started with a discussion of domain shift in histopathology and the

motivation for domain generalization, followed by brief reviews of convolutional neural networks

and transformers as the classifier backbones used in Chapter 3 , 4. Finally, the chapter ends with a

discussion of diffusion models which underpins the generative approach of Chapter 4.
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Chapter 3

PathoWAve: A Deep Learning-based

Weight Averaging Method for

Improving Domain Generalization in

Histopathology Images

3.1 Introduction

In this chapter, we propose a domain generalization scheme, known as PathoWAve, which in-

troduces a new training strategy designed to enhance the generalization capacity of the classifier

to handle the domain shift problem [27]. PathoWAve stabilizes the learning process by training an

identical classifier model along multiple parallel training paths, where each path exposed to differ-

ently augmented versions of the training data. Each path runs through multiple iterations, where

each iteration trains on one batch of images from the training set and as many iterations as needed

to cover all batches in the training set. After every iteration, the updated weights from all paths are

averaged, and this averaged weights are used to update the initial weights of all paths for the next
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iteration. This iterative procedure enables the model to learn representations that are broadly rep-

resentative of the entire training distribution while benefiting from the diversity introduced through

augmentation.

In contrast to many domain generalization methods that which often rely on training several dis-

tinct model architectures to capture diverse feature patterns, PathoWAve uses a single architecture,

reducing computational cost. Additionally, PathoWAve is its ability to generalize well to unseen

data without requiring any adjustment during test time and without any access to information from

test data during training. This characteristic makes the method suitable for real-world clinical ap-

plications

3.2 Proposed Method

PathoWAve is a multi-source domain generalization framework specifically designed to address

domain shift challenges in histopathology images. The proposed approach aims to leverage mul-

tiple source domains and build a model that can generalize well to these unseen target domains.

To achieve this, PathoWAve adopts a cyclical training regime, which integrates advanced weight

averaging techniques and domain-specific augmentation strategies. The goal is to improve robust-

ness to domain shift arising from differences in acquisition pipelines across medical centers. In the

following subsection we will go through the details of each of the main components of the proposed

scheme. An overview of the proposed method is shown in Figure 3.1.

3.2.1 Multi-Trajectory Training Approach

One of the core innovations of PathoWAve is its multi-training trajectory strategy. Rather than

training a single model on the entire dataset, we train multiple identical models concurrently. These

models start from a common initialization point within the loss landscape but follow different trajec-

tories due to the unique augmentations applied to each model’s data. This ensures that the models

explore diverse representations of the data, improving their ability to generalize to new domains.

Mathematically, the training process for each model i can be described as:
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Figure 3.1: Overview of the PathoWAve training process. Multiple training trajectories run in par-
allel, each with distinct augmentations (regular and histopathology-specific). After each iteration,
weights are averaged to promote flatter minima and improve generalization.

θnt+1 = ϕt + η · ∇ϕL(ϕt,AUGn(B)), (4)

where θnt+1 represents the model parameters for the n-th model after iteration t+1, η is the learn-

ing rate, and ∇ϕL(ϕt,AUGn(B)) is the gradient of the loss function L evaluated on the augmented

batch AUGn(B), which corresponds to the specific augmentation strategy n applied to batch B.

This concurrent training process allows each model to be exposed to a diverse range of augmented

data, ensuring that the model learns a wide variety of features from different representations of the

input space. At the core of the PathoWAve framework is the cyclical weight averaging mecha-

nism during training time, which integrates the weights of each model after every training iteration.

This weight averaging process is essential for guiding the models toward flatter minima in the loss

landscape, which is known to improve generalization performance.
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The concept of flatter minima refers to regions in the loss landscape where the loss function

changes slowly around the minima, leading to more robust models. Models that converge to sharp

minima (regions where the loss increases steeply) are often highly sensitive to small changes in the

input data, which can lead to poor generalization in new domains. In contrast, models that find flatter

minima are more stable and less sensitive to variations in the data, resulting in better performance

on unseen domains.

In PathoWAve, after each training iteration, the weights of all model instances are averaged to

ensure convergence toward flatter minima. The weight averaging process is defined as:

ϕt+1 =
1

A

A∑
n=1

θnt+1, (5)

where ϕt+1 represents the averaged weight vector, θnt+1 are the parameters of the n-th model at

iteration t + 1, and A is the total number of models. This averaged weight vector is then used as

the initialization point for the next iteration. By averaging the weights of the models, PathoWAve

ensures that the models explore different parts of the loss landscape but ultimately converge to a

shared, flatter solution. This approach enhances the model’s robustness to domain shifts, ensuring

that the model generalizes better to new, unseen domains.

3.2.2 Comprehensive Augmentation Strategies

Another key element of PathoWAve is its combination use of both general and histopathology-

specific data augmentation techniques. Augmentation plays a critical role in ensuring that the model

is exposed to a wide variety of data transformations, allowing it to learn invariant features that

generalize across different domains.

General Augmentations: Techniques such as AutoAugment and RandAugment [28] are used to

introduce common image transformations like flipping, rotation, and scaling. These augmentations

ensure that the model learns features that are robust to the general variability found in medical

imaging, helping it adapt to a broad range of real-world imaging conditions.

Histopathology-Specific Augmentations: To address the specific challenges in histopathology,
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we use augmentations such as HEDJitter [29], which simulates variability in tissue staining proto-

cols. Histopathology images are typically stained using hematoxylin, eosin, and diaminobenzidine

(HED), and the intensity of these stains can vary significantly across laboratories. HEDJitter op-

erates in the HED color space, where each stain channel is perturbed with random noise to mimic

these variations. Mathematically, this is represented as:

I ′HED = IHED +N (0, σHED), (6)

where IHED is the image in the HED color space, and N (0, σHED) represents the Gaussian noise

added to each stain channel. The augmented image is then converted back to the RGB space, pro-

viding a diverse set of training samples that reflect the real-world variability in staining protocols.

This ensures that the model learns features that are invariant to staining variations, which is critical

for generalizing across different medical centers.

By integrating the cyclical weight averaging strategy with comprehensive data augmentation,

PathoWAve creates a robust framework for domain generalization. The parallel training trajectories,

each exposed to different augmentations, ensure that the model explores diverse representations

of the data. The weight averaging mechanism then facilitates convergence toward flatter minima,

which enhances the model’s generalization capabilities.

In each training cycle, the model is trained on augmented data batches from the union of all

source domains, denoted as
∑M

i=1D
i
source. After every iteration, the weight averaging strategy is

applied, creating a unified weight set that serves as the starting point for the next iteration. This

structured, iterative refinement process ensures that the model is exposed to a broad spectrum of

data variations while also ensuring convergence toward a solution that generalizes well across un-

seen domains. The combination of general and histopathology-specific augmentations enhances the

model’s adaptability and generalization, while the cyclical weight averaging ensures stability and

robustness. This dual strategy allows PathoWAve to set a new benchmark in domain generalization

for histopathology image analysis, ensuring reliable performance in real-world clinical settings.
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3.3 Experimental Results

In this section, we present the comprehensive evaluation of the proposed PathoWAve framework

on the Camelyon17 WILDS dataset. We first describe the dataset used for the evaluation of the pro-

posed scheme, followed by key implementation details. We then compare the proposed PathoWAve

scheme against other existing domain generalization methods. Finally, an ablation study quanti-

fies the contribution of each component, showing that multi-trajectory training with cyclical weight

averaging and histopathology-specific augmentations will significantly boost the accuracy perfor-

mance of the classifier.

3.3.1 Dataset

The dataset used in our experiments is the Camelyon17 WILDS dataset, which is specifically

designed for evaluating domain generalization in histopathology image analysis. This dataset con-

sists of WSIs of lymph node sections collected from five different medical centers. The diversity

in staining techniques, scanner devices, and imaging protocols across these medical centers intro-

duces significant domain shifts, making the dataset an ideal benchmark for testing the generalization

capabilities of models on unseen domains.

The Camelyon17 dataset is partitioned by the origin of the medical centers to simulate real-

world domain generalization tasks. For training, the data includes WSIs from three medical centers,

which provide a total of 302,436 image patches derived from 30 WSIs. These patches are used

for both training and in-domain validation (id val). The in-domain validation set consists of 33,560

patches from these same centers. The validation set (val) and testing set are drawn from two different

unseen medical centers. The validation set contains 34,904 patches extracted from 10 WSIs, while

the test set consists of 85,054 patches from another 10 WSIs.

This partitioning strategy ensures that the models are trained on data from certain centers and

evaluated on unseen centers, simulating a domain shift between training and testing data. This

makes the dataset suitable for measuring how well models generalize to new domains without ex-

plicit access to test-time data during training.
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3.3.2 Implementation Details

For our experiments, we utilized the ResNet50 architecture, a deep convolutional neural network

known for its strong performance in image classification tasks. We trained the model on NVIDIA

V100 32 GB GPUs, which provided sufficient computational power for handling the large-scale data

and extensive augmentations. The learning rate was set to 2 × 10−5 and the batch size was set to

128 for all experiments. To further improve the model’s robustness to staining variations commonly

observed in histopathology images, we incorporated several augmentation techniques. Specifically,

HEDJitter augmentation with a jitter strength of 0.05 was applied.

3.3.3 Comparison with other schemes

In this section, we present the comprehensive evaluation of the proposed PathoWAve frame-

work. Our evaluation demonstrates the exceptional generalization capability of PathoWAve across

domain shifts within histopathology images. We compare PathoWAve against a variety of state-of-

the-art domain generalization (DG) methods.

Tables 3.1 and 3.2 summarize the performance comparison of PathoWAve with existing domain gen-

eralization methods on ResNet50 and Vision Transformer (ViT) classifier, respectively. The results

clearly illustrate that PathoWAve achieves superior performance, outperforming both ResNet-based

and Vision Transformer (ViT)-based architectures.

Table 3.1 presents the test-time classification performance of various domain generalization

methods on the Camelyon17 WILDS dataset using a ResNet-based classifier. PathoWAve achieves

the highest accuracy of 94.36%, surpassing the second-best method, TestTimeI2I [37] (94.0%), by

a margin of 0.36%. It is worth mentioning that in contrast to TestTimeI2I [37], which increase the

test time complexity, our method has no additional test time overhead. This consistent improvement

demonstrates the superior generalization capability of PathoWAve under convolutional backbones.

Similarly, as shown in Table 3.2, PathoWAve attains an accuracy of 94.89% with the ViT-based

classifier, outperforming the second-best method, EPVT [41] (86.4%), by 8.49%. These results

collectively highlight PathoWAve’s robust and architecture agnostic ability to enhance domain gen-

eralization performance across both convolutional and transformer-based models.
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Method Test Accuracy (%)
CORAL [10] 59.5
IRM [11] 64.2
Group DRO [12] 68.4
DomainMix [30] 69.7
MMLD [31] 70.2
ERM [17] 70.3
VREx [32] 71.5
IB-IRM [33] 68.9
FISH [13] 74.7
LISA [34] 77.1
FuseStyle [35] 90.5
STRAP [36] 93.7
StarGANv2 [37] 76.4
TestTimeI2I [37] 94.0
PathoWAve (Proposed) 94.36

Table 3.1: Comparison of PathoWAve with state-of-the-art domain generalization methods using a
ResNet50 backbone on the Camelyon17 WILDS dataset.

Method Test Accuracy (%)
CORAL [10] 71.8
IRM [11] 75.0
ERM [38] 73.1
SelfReg [39] 70.4
DANN [40] 83.5
PLDG [38] 84.3
EPVT [41] 86.4
PathoWAve (Proposed) 94.89

Table 3.2: Comparison of PathoWAve with state-of-the-art domain generalization methods using a
ViT-Base backbone on the Camelyon17 WILDS dataset.

3.3.4 Ablation Studies

We performed a detailed ablation analysis to investigate the impact of different augmentation

strategies and the number of independent training trajectories on PathoWAve’s performance. Table

3.3 summarizes the results of this analysis, revealing how combinations of augmentations and train-

ing trajectories affect the model’s generalization capability on the Camelyon17 WILDS dataset.

Initially establishing a baseline with the ERM method, which utilizes a single training trajectory

without weight averaging, yielded a test accuracy of 70.03%. The introduction of PathoWAve with

dual augmentation strategies significantly enhances model performance, highlighting the method’s
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responsiveness to diverse training signals. Notably, combinations involving two augmentations,

particularly AutoAugment with HEDJitter, demonstrated remarkable improvements, achieving a

test accuracy of 94.20%. This underscores the critical role of HEDJitter, a histopathology-specific

augmentation, in bolstering the model’s generalization capability across unseen domains. Further

Method # Independent Trajectories (Augmentations) Test (%)
ERM 1 (baseline with no weight averaging) 70.3
PathoWAve 2 (AutoAugment, RandomAugment) 92.53
PathoWAve 2 (RandomAugment, HEDJitter) 92.98
PathoWAve 2 (AutoAugment, HEDJitter) 94.20
PathoWAve 3 (AutoAugment, RandomAugment, AutoRandomRotation) 89.80
PathoWAve 3 (AutoAugment, RandomAugment, RandomGaussBlur) 88.91
PathoWAve 3 (AutoAugment, RandomAugment, RandomAffine) 91.53
PathoWAve 3 (AutoAugment, RandomAugment, HEDJitter) 94.36

Table 3.3: Ablation analysis of PathoWAve method on the Camelyon17 WILDS dataset.

exploration with three augmentations revealed varying degrees of success. While adding AutoRan-

domRotation, RandomGaussBlur, or RandomAffine to the AutoAugment and RandomAugment

mix led to lower test accuracies compared to dual-augmentation setups, the incorporation of HED-

Jitter alongside AutoAugment and RandomAugment within a three trajectory framework achieved

the highest performance at 94.36%. This pinnacle result not only signifies the optimal augmenta-

tion combination but also establishes PathoWAve as the state-of-the-art in domain generalization for

histopathology images. It is worth mentioning that our proposed method’s training time is A times

that of traditional one-trajectory methods, as we perform A augmentations in parallel per iteration

before weight averaging. In our method A is equal to 3, due to the fact that we have three training

trajectories. Importantly, this overhead is only during training; the testing time remains the same as

other methods since we use the averaged weights for evaluation.

3.4 Summary

This chapter has been presented PathoWAve, a novel training strategy designed to improve

domain generalization in histopathology image classification.
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The approach combines parallel training trajectories with different augmentations and a weight-

averaging process to build a more stable and robust model. The approach integrates multiple paral-

lel training paths, each using the same classifier model but using distinct data augmentations. Each

path trains for several iterations, with each iteration processing one batch of images. After every

iteration, the updated weights from all paths are averaged and used to reinitialize all paths for the

next iteration. The ablation study demonstrated that the combination of multiple training paths

and diverse augmentation strategies played a major role in improving the overall performance. Ex-

periments on the Camelyon17-WILDS dataset showed that PathoWAve achieved the highest test

accuracy compared to the existing domain generalization state-of-the-art methods in the literature.
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Chapter 4

PathoGen: A Generative

Diffusion-Based Domain Generalization

Scheme for Histopathology Image

Classification

4.1 Introduction

The difference between acquisition pipelines across hospitals is resulting in domain shift prob-

lem and degrade the accuracy of the histopathology image classification. Enhancing the generaliza-

tion capability of the classifier is therefore a key objective. Within this objective, in Chapter 3, we

developed a novel training strategy that stabilizes learning procedure of the model to enhance the

generalization capability of the classifier. In this chapter, motivated by the fact that domain shifts

are bounded and continuous in the feature space, we propose a scheme, referred to as PathoGen,

which focus on generating synthetic images belonging to intermediate domains between the original

training domains [42]. Adding the new intermediate domains to the training set will increase the

continuity of the feature space and accordingly increase the likelihood of the classifier to have seen
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the images in the target domain. PathoGen follows a two-stage process. In the first stage, a condi-

tional stable diffusion model is trained on images from the original domains and used to generate

synthetic samples that lie between pairs of these domains. This expands the diversity of the training

data beyond what is observed in the original set.

In the second stage, feature representations are extracted for both original and synthetic images.

For each pair of original domains, the midpoint between their feature-space centroids defines the

corresponding intermediate domain. Synthetic images closest to this midpoint are selected to pop-

ulate that intermediate domain. The resulting expanded training set, comprising both the original

and intermediate domains, is then used to train the classifier. PathoGen improves generalization

capability of the classifier model to unseen target distributions without requiring access to target

data during training and without relying on the classifier architecture.

4.2 Proposed Method

A histopathology acquisition pipeline comprises several steps including tissue fixation and pro-

cessing, tissue sectioning into thin slices, staining (such as H&E), mounting the sample on a slide,

and finally digitizing it with a whole-slide scanner [43]. The pipelines of most hospitals follow these

steps, but some details differ, such as the thickness of the section, the type and timing of stains, or

the brand and settings of the scanner. Studies that compare slides from different hospitals show that

these differences mainly affect the appearance of the images, for example, color balance, contrast,

or sharpness, while the underlying tissue structures remain the same [44]. Prior work has shown that

these differences manifest as bounded, continuous shifts in color/contrast statistics and embeddings

rather than disjoint pathology, implying that real-world target domains lie near source domains in

feature space [45]. In this section, we develop a domain generalization framework, referred to as

PathoGen, to improve the robustness of a classifier in histopathology image classification across un-

seen domains. Our proposed scheme is aimed at creating new domains of synthetic images which,

when included in the original training set, make the feature space originally comprising the source

domains more continuous. The proposed scheme, shown in Figure 4.1, comprises two stages. In

the first stage, we exploit the capability of a conditional stable diffusion model to generate synthetic
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images which belong to the intermediate domains between each pair of the original training set. In

the second stage, we develop a method for forming the intermediate domains using the generated

images and expanding the original training set by including in it images from both the original do-

mains and the newly created intermediate domains. The tasks carried out in the two stages are done

with a view to enhance the generalization capability of a classifier model by training it with the

expanded training set thus obtained. The two stages of the proposed scheme are now explained in

detail in the following two subsections and shown in Figure 4.1

4.2.1 Generation of Candidate Synthetic Images

Since our objective in this subsection is to generate candidate synthetic histopathology images

that belong to domains that are positioned between each pair of the original domains, we first de-

scribe the architecture of the model to generate candidate images, then explain the procedure for its

training and finally discuss how this trained model is utilized to generate new synthetic images.

Architecture of Image Generating Model

Diffusion model [24] is a type of generative model which is capable of producing different

types of high-quality images without running into issues like mode collapse or heavy dependence

on finely tuned hyperparameters. Diffusion models learn the distribution of the training data set

and generate new samples that belong to the same distribution. Diffusion models take a unique

training approach, by progressively adding noise to a sample of the training data in the forward

path and then optimising the model by reversing this process to recover the original data from the

diffused image. Once the model has been trained, it becomes capable of generating from noise

samples new images that belong to the same distribution as that of the samples in the training

set. The architecture of this model has an encoder and a symmetric decoder each consisting of a

certain number of residual blocks and attention modules. The stable diffusion model [26] is a type

of diffusion model specifically designed to reduce computational cost for the generation of high-

resolution images by caring out the denoising processes both in the training and generation phases

in the latent space instead of the pixel domain. In the architecture of this model, the main diffusion

model is preceded by an encoder module to compress the input image and is followed by a decoder

32



Figure 4.1: Overview of the PathoGen Framework for Domain Generalization in Histopathology
Image Classification. The Framework Consists of Two Main Phases: (Left) Candidate Synthetic
Image Generation using a Conditional Diffusion Model, and (Right) the Formation of Intermediate
Domains and Generalization Enhancement of Classification. The Details of the Trained Diffusion
Model box is presented in Figure 4.2.

to decompress the low dimensional image generated by the main model. The encoder module at

the input consists of certain number of down sampling blocks each containing certain number of

residual convolutional layers, with an attention module in the middle. The structure of the decoder

at the output is symmetric to that of the encoder with the down sampling blocks replaced by up

sampling blocks. The conditional diffusion model is a version of diffusion model in which the

model is conditioned to control the distribution of the images generated. The distribution of the

images to be generated is passed on to the network using a text message or directly through a visual

message through an embedding mechanism. In our proposed scheme, for generating the images

with distributions shifted from that of the original training images, for training of classifier model,

we used a conditional stable diffusion model [26].

Training of the Image Generating Model

We train the conditional stable diffusion model on all the images of all training domains so

as to learn the distribution of the training domains. Since our goal is to generate domain-aware

histopathology images, we incorporate conditional information in terms of both the domain and the

class of the training images during the training stage of the model. In a conditional stable diffusion
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Figure 4.2: Training procedure of the conditional stable diffusion model. The model is trained on
diffused training images xt from multiple domains (Hospital 1–3) along with their associated class
labels (Tumor / Non-Tumor). Conditional information (d, c), representing domain and class, is
embedded into a vector τ(p) and provided to the diffusion model. During training, the model learns
to predict the noise ϵ̂θ added to latent representations zt, minimizing the error between predicted
noise and true noise ϵ. The resulting trained diffusion model captures domain- and class-aware
distributions of histopathology images.

model this is achieved by inputting to it an embedding vector C that contains the information on

the domain and the class of the diffused training image that is input to the diffusion model. The

embedding vector C = τ(p) is produced by a language model by prompting it by the text message p

= (d, c), where d and c represent, respectively, the domain and the class names of an image which

also has been shown in Figure 4.2. For training the model, first, for each training image x, a latent

(compressed) representation z is obtained using a VAE encoder. The latent image z then undergoes

a forward diffusion process, employing a sample of Gaussian noise ϵ ∼ N (0, I), consisting of t

timesteps, where t is randomly sampled from the range [0, T ], with T being the maximum number

of diffusion steps to be used for diffusing any image. At each of the timesteps from 1 to t, the

noise sample ϵ is used to diffuse the clean latent z according to a cosine noise schedule to finally

obtain the noisy latent representation zt of z at the end of t-th timestep. The cosine noise schedule

determines how much noise is added to the latent representation of the previous timestep to obtain

the representation at the current step. In practice, zt can be obtained directly by using the following

equation [25].

zt =
√
αt · z +

√
1− αt · ϵ (7)
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where αt =
f(t)
f(0) , with f(t) given by

f(t) = cos2
( t

T + s

1 + s
· π
2

)
(8)

In Eqn. (2), the quantity s is a small constant used to avoid numerical instability, sharp gradients,

and poor learning at early timesteps by gently shifting the cosine schedule to the right. The value of

s suggested in [46] is s = 0.008.

The model is trained to predict the noise sample ϵ used to diffuse the original latent image z into

zt. The predicted noise, denoted by ϵ̂θ(zt, t, τ(P )), is the model’s prediction of the noise sample ϵ

used in the forward process. The loss function used for training the model is given by:

Lstable diffusion = Ex,p,ϵ, t

[
∥ϵ− ϵ̂θ(zt, t, τ(p))∥22

]
(9)

where x represents a training image, p is the associated conditioning information on the domain and

the class of x, which is encoded by the function τ(p), ϵ is a sample of Gaussian noise used to obtain

the diffused image latent zt from the latent image z employing t steps during the forward diffusion

process, and ϵ̂θ(zt, t, τ(p)) is the model’s prediction of ϵ. In Eqn. 3, the L2 norm, denoted by ∥.∥2,

is first computed on the individual images in a batch; then, the expectation operation, denoted by E,

obtains the average of the squared L2 operation over all the images in the batch. The loss function

as defined by Eqn. 3, measures how close is the predicted noise sample ϵ̂θ to the true noise sample

ϵ used during the forward diffusion process.

Image Generation

After training, the network has learned to predict the noise component that was used during the

forward diffusion process. In image generation phase, the model starts from a pure sample from

Gaussian noise as below:

zT ∼ N (0, I)
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At each timestep t = T, T − 1, . . . , 1, we feed the current noisy latent zt, along with the con-

ditioning vector τ(c) (which encodes the desired “class, domain” information), into the diffusion

network. This diffusion network outputs

ϵ̂θ
(
zt, t, τ(c)

)
which is the network’s estimate of noise present in zt. We then use this predicted noise to recover a

“less-noisy” latent z t−1 given by

z t−1 =

√
1

ᾱt

(
z t − 1− ᾱt√

1− α t
ϵ̂θ
(
z t, t, τ(p)

))
+ σtη (10)

where ᾱt =
α t

α t−1
, and σt =

√
1− ᾱt. In Eqn.4 σt determines the fraction of the Gaussian noise

sample η ∼ N (0, I) that is injected at each timestep t of the reverse diffusion process to introduce

controlled randomness during generation phase.

We repeat this denoising process recursively, from t = T to t = 0, by predicting ϵ̂θ
(
zt, t, τ(c)

)
, and

subtracting it from z t to get z t−1 in each step. The latent image z0 thus generated would belong

to the domain and the class specified by the prompting conditioning τ(p) imposed on the model.

Finally, z0 is passed through a VAE decoder to obtain the generated image:

xgen = VAE-dec(z0).

In our approach, we enhance the generalization of the image generation capability of the diffusion

model to generate images that belong to domains that lie in between the original training domains.

To achieve this, we obtain the conditional embedding vector C as

C = λ · τ(p1) + (1− λ) · τ(p2) (11)

to be used by the diffusion model, where p1 = (di, ck) and p2 = (dj , ck) refer to the prompts

corresponding to a pair of images from the domains di and dj (i ̸= j), respectively, but belonging

to the same class ck, and λ is set to 0.5. Eqn.5 controls the position of the generated image in the
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feature space by generating an image that lies in between domains i and j, and the choice of the

parameter λ ∈ [0, 1] controls the proximity of the generated image to domain i or j in the feature

space.

4.2.2 Formation of Intermediate Domains and Generalization of Classification

In the previous section, we proposed a scheme to generate clusters of synthetic images, in which

each cluster contains a large number of images belonging to a region of the multidimensional fea-

ture space that lies between a pair of the original domains. In this section, we propose a scheme

through which a new domain is formed for each of the clusters of the generated images, so that the

new domain has a sufficient number of training images and is suitably positioned between the pair

of the original training domains in question within the feature space.

We first extract the features of each of the images both in the original training domains and in

the newly generated clusters using a feature extractor encoder (CPLIP [47]). The vectors repre-

senting the features of the images are plotted in the multidimensional feature space, as shown in

Figure 4.1. Let xdin denote the n-th patch (n = 1, 2, . . . , Ni) from the original training domain di

(i = 1, 2, . . . , I), where Ni is the total number of patches in domain di, and I is the total number of

original training domains. Let E(xdin ) represent the feature vector of the patch xdin . We can calculate

the centroidal feature using the features of all patches in domain di as

mi =
1

Ni

Ni∑
n=1

E(xdin ). (6)

The centroidal feature mi, given by the above equation, can be considered to represent the features

of all the patches in the domain di. Next, we form the intermediate domain di,j for each pair (i, j),

i ̸= j, of the domains by including in it a suitable number of images xdi,jn from the cluster of images

created in the neighborhood that lies between the domains di and dj . For this purpose, we first

compute a central feature for di,j as

mi,j =
mi +mj

2
. (7)
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With the central feature mi,j of the intermediate domain di,j , as given by the above equation, we

now include in it K images from the cluster in question whose features are closest to the central

feature mi,j . In order to measure the closeness of the feature vector E(x
di,j
n ), n = 1, 2, . . . ,K, of

an image, to the central feature mi,j , we use the Euclidean distance metric given by

d
(
E(x

di,j
n ), mi,j

)
=

∥∥∥E(x
di,j
n )−mi,j

∥∥∥ (8)

It is what making the following remarks on our proposed scheme of forming the new intermediate

domains. First of all, the central feature vector of a newly created domain di,j is exactly in the middle

of the centroids of the original domains di and dj . We include in each of these new domains K

images from the respective cluster, where K is a very large number (approximately 50,000 images).

Since we generate a very large number (more than a million) of images for each cluster and choose

K images from the cluster for each of the domains, it can be expected that the central feature mi,j

is very close to the centroid of the domain di,j . Hence, the central feature mi,j can be expected to

represent the features of all the images included in the domain di,j .

Finally, an enlarged training set that combines all the images from the newly created domains and

those from the existing training domains is used for training a classifier model. A training set so

formed can be expected to expand the generalization capability of the classifier in dealing with the

classification of samples with distributions shifted from that of the original training domains.

4.3 Experimental Results

Following the methodology described in the previous section, this section presents a comprehen-

sive evaluation of the proposed PathoGen framework for enhancement of generalization capability

of the classifier models in histopathology image classification. We begin with the introduction of the

Camelyon17 WILDS dataset [17] that we use in our experiments, followed by a description of the

software and hardware platforms used for implementing the proposed scheme. We then conduct a

number of experiments in order to provide a comprehensive evaluation of our PathoGen scheme. An

ablation study is also carried out to further validate the effectiveness of various ideas employed in

developing the proposed scheme. Finally, we compare the performance of the proposed PathoGen
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Figure 4.3: T-SNE Visualization of Tumor and Non-Tumor Clusters Across Original and Newly
Generated Training Sets. The Plot Shows Distinct Clusters for the Tumor and Non-tumor Categories
Across Three Hospitals (D1: Purple, D2: Red, D3: Green), with PathoGen-generated Synthetic
Samples Interpolating between them (Yellow, Gray, Blue).

scheme with that of existing state-of-the-art schemes for enhancing the generalization capability of

classifier models.

4.3.1 Dataset

In this study, we use the Camelyon17 WILDS dataset [17], which was previously introduced

and described in detail in Chapter 3. We follow the same domain partitioning protocol used in the

previous chapter, where training is performed on domains D1 to D3, validation on D4, and testing

on the unseen domain D5. This consistent setup ensures a fair comparison across methods and

enables a rigorous evaluation of the generalization capability of the trained classifiers.

4.3.2 Visualization of Original and Intermediate Domains

To assess the effectiveness of the proposed PathoGen framework qualitatively in synthesizing

intermediate domains, we present in Fig. 4.3 the t-SNE visualizations of the feature vectors of the

images in the original domains D1, D2, D3 of the Camelyon17 WILDS dataset, and those of the
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images in the newly created domains D1,2, D2,3, D3,1. From the structure and relative positions

of the feature points of the images, it is clearly seen that when the proposed method of domain

formation is applied to the images of the original domains of a real-life dataset, it is successful in

generating images for the new intermediate domains.

4.3.3 Implementation Details

We implement our proposed method using Python, with the PyTorch deep learning framework.

All the experiments have been conducted on a system equipped with four NVIDIA A100 GPUs.

Our diffusion model is initialized using pretrained weights from Stable Diffusion version 1.5, which

serve as the starting point for training. To train our stable diffusion model further, we have used a

learning rate of 1e-4 with the LambdaLinear learning rate scheduler. The batch size used is set to

96, distributed across 24 samples per GPU. We use 16-bit floating point precision (FP16) during

training to reduce memory usage and speed up computation without sacrificing accuracy. Training

was conducted for a maximum of 10,000 steps, where each step represents one batch of training

data passed through the model. During the image generation, model goes through 1000 timesteps

to gradually remove the noise from the input to produce a final synthetic image. We employed the

DDPM sampler [25] for the diffusion process. We use image patches of size 256×256×3 for the au-

toencoder and reduce it to the size 32×32×4 for its latent representation for a more efficient training

and image generation. The model so trained is then used to generates 1 million synthetic images

for each of the two class, tumor, and non-tumor. As for the extraction of the features providing a

feature vector for each of the original and synthetically generated images, we use CPLIP [47] vision

encoder model. In our experiments, we set the number of selected synthetic samples per class to

be K = 50k from the 1 million generated images. This choice for the value of K is based on an

empirical study in which we plot the accuracy of the classification as a function of K, the number

of images selected for each of the newly created domains, as shown in Fig. 4.4. It is seen from this

figure that the classification accuracy is maximized when K is selected to be 50k. It is to be noted

that K = 50k happens to be approximately the average number of images in the original domains.

In order to demonstrate the effectiveness of our proposed scheme for domain generalization, we

use ResNet-50 [48] and the original Vision Transformer (ViT-B/16) [49] as backbone classifiers.
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Figure 4.4: Effect of Sample Size K on the Performance.

To have a uniform performance evaluation of the classifier across different approaches for domain

generalization, we use the DomainBed framework [50] for the training and testing of the classifier.

4.3.4 Performance Evaluation

To evaluate the generalization performance of our proposed PathoGen framework, we compare

the classification accuracy of the two classifiers, ResNet-50 and ViT, each trained on two different

training configurations, Config 1 and Config 2. In configuration 1, the classifiers are trained using

a training set consisting of images from three original training domains, namely D1, D2, and D3.

In configuration 2, we extend the configuration 1 training set by adding to it the synthetic images

generated from the intermediate domains, D1,2, D2,3, and D3,1. Each of the trained models of a

classifier is then tested on two test sets: Test Set 1 and Test Set 2. Test Set 1 includes held-out

samples drawn from the source domains, namely D1, D2, and D3, allowing us to assess perfor-

mance of a classifier in an in-domain setting. Test Set 2, on the other hand, contains samples from

domains not included in D1, D2, and D3. In our experiments, the images in Test Set 2 are selected

from hospital centre H5, that is, the images from domain D5. Thus, the two trained models are
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Table 4.1: Comparison of Classification Accuracy (%) of Models Trained with Different Training
Configurations and Tested on Test Set 1 and Test Set 2.

Training Configuration ResNet ViT
Test Set 1 Test Set 2 Test Set 1 Test Set 2

Config 1 (D1, D2, D3) 97.0 70.3 97.2 71.1

Config 2 (D1, D2, D3, D1,2, D2,3, D3,1 (Proposed)) 98.2 96.2 98.4 97.4

evaluated using Test Set 2 for their generalization capability under the real-world challenge of out-

of-distribution (OOD) shift of the test samples. The results, in terms of classification accuracy of the

two classifiers trained with the two different training configurations and tested on the two test sets,

are presented in Table 4.1. It is seen from this table that for either of the two classifiers, when the

proposed scheme for domain generalization is not used (the results in the first row of Table 4.1), we

observe a significant drop in the performance under domain shift in the test samples. For example,

the performance of the ResNet classifier degrades from an accuracy of 97.0% to 70.30%. On the

other hand, when the proposed scheme is applied to the classifiers (the second row of Table 4.1),

the classifiers become highly robust to domain shifts in the test samples. For example, for the ViT

transformer, the classification accuracy of 98.48% drops only by one percentage point to 97.35%.

From the results on Test Set 2 in Table 4.1, it is especially noteworthy that the proposed scheme

has a very significant impact on enhancing the classification accuracy, in that it increases the classi-

fication accuracy from 70.30% to 96.21% when the ResNet classifier is used, and from 71.12% to

97.35% when the ViT classifier is used.

4.3.5 Comparison with Existing Methods

In this section, we compare the effectiveness of our proposed domain generalization scheme,

PathoGen, with that of a number of state-of-the-art schemes. For this purpose, we compare the clas-

sification accuracy obtained by applying the various domain generalization schemes on the same

dataset, namely Camelyon17-WILDS, in which the domains D1, D2, and D3 are specified to be

used for training the classifier, and D4 and D5, specifically for validation and testing. We have

selected two classifiers, ResNet-50 [48] and ViT [49], the same two classifiers that have been used

by the various other schemes, for this comparison. The classification accuracy is reported in two
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separate tables, one for each of the two classifiers. Ideally, it would be desirable to include all

the proposed schemes in both tables for a comprehensive comparison. However, this has not been

possible due to the fact that not all the schemes have reported their accuracy performance on both

classifiers. To show the effectiveness of the domain generalization methods in the literature, re-

searchers have compared the performance accuracy of their methods with that of the 2021 baseline

non domain generalization scheme, [50], for multi-domain image classification. In this scheme, the

classifier used undergoes an in-domain training, that is, it is trained using the images from D1, D2,

D3 and tested on D5. When the performance accuracy of a proposed scheme is compared with

that of ERM, the difference in the two performances indicates as to how effective is the proposed

scheme in achieving the domain generalization.

Table 4.2 provides the accuracy results of our proposed PathoGen scheme and with that of 13 other

domain generalization schemes, along with that of ERM. It is seen from this table that all the meth-

ods proposed after 2021 have succeeded in handling the domain shift in the test image by providing

performance accuracy higher than that of but with varying amounts. It is noted that PathoGen pro-

vides the highest classification accuracy of 96.2%. This classification accuracy of the proposed

scheme is 1.8% and 2.2% higher than that of the second-best scheme, PathoWAve [27], and the

third best scheme TTI2I [51], respectively. In addition to improvements in accuracy, it is important

to note that the second- and third-best methods also exhibit drawbacks not shared by our proposed

approach.

It is worth noting that, the second-best method, PathoWAve [27]—the scheme proposed in Chap-

ter 3- improves diversity using general and pathology-specific augmentations, but these operate only

within source domains and do not generate intermediate-domain samples representative of unseen

domains. Consequently, the feature space covered during training remains discontinuous across do-

mains, limiting the model’s ability to generalize to truly novel acquisition conditions. To address

this limitation, the proposed PathoGen framework explicitly expands the domain coverage by gen-

erating synthetic samples that populate the previously uncovered intermediate regions of the feature

space, thereby creating a more continuous and domain-invariant training manifold. Also in com-

parison to the third best method [51], which relies on style transfer using generative models at test

time thus introducing significant inference computational complexity, the proposed scheme does
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Table 4.2: Comparative Performance of Various Domain Generalization Methods using ResNet 50
Classifier Trained with the Training Configuration Config 3 and Tested on Test Set 2. The Best,
Second-Best, and the Third-Best Results are Represented in Red, Blue, and Green, Respectively.

Method Accuracy %
ERM (2021) [50] 70.3

CORAL (2016) [52] 59.5
IRM (2019) [53] 64.2
Group DRO (2019) [54] 68.4
DomainMix (2020) [55] 69.7
MMLD (2020) [56] 70.2
FISH (2021) [57] 74.7
V REx (2021) [58] 71.5
STRAP (2021) [59] 93.7
LISA (2022) [14] 77.1
StarGanV2 (2022) [51] 76.4
TTI2I (2022) [51] 94.0
FuseStyle (2023) [60] 90.5
PathoWAve (2024) [27] 94.4

PathoGen (Proposed) 96.2

not introduce any test time complexity overhead.

Table 4.3 depicts the classification performance of various domain generalization schemes using the

ViT classifier. Our PathoGen scheme shows the best performance with the classification accuracy

of 97.4% which is 1.2% higher than the accuracy obtained with the ResNet classifier. The schemes

providing the second and third best performance are, respectively, PathoWAve [27], and EPVT [16],

with the accuracy that are, respectively, 2.5% and 11% lower than that provided by the proposed

scheme. Another important distinction between the proposed PathoGen scheme and the EPVT

scheme that must be noted is that the latter scheme is designed only for vision transformer as a

classifier, whereas the former is a general scheme that can be used by any type of classifier model.
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Table 4.3: Comparative Performance of Various Domain Generalization Methods using ViT Clas-
sifier Trained with the Training Configuration Config 3 and Tested on Test Set 2. The Best, Second
Best, and Third Best Results are Represented in Red, Blue, and Green, Respectively.

Method Accuracy %
ERM (2021) [50] 73.1

CORAL (2016) [52] 71.8
DANN (2016) [61] 83.5
IRM (2019) [53] 75.0
PLDG (2024) [15] 84.3
EPVT (2024) [16] 86.4
PathoWAve (2024) [27] 94.9

PathoGen (Proposed) 97.4

4.3.6 Ablation Studies

Impact of In-Domain and Cross-Domain Data Generation: In this section, we evaluate the im-

pact of synthetic domain generation within individual training domains and across multiple domains

using PathoGen’s interpolation strategy. The results are summarized in Table 4.4, where we com-

pare two methods with the baseline (ERM). The method with Configuration 3 training includes the

original images belonging to D1, D2,and D3 plus the synthetic images within D1, D2, and D3. For

ResNet-50 classifier, ERM, which serves as a baseline without using any extra synthetic images,

achieves a test accuracy of 70.3%, reflecting the model’s performance when trained exclusively on

the original training data. In-domain image generation, where the diffusion model produces addi-

tional samples within each training domain but without interpolation across domains, improves gen-

eralization, reaching 75.8% accuracy. This demonstrates that exposure to additional intra-domain

variability helps the model adapt to new data. Finally, PathoGen’s domain-interpolated generation

significantly boosts performance, achieving 96.2% test accuracy. Similarly, for the ViT classifier,

we observe the same trend. The baseline achieves a test accuracy of 71.1%, in-domain genera-

tion improves it to 76.3%, and PathoGen further increases performance to 97.4%. These results
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Table 4.4: Comparison of in-domain data generation with our proposed PathoGen generation (cross-
domain) on Test Set 2, which Contains Samples from Unseen Domains. Results are Reported for
both ResNet-50 and ViT Classifiers.

Method ResNet-50
Accuracy (%)

ViT
Accuracy (%)

ERM (Baseline) [50] 70.3 71.1
Method with Config 3 training 75.8 76.3
PathoGen (ours) 96.2 97.4

highlights the advantage of domain interpolation strategy, where generating samples that lie be-

tween training domains in feature space better captures variations seen in real-world histopathology

datasets. While in-domain generation provides some benefit, PathoGen’s domain-interpolated syn-

thetic data significantly enhances generalization, making it far more effective in handling domain

shift and previously unseen samples.

Impact of Placement of the Intermediate Domain in the Feature Space: Recall that in our

proposed scheme the intermediate domains were placed with a center which is the midpoint between

the centers of the pairs of domains in question, that is, the center of the domain Di,j is chosen to be

the midpoint of the centers of the domains of Di and Dj in the feature space (a domain pair based

center selection). In this ablation study, we investigate the impact on the accuracy performance of

the classifiers when the center of Di,j is selected to be the center of all the images generated in the

regions between the original domains Di and Dj , that is, we have cluster-based centers for the new

domains. With the center of the domain Di,j so chosen, the size of the domain Di,j is then obtained

in the same way as that in the proposed domain generation scheme. The results of this ablation study

are given in Table 4.5, in which the first row gives the classification accuracy of the two classifiers

when the centers of the intermediate domains are cluster-based, whereas the second row provides

the results when the centers of the intermediate domains are chosen to be pair-based (the proposed

scheme). A comparison of the results in the two rows of the table shows that the proposed scheme

of the placement of the generated intermediate domains is more effective in domain generalization.

This is in view of the fact that the images selected in a new domain have a distribution which lies
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Table 4.5: Comparison of Different Placement of the Intermediate Domain in the Feature Space.

Method ResNet-50
Accuracy (%)

ViT
Accuracy (%)

Cluster-based center 95.7 96.8
PathoGen (Ours) 96.2 97.4

more between the distributions of the images in the pair of domains in question.

4.4 Comparison between PathoWAve and PathoGen

Both PathoWAve and PathoGen are designed to improve the domain generalization capability of

histopathology classifiers by mitigating the adverse effects of domain shift across medical centers.

However, they address this challenge from two fundamentally different perspectives. PathoWAve,

presented in Chapter 3, focuses on robust optimization. It employs a multi-trajectory training strat-

egy combined with weight averaging and diverse augmentations to guide the model toward flatter

minima in the loss landscape and to increase robustness to local variations such as staining or imag-

ing differences. These augmentations, however, are confined to the neighborhood of the original

source domains and thus improve generalization only within limited, locally perturbed regions of

the feature space.

In contrast, PathoGen, proposed in Chapter 4, approaches the problem from the data-space

perspective. Rather than relying solely on local perturbations of existing data using augmentation

techniques, PathoGen explicitly enhances the continuity of the feature space by creating interme-

diate domains between pairs of original domains. This is achieved by leveraging a conditional

Stable Diffusion model to generate realistic synthetic images that populate the previously uncov-

ered regions between domains. The resulting expanded training set provides a more continuous

and better-connected representation of the data manifold, enabling the classifier to generalize more

effectively to unseen hospitals.
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4.5 Summary

In the feature space, domain shifts of histopathology images are generally continuous within

a bounded region. Hence, if the feature space corresponding to a given training set consisting of

a certain number of domains can be made more continuous by adding to it additional domains,

then the training of a classifier with such a modified training set can be expected to handle the

domain shift problem better than a classifier trained with the original training set. Accordingly, in

this paper we have proposed a novel domain generalization method, called PathoGen, in which the

original training set is modified to include new training domains that are in between each pair of the

original domains, thereby making the corresponding feature space more continuous and training the

classifier with this modified training set. A conditional stable diffusion model has been leveraged

for generating synthetic images for the newly formed intermediate domains. The proposed domain

generalization technique has been tested on the Camelyon17 WILDS dataset, a dataset widely used

to validate existing domain generalization methods. The performance of the proposed scheme has

been shown to sig- nificantly outperform existing domain generalization schemes.
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Chapter 5

Conclusion and Scope for future

investigation

5.1 Concluding the marks

This thesis presented two novel methodologies—PathoWAve and PathoGen—aimed at address-

ing domain generalization challenges in histopathology image analysis. Both methods contribute

significantly to improving the generalization of models across multiple unseen domains, particu-

larly in the face of domain shifts caused by variations in imaging equipment, staining techniques,

and institutional differences for histopathology image classification without increasing test time

complexity and having access to the test data during training.

In Chapter 3, we introduced PathoWAve, a deep learning-based weight averaging training start-

egy designed to improve domain generalization in histopathology image classification task. PathoWAve

employs a multi-trajectory training approach combined with cyclical weight averaging and a com-

prehensive set of general and histopathology-specific data augmentations. The method enables

models to generalize effectively across multiple unseen domains without requiring access to test-

time data.

Chapter 4 introduced PathoGen, an innovative framework that enhances the continuity of the

domains in the feature space of the original training set. Specifically, in this proposed scheme the

continuity is enhanced by creating a new intermediate domain in the training set between each pair
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of its original domains. The images for the newly created intermediate domains are generated by a

conditional Stable diffusion model. Finally, the training set thus modified is used to train a classifier

model for the classification of the histopathology test images characterized by domain shifts.

Our experiments on the Camelyon17 WILDS dataset demonstrated that both proposed schemes,

PathoWAve and PathoGen, outperforms state-of-the-art domain generalization methods by achiev-

ing higher accuracy and robustness, making it a valuable contribution to domain generalization

research.

5.2 Scope for future work

Future research could extend the current pairwise domain interpolation approach to go through

more cycles of generating the new intermediate domains, and generate intermediate domains more

and more in between each pair of the domains after the first cycle to increase the continuity of the

feature space more, allowing the model to handle domain shift more effectively.
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