
Leveraging Graph Databases for Multimodal Travel Data
Integration and Analysis

Isaac Ramsaw Otchere

A Thesis

in

The Department

of

Gina Cody School of Engineering and Computer Science

Presented in Partial Fulfillment of the Requirements

for the Degree of

Master of Applied Science (Quality Systems Engineering) at

Concordia University
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Abstract

Leveraging Graph Databases for Multimodal Travel Data Integration and Analysis

Isaac Ramsaw Otchere

Recent advances in communication, mobility, and sensing technologies have enabled the col-

lection of detailed travel data through smartphones. These advances offer the potential to capture not

only traditional trip characteristics such as mode, purpose, and timing, but also real-time contextual

feedback from travellers. However, most existing systems focus on post-trip, text-only feedback,

overlooking live events that can significantly influence travel time, distance, and user experience.

This research develops and applies a real-time, multimodal feedback framework integrated into the

BDMobility app, a bespoke smartphone application designed to link trip records with video, audio,

images, text, and documents. The framework records detailed contextual metadata covering who,

when, how, what, and where feedback originates and associates it directly with ongoing trips. The

framework’s benchmark assessment demonstrated the significant computational advantage of the

graph database (Neo4j) compared to the relational database (PostgreSQL and SQL) with increas-

ing data sizes. Neo4j achieved up to a 90–95% reduction in query latency, maintaining response

times below 150 ms at 50,000 records, whereas SQL exceeded 18,000 ms and PostgreSQL averaged

around 9,500 ms under equivalent loads. In terms of indexing and scalability, Neo4j processed op-

erations up to 85% faster, with latency stabilizing at under 10 ms, compared to PostgreSQL (60–120

ms) and SQL (80–140 ms). CPU utilization further reinforced this trend. PostgreSQL performed

adequately during insertions and retrievals, however, its efficiency decreased significantly at peak

utilization with CPU usage exceeding 300% with increasing record sizes. Neo4j consistently used

60–70% less CPU and 40% less memory than SQL during complex graph traversals. Neo4j’s stor-

age footprint decreased by 80% and demonstrated horizontal scalability, validating its suitability

for real-time, multimodal, and feedback-enhanced urban transportation analytics. These findings
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reiterate that the graph-based system offers enhanced computational performance and establishes a

structural and energy-efficient basis for future human-centered, data-intensive transportation system

capable of integrating structured and unstructured data at scale through capturing comprehensive

travel experiences in large-scale, real-world mobility studies.
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Chapter 1

Introduction

Modern transportation systems generate data that spans two fundamentally different forms. On

one side is structured data: timestamped GPS traces, mode classifications, origin-destination pairs,

and schedule adherence metrics, all of which fit naturally into the rows and columns of a conven-

tional database table. On the other side is unstructured data: photographs of overcrowded platforms,

audio recordings of accessibility complaints, video clips of route diversions, and free-text narratives

describing the lived experience of a journey. Individually, each form provides a partial picture of

urban mobility; together, they offer the contextual richness that transportation planners need to un-

derstand not only where and how people travel, but why they make the choices they do and what

they experience along the way. The central challenge addressed by this thesis is that the backend

database architectures used in current transportation systems cannot efficiently store, integrate, and

query these two forms of data together.

Historically, Intelligent Transportation Systems (ITS) and travel survey platforms have relied

on Relational Database Management Systems (RDBMS) such as PostgreSQL, MySQL, and SQL

Server to store trip records. RDBMS organise data into tables with fixed schemas, where each

table contains rows (records) and columns (attributes). Relationships between entities, for example

between a user and their trips, or between a trip and its feedback, are represented implicitly through

foreign keys: column values in one table that reference the primary key of another. When a query

requires data from multiple tables, the database engine must perform join operations that scan,

match, and combine rows at execution time.
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This tabular architecture works well for structured, predictable data. However, it encounters a

fundamental limitation when the data becomes heterogeneous and densely interconnected. Consider

a multimodal travel record that must link a commuter to a trip, the trip to its GPS geometry, the trip to

one or more feedback entries, each feedback entry to its associated multimedia files (images, audio,

video, documents), and each file to its metadata (timestamps, geotags, file type, size). In a relational

schema, reconstructing this chain of associations requires four or more consecutive join operations.

The computational cost of each join grows with the number of records in the participating tables, and

when multiple joins are chained, these costs compound. As data volume increases from hundreds

to hundreds of thousands of records, query latency in relational systems can degrade by orders of

magnitude.

Furthermore, RDBMS offer limited native support for storing multimedia content alongside

structured records. The two conventional approaches, converting files to Binary Large Objects

(BLOBs) stored in table columns, or encoding media as base-64 strings, both introduce significant

drawbacks. BLOB storage inflates the database, hinders backup and restoration operations, and de-

mands costly server resources that a file system handles more efficiently. String encoding degrades

data quality and is impractical for large files such as videos. These limitations mean that exist-

ing transport systems either exclude multimedia data entirely or manage it through ad-hoc external

file systems that are disconnected from the trip records they describe, severing the semantic link

between a commuter’s experience and the structured data that contextualises it.

Graph databases offer a fundamentally different approach to data storage that directly addresses

these limitations. A native graph database such as Neo4j represents data using nodes (entities),

relationships (directed, typed connections between entities), and properties (key–value attributes

on both nodes and relationships). Crucially, relationships are stored as first-class objects in the

database: each node maintains direct physical pointers to every node it is connected to, a property

known as index-free adjacency. This means that traversing from a user to their trips, from a trip to its

feedback, and from feedback to its attached multimedia files follows a chain of direct pointers rather

than executing join operations against indexed tables. The cost of such a traversal is proportional to

the number of connections followed, not to the total size of the database.

For multimodal transportation data, this architecture offers three concrete advantages. First, the
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heterogeneous chain of user, trip, geometry, feedback, and file entities is represented as a natural

graph structure where each relationship carries its own type and properties, preserving the semantic

context that relational foreign keys discard. Second, the graph query language Cypher expresses

these traversal patterns using an intuitive visual syntax that directly mirrors the data structure, re-

ducing query complexity compared with multi-table SQL joins. Third, because traversal cost does

not depend on total dataset size, graph databases maintain low query latency even as the system

scales to hundreds of thousands of records, a critical requirement for real-time feedback systems.

Previous studies that incorporated graph databases in transportation focused primarily on rep-

resenting transport networks as graph structures, using structured data alone. (Czerepicki, 2016)

demonstrated that Neo4j could perform traversal and connectivity queries more quickly than rela-

tional methods using tabular General Transit Feed Specification (GTFS) data. (Fortin, Trépanier,

& Morency, 2016) embedded GTFS datasets into a graph-oriented framework to enhance transfer

efficiency and road network accessibility. (I. Maduako, Cavalheri, & Wachowicz, 2018; I. D. Madu-

ako, Wachowicz, & Hanson, 2019) introduced time-varying graph models to depict changing transit

states over time, yet relied on structured sequential datasets. (H. Huang, Bucher, Kissling, Weibel,

& Raubal, 2019; Wirawan, Riyanto, Nugraheni, & Yasmin, 2019) expanded graph structures to in-

clude multimodal routing and schema design, integrating public transit, carpooling, and walking

into cohesive graph architectures, although they did not incorporate real-time user-generated feed-

back. (Shibanova, Stroganov, & Rudakov, 2021) developed formalised graph schemas and semantic

hierarchies for data interoperability and (Park & Cheng, 2023) created a real-time multimodal graph

framework integrating multiple transport modes across London. None of these studies addressed the

integration of unstructured multimedia feedback with structured trip data within a graph database

backend, which is the gap that this study fills.

The architectural limitation described above is compounded by a parallel gap on the data col-

lection side. Urban commuting is inherently unpredictable: delays, overcrowding, route diversions,

accidents, and accessibility challenges each influence not only the immediate journey but also a

commuter’s perception of the entire transportation system (Y. Huang, Li, Han, Xu, & Medeossi,

2024; Joshi, Agarwal, Kumar, Dogra, & Nandan, 2024; Lemonde, Arsenio, & Henriques, 2021).

Although transit agencies collect data on schedules, routes, and ridership, they rarely capture the
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lived, in-the-moment experiences that shape daily travel decisions (Berggren, 2021). The absence

of such context creates a gap between operational metrics and the realities faced by commuters

(Clifton & Muhs, 2012).

Traditional travel surveys predominantly rely on post-trip, text-based recollections, which con-

dense diverse experiences into simplified summaries and depend heavily on participants’ memory,

subjective interpretation, and willingness to report events retrospectively (C. Chen, Gong, Lawson,

& Bialostozky, 2010; Dabiri & Heaslip, 2018). Although many travellers informally document

their journeys using photos, videos, audio recordings, or notes, current transportation infrastructure

cannot process or integrate this real-time multimodal feedback with trip records (Harding, 2019).

Existing mobility applications focus on GPS logging (Stopher, Daigler, & Griffith, 2018), mode

detection (Prelipcean, Gidófalvi, & Susilo, 2016), purpose detection, and passive sensing (Hos-

seini, 2025), which excel at quantifying movement but cannot incorporate the social, emotional,

and accessibility-related dimensions of travel. Continuous GPS logging itself suffers from rapid

battery depletion, reduced accuracy in urban canyons, data loss during signal interruptions, and in-

creased privacy concerns (C. Chen et al., 2010; Dabiri & Heaslip, 2018), frequently resulting in

incomplete or inconsistent trip records in densely populated metropolitan areas.

This methodological limitation prevents transport systems from fully understanding disruptions,

accessibility barriers, and behavioural responses, especially for marginalised groups. Without in-

tegrated real-time multimodal feedback and a backend architecture capable of managing it, oppor-

tunities for responsive planning, targeted interventions, and inclusive policy development remain

unrealised.

This thesis addresses both the backend architectural deficiency and the data collection gap

through two integrated contributions. On the data collection side, the BDMobility travel survey

application, developed through the Bridging Divides (BD) Program (Bridging Divides, 2025), was

enhanced to combine structured trip data with real-time commuter observations in multiple multi-

media formats: text, audio, video, images, and documents. The application was deployed and tested

in Greater Montreal and Toronto, leveraging the diverse multicultural demographics and complex

transit systems of these metropolitan areas. The system adjusts dynamically to users’ travel patterns

and socio-demographic characteristics, allowing for the collection of revealed preference data that
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enhances stated preference modelling (Cabalquinto & Hutchins, 2020; Shaheen, 2016).

The application incorporates the MotionTag Software Development Kit (SDK), a mobility-

sensing framework that optimises continuous trip tracking while minimising participant burden.

MotionTag enhances data reliability through adaptive sampling, intelligently switching between

GPS, Wi-Fi, cell-tower triangulation, and onboard sensors such as accelerometers and gyroscopes.

This hybrid sensing approach maintains high spatial and temporal precision without excessive bat-

tery drain and mitigates recall and transcription biases by automating data capture in real time

(MotionTag GmbH, 2025).

On the backend architecture side, the RDBMS (PostgreSQL) used in the previous version of

the system was replaced with Neo4j, a native graph database, enabling the integration of structured

trip data and unstructured multimedia feedback within a single, semantically rich data store. The

graph query language Cypher replaces cumbersome SQL join statements with intuitive pattern-

matching queries that naturally express the relationships among users, trips, feedback, and files.

The purpose of this architectural transition is to advance transportation analytics beyond GPS traces,

enabling deeper behavioural insights and supporting the development of more responsive, resilient,

and inclusive transportation systems.

Guided by the identified research gaps, this study establishes clear objectives to deepen the

understanding of commuter behaviour, optimise transport data architectures, and integrate unstruc-

tured multimodal feedback with structured trip data in the following terms:

(1) What structural and data requirements are necessary to maintain multimodal travel databases?

(2) How can commuter feedback be enriched using live multimodal inputs?

(3) In what contexts are commuters most likely to record their travel experiences, and which

multimedia data are preferred and often reported in such contexts?

The aforementioned objectives, in turn, underpin the study’s contributions toward more adaptive

and human-centered mobility intelligence systems.
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1.1 Contribution

This study makes two main contributions. First, this study, optimized the BD Mobility Travel

Survey Application to record real-time trip feedback by offering a new dimension to trans-

port data modelling to capture, store, and manipulate unstructured, multimodal commuter feedback

alongside structured trip data on sequences of movement, locations, and halts across multiple travel

modes through the BD Mobility app. The system extends conventional data collection by recording

commuters’ lived travel experiences in diverse multimedia formats such as video, audio, images,

documents, and textual narratives. A novel enhancement within the application allows it to auto-

matically detect unusual stops, defined as halts exceeding three minutes, and to trigger real-time

feedback prompts irrespective of whether the user is travelling by public transport, private vehicle,

or on foot. This contextual feedback mechanism captures the situational nature under thematic clas-

sification of each event, embedding precise timestamps, locations, and narrative annotations with

files that enrich the interpretation of commuter experiences within the travel timeline.

More significantly, the study identified a critical gap in existing travel behaviour studies, indi-

cating traditional surveys effectively capture the locations and modes of travel but fail to address the

underlying reasons for travel behaviour. The findings demonstrated that commuters’ mode choices

are significantly influenced by their lived travel experiences, highlighting the necessity of docu-

menting experiential and contextual data to better understand travel behaviour dynamics. The early

development of this research was presented at the 13th International Steering Committee for Trans-

port Survey Conference (ISCTSC 2025).

Second, to address the critical gap identified in the first study, the subsequent study focused

on Real-Time Multimodal Travel Feedback Processing with a Graph Database for the Travel

Survey App. This study provides a cohesive methodological and architectural framework for the

storage, organization, and real-time manipulation of multimodal travel data, with particular em-

phasis on preserving semantic relationships among journeys, events, and user-generated context.

The study conducts an experimental comparison of relational databases (PostgreSQL and MySQL)

and a native graph database (Neo4j) to evaluate how different storage models support multimodal

data manipulation workflows at scale, using performance metrics that capture ingestion efficiency,
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retrieval latency, system resource utilization, and relational linkage across heterogeneous data types.

The contribution therefore lies in demonstrating how unstructured multimodal feedback can be

systematically stored, manipulated, and queried alongside structured trip records, enabling richer

contextual representations of mobility data. The novelty is not in behavioural inference, but in the

design and evaluation of a backend system capable of efficiently managing and manipulating mul-

timodal data at scale. Building on this architectural foundation, the research extends a travel survey

application to support real-time multimodal feedback capture and illustrates how graph-based data

structures more effectively represent the relational complexity inherent in human mobility. Collec-

tively, the findings highlight the limitations of conventional transportation data systems and establish

a scalable, feedback-enhanced framework that bridges structured mobility data with unstructured

experiential input, thereby supporting more context-aware, responsive, and human-centred travel

survey and transportation planning systems.

1.2 Thesis Organization

The remainder of the thesis is structured as follows: Chapter 2 offers a comprehensive overview

of the existing literature on smartphone-enabled mobility collection, architectural and design chal-

lenges in transportation systems, and how the challenges are addressed by reinventing multimodal

data management with graph databases to collect trip feedback. Chapter 3 introduces a comparative

study of the architecture and design constraints in recording multimodal data as feedback on travels

in our proposed transportation system. Chapter 4 presents analysis on insights inferred from user

experiences based on observed trip characteristics. Chapter 5 concludes the thesis and summarizes

our contributions.
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Chapter 2

Literature Review

Travel data is crucial to understanding travel patterns, behaviours, and preferences, as it pro-

vides the empirical basis for understanding how people move and supports data-driven decisions to

improve transportation systems and policy planning based on forecasted demands on travel mod-

els. Travel surveys are instrumental in collecting individual or household travel data to understand

activity behaviours and measure daily travels. Typical travel surveys are specifically modelled to

collect data on individual demographics, household and travel characteristics, for instance, travel

modes, purpose, duration, distance, etc. In the past, travel surveys were solely known to depend on

the participants’ memory recall of completed trips, especially with state-of-practice methods (e.g.,

computer-assisted telephone interviews, mail, or web-based travel diaries). This approach has been

known to suffer from inconsistent and inaccurate data (Servizi, Pereira, Anderson, & Nielsen, 2021).

Modern technologies introduced GPS loggers and location-aware smartphones to automatically log

locations and activities continuously, providing bases to validate recall-based travel diaries (Graells-

Garrido, Opitz, Rowe, & Arriagada, 2023; Harding, Faghih Imani, Srikukenthiran, & Miller, 2021).

Reviewing existing studies in this domain, it is observed that the expressions of commuters

during events, typically disruptions and others that deviate from the daily perceived travel events

are not recorded. This remains so due to the architectural and design limitations inherent in ex-

isting transportation systems. In recent times travellers often record travel experiences in videos,

audios, images, documents, and notes in digital travel journals. This data is ideal to enrich travel

data by introducing more context and emotions into unplanned events that affect travels, including
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prolonged waits, accidents, discomfort, and others (Singleton, 2020). This ensures transportation

systems adapt with timely responses to real-time events (Harding, 2019; Servizi et al., 2021).

In this section, an overview of early studies into enhanced location-aware smartphone applica-

tions, their limitations, how the identified gap is addressed in our approach, and how the proposed

system was transformed to record multimodal data along with trip data to overcome the technical

and architectural deficiencies in existing transportation systems using a graph database.

2.1 Location-aware Transportation Applications

Location-aware mobile applications represent a notable result of research on smartphone-based

mobility; nonetheless, their influence on travel behaviour and mobility systems is more complex

than their technological advancement suggests. Applications such as Google Maps, Transit, and

CityMapper integrate static transport schedules with live GPS data to facilitate dynamic routing,

multimodal journey planning, and real-time updates. Prior research indicates that these factors

can reduce uncertainty in daily commuting, improve user satisfaction, and promote shifts in trans-

port modes towards more sustainable options (Kaasinen, 2003; Shaheen, 2016). These applications

employ adaptive algorithms to customise travel recommendations, adjusting routes and modes of

transport based on commuter preferences and historical data (Signer Del Cid, 2024). Research, such

as that presented in (Kamargiannis et al., 2023) and (Patterson, Fitzsimmons, Jackson, & Mukai,

2019), advances the field by integrating passive GPS tracking with stated preference surveys, fa-

cilitating the correlation of objective mobility data with subjective behavioural insights in near real

time.

Despite the recognition of these technical capabilities in the literature, the broader implications

remain insufficiently explored and inconsistently addressed. A significant number of studies adopt a

functionalist perspective, focusing on efficiency, route optimization, and system accuracy, while ne-

glecting the behavioural, emotional, and social dimensions of mobility. The premise that increased

information results in rational decision-making neglects the ways in which travellers interpret and

emotionally respond to disruptions, crowding, or perceived risk factors that substantially influence
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actual behaviour (Carrel, Halvorsen, & Walker, 2013; Ibrahim & Borhan, 2020). Moreover, ongo-

ing GPS logging poses both technical and ethical challenges. High energy consumption and data

gaps due to signal interference undermine data reliability, while persistent privacy concerns deter

participation and bias samples towards users with higher technological confidence (Hosseini, 2025;

Prelipcean et al., 2016).

A critical perspective suggests that these applications emphasize measurable metrics of mo-

bility, including routes, distances, and times, while neglecting the qualitative dimensions of the

travel experience. The gathered data predominantly emphasize movement, lacking sufficient con-

sideration of the affective and contextual dimensions of urban travel, such as stress during delays,

discomfort in overcrowded vehicles, and accessibility issues for vulnerable populations. This omis-

sion reinforces a narrow definition of ”smart” mobility that equates optimization with enhancement,

overlooking the essential social and emotional dimensions of the mobility experience. This gap

is addressed by integrating multimodal data sources, including self-reported wellbeing indicators,

environmental context, and situational feedback, into smartphone-based systems, which essentially

improves travel feedback with contextual data. This synthesis would shift the focus of the field

from technological enhancement to human-centered mobility analytics, aligning with recent calls in

transport psychology and behavioural informatics to balance efficiency with equity and well-being

(Fonseca et al., 2022; Yu, Cheung, Lau, & Woo, 2017; H. Zhang, Zhang, Liu, & Zhang, 2023).

2.2 Commuter Context and Experience Data

Researchers have increasingly recognized that commuting is not only a spatial and temporal

phenomenon but also a deeply contextual and emotional one (Gatersleben & Uzzell, 2007). De-

lays, overcrowding, and accessibility challenges significantly influence commuter satisfaction and

perceptions of system reliability (Lemonde et al., 2021).

Building on the foundational studies explored earlier, recent studies have progressively incorpo-

rated psychological and physiological viewpoints to more thoroughly understand the embodied and

contextual aspects of commuting. (X. Zhang & Ma, 2024) established that prolonged commuting
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times are associated with heightened stress and reduced mood, especially in congested settings, in-

dicating that spatial and temporal pressures influence emotional well-being. (Jain & Handy, 2025)

shown that commute well-being substantially affects total life satisfaction, with the mode of com-

muting (e.g., active versus motorized) modulating this association. Their findings suggest that com-

muting produces emotional spillover effects that transcend the travel itself. Recent advancements

in sensor-based and experience-sampling research have enhanced the empirical comprehension of

commuting as an emotional and context-dependent activity.

(Bosch, Luther, & Ihme, 2025) used physiological data, including electrocardiogram (ECG)

scans, to delineate real-time stress and satisfaction levels in public transport riders. Their findings

shown that emotional reactions vary dynamically over various route segments, affected by envi-

ronmental stimuli (e.g., crowding and delays) and social interactions. In addition, (Li et al., 2025)

examined commuting stress in healthcare professionals and found that emotional tiredness was sig-

nificantly associated with the duration, unpredictability, and form of commuting, so identifying

commuting as a psychosocial stressor with consequences for occupational health.

(Yang, He, He, & Peng, 2025) further discussed this viewpoint by creating a conceptual model

that associates commuting with the depletion of physical and psychological energy, contending

that urban factors such as density, noise, and congestion moderate the emotional effects of ev-

eryday travel. Similarly, research in transport geography, exemplified by (Sandberg, Hurmerinta,

Helminen, Leino, & Vasankari, 2024), has examined how alterations in infrastructure, such as the

implementation of new tramways, cultivate ”emotional commuting,” whereby commuters develop

emotional bonds and ingrained habits associated with changing mobility contexts. The emotional

aspect of commuting has been examined concerning mental health and social equality.

(Guan, Xue, Zhang, Chang, & Liu, 2025) indicated that extended commuting durations for

rural students adversely impacted mental health outcomes, highlighting the disparate emotional

strain of mobility among demographic groups. These findings correspond with extensive research

trends highlighting affective mobility, wherein emotions, identity, and social context converge to

influence daily travel experiences. These works collectively signify a paradigm change in transport

research, transitioning from perceiving commuting as a mechanical process of movement across

place and time to recognizing it as a contextually situated, emotionally charged human practice.
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The emotional geographies of commuting are now pivotal in mobility research, underscoring the

necessity for multimodal and multidimensional models that incorporate geographical, temporal,

contextual, and affective data. These insights are crucial for building transportation systems that

maximize efficiency and improve commuter well-being and quality of life.

Traditional travel surveys, however, are retrospective and text-based, often simplifying complex

lived experiences into textual summaries. Such methods overlook real-time contextual details that

are evident in situations such as discomfort, stress, or unsafe conditions (Harding, 2019). Prior stud-

ies have attempted to integrate smartphone surveys with experience sampling, asking commuters to

report emotions during trips (Carrel, Sengupta, & Walker, 2017). Others explore social media and

geographic information volunteered as proxies for real-time commuter feedback (Barns, 2020).

These studies collectively signify a paradigm change in transport research, transitioning from

perceiving commuting as a mechanical process of movement across place and time to recognizing

it as a contextually situated, emotionally charged human practice. The emotional geographies of

commuting are now pivotal in mobility research, underscoring the necessity for multimodal and

multidimensional models that incorporate geographical, temporal, contextual, and affective data.

These insights are crucial for building transportation systems that maximize efficiency and improve

commuter well-being and quality of life.

While these approaches enrich contextual data, they remain fragmented and difficult to inte-

grate into structured transport databases. Hence, there is a need to understand the complexity and

architectural and design restrictions inherent in transportation systems that inhibit the possibility to

integrate real-time contextual trip feedback with recorded trip data.

2.3 Architecture of Existing Transportation Systems

The evolution of transportation networks demonstrates an ongoing interaction among technol-

ogy advancement, urban expansion, and societal demands. Initial systems depended on human

and animal labor, facilitated by primitive road networks, canals, and wagons. These infrastructures

facilitated the spread of trade and settlement yet were hindered by geographical limitations and

inefficiencies (Grubler, 1990). The industrial revolution signified the initial significant transition,
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characterized by the advent of railroads and mechanized transport, which established standardized

timetables and facilitated long-distance connectivity essential for industrial economies (Grubler &

Nakicenovic, 1991). This was accompanied by urban tram systems, canals, and port developments,

which collectively established the groundwork for mass transit. The 20th century witnessed the

preeminence of automobility and aircraft, transforming mobility on both urban and global levels.

The advent of highways and private vehicle ownership provided individual autonomy, however

simultaneously resulted in congestion, pollution, and unequal accessibility (Dempsey, 2003). Con-

sequently, rapid transit systems (subways and metros) have become essential for high-density cities

and urban areas (Maslich & Voronova, 2024).

Modern transportation systems are increasingly conceptualized as systems-of-systems (SoS),

integrating multiple independent subsystems such as road infrastructure, public transit networks,

communication systems, and data management platforms. (DeLaurentis, 2005) argues that such

architectures face inherent complexity because they must align competing objectives, such as ef-

ficiency, safety, sustainability, and accessibility, across heterogeneous components. This intercon-

nectedness increases systemic fragility: failure in one component (e.g., communication delays)

can cascade across the system. Intelligent Transportation Systems (ITS) represent the backbone of

modern mobility solutions, integrating sensing, communication, and control technologies to opti-

mize traffic flow, improve safety, and support sustainable urban development (Xu, Lin, & Yu, 2017).

Typical ITS architectures consist of physical layers (sensors, vehicles, roadside units), communi-

cation layers (cellular, Wi-Fi), and data processing layers (centralized or cloud-based platforms).

These multi-layered designs allow real-time traffic monitoring, automated incident detection, and

multimodal travel information services (Elkosantini & Darmoul, 2013). Despite advancements, cur-

rent ITS architectures face major challenges around fragmentation across agencies, which leads to

incomplete integration of multimodal data (Macioszek, 2014) often described as data silos. Also,

there exist scalability constraints in centralized cloud-based systems through struggles with latency

and bandwidth demands in dense urban contexts (Nasim & Kassler, 2012). (Borzacchiello, Torrieri,

& Nijkamp, 2009) also identified interoperability issues, as many systems lack compliance with

standards, limiting cross-city or international integration. Public transit systems, on the other hand,
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often rely on layered architectures comprising operational control centers, vehicle tracking mod-

ules, passenger information services, and fare collection systems. These architectures allow transit

agencies to monitor fleets, estimate arrival times, and manage schedules (Sharma & Awasthi, 2022).

Public transit systems often primarily optimize supply-side operations but underrepresent demand-

side experiences, such as comfort, safety, and accessibility. Also, the architecture of public transit

systems often excludes real-time commuter-generated data, limiting responsiveness to disruptions

(Elkosantini & Darmoul, 2013).

Recent research explores distributed and hierarchical ITS architectures leveraging cloud com-

puting, edge devices, and 5G-enabled software-defined networks (SDNs) to enhance flexibility and

reduce latency (Din, Paul, & Rehman, 2019). Such architectures aim to address the scalability

bottlenecks of centralized systems by distributing computation closer to users and vehicles. Sim-

ilarly, communication architectures using Named Data Networking (NDN) improve efficiency in

data dissemination for vehicle-to-infrastructure interactions (Sousa et al., 2017). While technically

advanced, these systems still largely emphasize traffic efficiency and safety, with minimal integra-

tion of qualitative commuter experience data, and their implementation is costly and highly uneven

across regions, creating disparities between “smart” and under-resourced cities (Picone, Busanelli,

Amoretti, Zanichelli, & Ferrari, 2015).

The Intelligent Transportation Systems (ITS) have developed tremendously over the years to

become an integrated system of systems with technological innovations, policy, and social changes

focused on enhancing mobility efficiency, safety, and sustainability. The gradual development of

ITS architectures and their corresponding innovations from mechanized systems to integrated in-

formation technology systems are summarized in figure 2.1. This figure illustrates the transforma-

tion of transportation networks through successive phases, ranging from initial infrastructure-based

systems to modern data-driven and AI-enabled architectures. Each entry delineates the temporal

framework, geographical context, technological or conceptual progress, resultant effects on trans-

portation systems, and the principal researchers or studies that facilitated these advancements. The

transitions in development is organized chronologically, illustrating how emerging technologies and

infrastructures such as cloud computing, the Internet of Things (IoT), 5G, and artificial intelligence

(AI) have collectively influenced the contemporary ITS landscape, addressing challenges related to
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Figure 2.1: Merged Literature on Intelligent Transportation Systems (ITS) Architectures and De-
velopments (1990–2025)

scalability, interoperability, and governance. This approach offers a thorough examination of the

historical foundations and future directions of ITS research and implementation globally.

The figure 2.1 and table A.1 reveal notable patterns in the evolution of ITS reflecting the his-

torical trajectories in early studies from the 1990s to 2000s which emphasized standardization, in-

frastructure development, and system interoperability, laying the groundwork for integrated trans-

portation frameworks (Dempsey, 2003; Grubler & Nakicenovic, 1991). In the mid-2010s, emerging

studies indicated a transition to data-centric and cloud-enabled Intelligent Transportation Systems

(ITS) architectures (Elkosantini & Darmoul, 2013; Nasim & Kassler, 2012), signifying a shift from

physical and mechanized systems to cyber-physical systems. The emergence of edge computing

and 5G in the late 2010s and early 2020s (Din et al., 2019; J. Zhang & Letaief, 2020) marked

a notable advancement, enabling real-time communication and decentralized control mechanisms

that addressed latency and scalability issues inherent in earlier centralised models. Recent studies

by (Abirami, Pethuraj, Uthayakumar, & Chitra, 2024; Gong, Zhu, Yu, & Tang, 2023; Pawar et al.,

2024) highlighted a growing emphasis on AI-driven decision-making, blockchain governance, and

sustainability-focused Intelligent Transportation Systems (ITS), demonstrating an interdisciplinary

convergence of computer science, transportation engineering, and policy. The developments signify
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a shift from infrastructure-driven to intelligence-driven transportation systems, marked by connec-

tivity, automation, and ethical data governance that are influencing the future of global mobility.

2.4 Graph database usefulness in transportation systems

Graph database management systems (GDBMS) are a class of NoSQL databases that natively

represent data as nodes (entities) and edges (relationships), making them well-suited for com-

plex, interconnected systems such as transportation networks. Unlike relational databases, which

rely on tabular schemas and joins, graph databases are optimized for relationship-centric queries

such as pathfinding, transfer detection, and network traversal (J. Chen, Song, Zhao, & Li, 2020).

Several graph database implementations have been applied in transport and smart city contexts.

Neo4j, OrientDB, and TigerGraph are among the most widely studied. OrientDB has been noted

for speed in certain multimedia sensor applications (Küçükkeçeci & Yazıcı, 2017), while Tiger-

Graph is optimized for distributed, high-performance big data scenarios. However, Neo4j stands

out for its maturity, ecosystem, and support for transportation-related graph queries (Santos López,

2015). Research comparing graph databases and relational databases shows that RDBMS architec-

tures face scaling and flexibility issues when applied to transportation data. For instance, mapping

public transportation networks onto RDBMS requires multiple joins across schedules, routes, and

stop tables, which degrades performance in large, dynamic networks (Serin, Mete, Gül, & Celik,

2018). Graph databases avoid this overhead by natively encoding relationships, making path traver-

sal queries (e.g., shortest route, alternative path during disruption) significantly faster (J. Chen et

al., 2020). When processing multimedia data, relational databases are constrained by rigid schemas

and poor support for semi-structured or unstructured data. In contrast, graph databases flexibly link

unstructured commuter inputs (audio, video, images, documents, and text) to structured trip nodes,

supporting hybrid analyses that combine movement data with experiential feedback (Küçükkeçeci

& Yazıcı, 2018). Among available GDBMS, Neo4j has emerged as the de facto standard in both

academic and industrial applications for transportation, smart cities, and multimedia systems, in-

cluding social media platforms (Tjortjis, 2021). Neo4j is a superior choice based on the outstanding

advantages it offers through:
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(1) Neo4j is optimized for relationship-heavy queries with Cypher, a declarative query language

designed for graph traversal, outperforming SQL joins for transportation routing and disrup-

tion analysis (Kousis, 2023).

(2) Neo4j allows multimedia data (e.g., commuter-uploaded images or videos) to be linked di-

rectly to nodes (e.g., trips, stops), enabling multimodal feedback systems that RDBMS cannot

easily replicate (Mystakidis, 2023).

(3) Neo4j has been successfully deployed in smart city applications, including transportation,

energy networks, and multimodal integration, demonstrating its scalability and adaptability

(Serin et al., 2018).

(4) Neo4j’s widespread adoption ensures robust documentation, tooling, and integration with ma-

chine learning pipelines, which further strengthens its role in mobility research (Santos López,

2015).

Data management technologies in transportation systems have been shaped by the swift ad-

vancement of computers, data modelling, and the emergence of new transportation networks. The

transition from early relational database management systems (RDBMS), designed for structured,

tabular data, to contemporary graph database management systems (GDBMS), suited for intricate,

interconnected networks, exemplifies the growing demand for models that can depict dynamic,

multimodal, and real-time transport environments. Table 2.1 delineates a comparison of essen-

tial technical and functional aspects of RDBMS and GDBMS within the framework of transport

network modelling and their application in intelligent transportation systems (ITS). This compari-

son includes technological, methodological, and application-oriented viewpoints from recent stud-

ies, highlighting how developments in data architecture have revolutionized analytical capabilities,

scalability, and decision support in mobility management.
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Table 2.1: Comparison of Relational and Graph Databases in Transport Network Modeling and Management

Aspect Relational Databases

(RDBMS)

Graph Databases

(GDBMS)

Representative Studies

/ Sources

Data Struc-

ture and

Schema

Flexibility

Structured in fixed tables

(rows and columns)

with rigid schema; suit-

able for transactional

datasets.

Node–edge–property

model offering flexible

schema and dynamic

relationship creation.

(Hrnčı́ř & Jakob, 2013;

Smarzaro, Davis, &

Quintanilha, 2021);

(Neo4j, 2024).

Query and

Traversal

Efficiency

Performs well for aggre-

gate or relational queries

(e.g., SQL joins), but re-

cursive pathfinding de-

grades performance.

Optimised for graph

traversal and relation-

ship queries using

pathfinding algorithms

(Dijkstra, A*).

(Microsoft Corporation,

2025); (Neo4j, 2024).

Temporal

and Spatio-

Temporal

Data Sup-

port

Temporal modeling

often relies on time-

expanded tables or

versioned schema

extensions.

Dynamic or tempo-

ral graphs can model

evolving edges and time-

dependent relationships

directly.

(Bellocchi & Gerolimi-

nis, 2020; J. Chen et al.,

2020; I. Maduako et al.,

2018; Xue, Tan, Ma, Li,

& Wang, 2025)

(continued on next page)
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(continued from previous page)

Aspect Relational Databases

(RDBMS)

Graph Databases

(GDBMS)

Representative Studies

/ Sources

Integration

and Multi-

Source Data

Handling

Integration requires

complex ETL and

schema matching across

relational sources.

Naturally accommodates

heterogeneous data

(CSV, JSON, sensor, and

IoT feeds) using labeled

property models.

(Smarzaro et al., 2021);

(California Department

of Transportation, 2024).

Use Cases in

ITS / Trans-

port

Efficient for managing

static datasets such as

schedules, timetables,

and trip logs using

PostGIS or PostgreSQL.

Ideal for multimodal

network modeling,

real-time routing, and

connectivity analysis in

smart cities.

(X. Chen & Tong,

2025; Czerepicki, 2016;

H. Huang et al., 2019;

I. D. Maduako et al.,

2019).

Scalability

and Perfor-

mance

Scales vertically;

schema changes re-

quire downtime and

migrations.

Horizontally scalable;

supports distributed

graph processing and

streaming integration.

(Fortin et al., 2016;

I. D. Maduako et al.,

2019; Neo4j, 2024).

(continued on next page)
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(continued from previous page)

Aspect Relational Databases

(RDBMS)

Graph Databases

(GDBMS)

Representative Studies

/ Sources

Advantages Strong data consistency,

mature SQL ecosys-

tems, ACID-compliant

transactions.

Superior performance in

connected data, intuitive

for network visualization

and analytics.

(Hrnčı́ř & Jakob, 2013;

Neo4j, 2024).

Limitations Weak performance in

recursive or path-based

queries; inflexible for

evolving schemas.

High memory footprint

for large graphs; fewer

mature query optimizers

and analytic tools.

(Chondrogiannis,

Kalogeraki, & Gunopu-

los, 2016; H. Huang et

al., 2019; Neo4j, 2024;

Schema App, 2023).

Emerging

Trends

(Post-2025)

Hybrid SQL + NoSQL

architectures with em-

bedded graph extensions

(e.g., PGQ, Oracle

Graph).

Graph neural networks

(GNNs) and AI-driven

dynamic graph updates

for predictive mobility

and routing.

(Xue et al., 2025;

Q. Zhang, Ma, Zhang, &

Jenelius, 2025).
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This investigation revealed a clear shift from structured, schema-based relational models to

adaptable, connection-oriented graph structures, which accurately depict the intricacies of modern

transportation networks. Relational databases are crucial for the management of static and transac-

tional data, such as schedules, fare records, and ridership logs. In contrast, graph databases excel

at modelling dynamic, multimodal, and relational data, where connectedness and network traversal

are essential. This shift corresponds with the comprehensive evolution of transportation systems,

where real-time analytics, sensor integration, and multimodal routing increasingly rely on graph-

based data structures. Recent research by (I. D. Maduako et al., 2019) and (Fortin et al., 2016)

indicates that graph-based methodologies improve the efficacy of transit network analysis and mul-

timodal trip planning. The integration of AI and graph neural networks marks a new phase in this

evolution, providing predictive capabilities aligned with emerging trends in smart city mobility and

autonomous transportation systems.

In this study the graph databases considered are compared against each other to reveal their

strengths and weaknesses to signify the why Neo4j remains preferred over OrientDB in integrating

structured and unstructed data. The comparison is highlighted in the table 2.2 below.

2.5 Summary and research gaps

In a nutshell, the review of existing transportation system architectures reveals a persistent ten-

sion between structured data efficiency and contextual depth. In the context of Intelligent Trans-

portation Systems (ITS), the interconnected components of human mobility include travel patterns,

traveller behaviour, and perceptions. Travel patterns denote the identifiable sequences of movement

that Intelligent Transportation Systems (ITS) platforms monitor and analyze through location and

sensor data. Traveller behaviour encompasses the decision-making processes that influence pat-

terns, including the selection of routes or modes of transport, whereas perceptions relate to individ-

uals’ subjective assessments of their travel experiences. ITS frameworks integrate these dimensions

through the use of sensor-based data to quantify patterns, behavioural analytics to infer decisions,

and participatory or feedback mechanisms to capture perceptions. These components collectively
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Table 2.2: Comparison of Neo4j and OrientDB for Multimodal Feedback System

Criteria Neo4j OrientDB
Data Model Native property graph: highly optimized

for relationships and traversal (J. Chen et
al., 2020).

Multi-model (graph + document + key-
value + object); versatile but less opti-
mized for graph workloads (Fernandes &
Bernardino, 2018).

Query Lan-
guage

Cypher query language. Declarative and
graph-optimized.

SQL-like query language with support for
Gremlin and pattern matching.

Performance Superior performance for relationship-
intensive queries and transport networks
(Virić & Pantelić, 2023).

Slower graph traversals compared to
Neo4j; performance trade-offs due to the
multi-model design.

Multimedia
Handling

Stores metadata in graph links exter-
nal multimedia files (audio, video, im-
ages, documents) efficiently (Vyawahare,
2024).

Can embed documents natively but
lacks optimized multimedia-handling
pipelines.

Ecosystem
& Support

Largest community and rich ecosystem
(Graph Data Science, visualization tools,
connectors).

Smaller community, fewer advanced li-
braries, and limited integrations (Verey-
cken, 2016).

Scalability Scales effectively for transport and feed-
back systems with millions of relation-
ships.

Scales horizontally; however, the hybrid
design complicates the optimization of
graph-heavy queries.

Suitability
for Research

Strong fit for analyzing when, why, and
how feedback occurs across multimodal
journeys.

Flexible for heterogeneous data but less
efficient for narrative and relational anal-
yses.

enable a thorough, human-centered approach to mobility intelligence, aligning operational perfor-

mance with user experience.

Building on this, traditional ITS built largely on relational database infrastructures, have ex-

celled in processing structured, operational data such as schedules, traffic flows, and GPS logs.

However, these architectures exhibit fundamental constraints: (i) difficulty in scaling to model the

complex, dynamic, and relational nature of urban transportation networks; (ii) reliance on siloed

datasets that separate commuter experiences from system performance; and (iii) inability to accom-

modate multimodal, unstructured inputs such as audio, video, or images that reflect real commuter

realities (J. Chen et al., 2020; Serin et al., 2018). Recent advances in graph databases offer a trans-

formative response to these limitations. By representing transportation networks as nodes and edges,

graph databases such as Neo4j overcome the join-heavy inefficiencies of RDBMS and support native

pathfinding, disruption modelling, and multimodal integration (Kousis, 2023). Neo4j, in particular,

has proven effective in smart city and transportation contexts, enabling the integration of heteroge-

neous data sources, from structured mobility logs to unstructured multimedia feedback, within the

22



same analytical framework (Mystakidis, 2023). Parallel research on smartphone-enabled mobility

applications shows that location-aware technologies have revolutionized data collection by enabling

continuous trajectory logging and passive sensing. Yet, these approaches remain technically and

contextually constrained. Continuous GPS logging is limited by battery consumption, privacy risks,

and signal inaccuracy in dense urban areas, leading to incomplete or biased datasets (Prelipcean et

al., 2016). Moreover, smartphone-based systems focus heavily on movement metrics, such as travel

time or mode detection, while overlooking the qualitative, emotional, and accessibility-related di-

mensions of travel experiences.

This thesis is positioned at the intersection of these two trajectories, integrating structured data

on trips with multimodal unstructured feedback data within a graph database and an enhanced

smartphone-enabled sensing application that records real-time trip feedback, by proposing the BD-

Mobility application as a novel contribution. Developed under the Bridging Divides initiative,

BDMobility integrates the MotionTag SDK for energy-efficient, multimodal trip and purpose de-

tection while addressing privacy, connectivity, and accuracy concerns inherent in location-aware

applications. Crucially, it extends beyond structured trip logs by enabling commuters to contribute

real-time, multimodal feedback in audio recordings, video clips, images, text annotations, and doc-

uments, which are linked directly to their trip data.

Capitalizing on the limitations of both relational architectures and smartphone-only sensing, the

proposed system advances transportation research in three distinct ways: 1. It creates a multimodal

data-based travel database that unifies structured and unstructured commuter data. 2. It demon-

strates the practical superiority of graph databases for modelling dynamic, user-centered transporta-

tion networks. 3. It embeds commuter experiences into the architecture of mobility systems, bridg-

ing the gap between operational performance metrics and lived realities.

In summary, the literature confirms the deficiencies in the architectural and methodological ca-

pacity of existing systems to represent the complexity of urban commuting in its full multimodal and

experiential contexts. This study addresses that gap by introducing a graph-based, human-centered

application and database architecture through the BDMobility application, thereby justifying the

necessity and timeliness of this research.
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Chapter 3

Methodology

The primary aim of this research is to evaluate different backend database architectures specif-

ically PostgreSQL (relational), SQL Server (relational), and Neo4j (graph) for their capacity to

support the enrichment of structured trip data, collected through smartphone GPS and sensory in-

puts, with unstructured multimodal commuter feedback encompassing voice, video, images, text,

and documents. By benchmarking these three engines across insertion, retrieval, storage, and scal-

ability metrics, the study identifies which architectural paradigm best accommodates the dual data

dimensions of structured mobility records and unstructured experiential inputs, while also address-

ing practical constraints such as data privacy, GPS data accuracy, and smartphone battery depletion.

Existing ITS architecture and design emphasize efficiency, overlooking the actual circumstances

of commuters and leading to shortcomings in terms of inclusivity, responsiveness, and user experi-

ence. This chapter delineates a method for executing and verifying the BDMobility application as

a proof-of-concept platform that integrates these two data dimensions into a graph database frame-

work. The comparative evaluation of relational and graph backends, combined with the merger of

structured mobility data with multimodal commuter inputs, demonstrates the feasibility of creating

human-centred transportation data frameworks that reflect real-time commuter experience.

This chapter is structured as follows: Section 3.1 outlines the research design that supports this

study. Section 3.3 outlines the data collection framework, including the data sources, smartphone

application, study context and ethical considerations. Section 3.4 outlines the system design, em-

phasizing the graph database schema and its advantages over the relational databases. Section 3.6
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outlines the data processing and integration pipeline, whereas Section 3.3 describes the deployment

and testing processes, including the pilot study design and evaluation criteria. Section 3.7 outlines

the methodological limitations of this study. Section 3.8 concludes by linking the methodology to

the research questions and literature evaluation.

3.1 Research Design

This study utilizes a proof-of-concept approach to design, implement, and evaluate the proposed

system. This ensures that the research focuses primarily on developing and assessing a functional

framework that consolidates structured and unstructured trip data into one database. It is worth

mentioning that all the structured data were recorded through the participants’ mobile device, how-

ever the unstructured data were rather generated from one principal test account using the tester’s

completed trip data. This formed the basis of the experiment to collect real-time multimodal travel

data as the trip feedback as a case study to test the proposed backend system.

Furthermore, the central concept is a human-centred transportation data architecture that em-

phasizes the commuter experience rather than infrastructure efficiency. This corresponds with the

acknowledged constraints in the architecture and design of current ITS and location-aware smart-

phone apps, which primarily limit travel data records to geospatial data while exhausting battery

life through continuous location tracking, neglecting the emotional, social, safety, and accessibility

aspects of travel.

This design choice prioritizes data acquisition, database architecture, and system integration and

establishes a methodological basis for scaling multimodal data integration in future transportation

systems and research through system design and pilot testing.

3.2 Use Case–Driven Data Integration

The approach used to integrate and manage the graph database considers the varying data for-

mats and merges structured trip data with multimedia live feedback guided by a use-case-driven

requirement-design process. This method guarantees that the system design aligns primarily with
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the operational and analytical requirements of end-users, such as mobility planners, autonomous ve-

hicle control systems, and public security analysts. In this addition, the requirement specifications

act as the central basis to connect user needs to data modelling, integration architecture, and query

semantics. It specifies the purpose the graph database must fulfill (functional requirements) and the

performance criteria it must satisfy under practical limitations (nonfunctional requirements). The

methodology is elaborated further through a systematic process, commencing with the discovery of

fundamental use cases.

The use cases form the fundamental components of the requirement specifications described

previously. Each use case specifies the interaction between an actor and the system, thereby guiding

both schema design and data flow integration. The principal use cases identified for this system are

as follows.

Autonomous vehicle navigation and decision support through querying multimodal trip histo-

ries and real-time feedback data to optimize navigation. The following data requirements make it

possible to rely on the proposed system for this case study through the integration of spatiotemporal

trip data (paths, stops, modes), access to contextual multimedia streams (e.g. videos, images), and

low-latency query support for dynamic route adjustment using the best pathfinding feature from the

graph database.

Security incident detection and analysis enable transportation authorities and security services

to correlate real-time feedback data (audio, video, images, documents, and narrations) with trip

sequences for post-event investigations. The following aspects of the backend system allow this

case study to be explored through the semantic linkage between events, trips, and user-generated

multimedia, and support event timeline reconstruction through graph traversal.

Passenger experience analysis can be performed using the merged data of trips and user feedback

to provide contextual data into the lived experiences of commuters across different transportation

modes to better understand shift factors in observed travel patterns and provide timely and tailored

responses during disruptions. Inferences from the data streams could reveal situations such as over-

crowded transits, accessibility challenges, and violence for timely safety considerations.

According to, (Kulak & Guiney, 2012) a use-case-driven approach can be used to elicit and

categorize functional and non-functional system requirements. The functional requirements include:

26



(1) Support for multi-entity graph modelling: nodes (trips, vehicles, users, places) and edges

(relationships, transitions, interactions).

(2) Real-time ingestion of multimedia feedback synchronized with trip timestamps.

(3) Query interfaces supporting pattern matching and temporal reasoning.

(4) APIs for integration with AI-driven modules (e.g., anomaly detection, path optimization).

While the non-functional requirements are

(1) Scalability to handle continuous multimedia streams.

(2) Fault tolerance in distributed data ingestion.

(3) Data privacy controls for user-contributed media.

(4) Graph query performance under sub-second latency for operational contexts.

When this system is implemented and adopted, the use case scenarios can be validated through

simulations and live deployment trials to ensure the goal of this study in identifying the structural

and data requirements necessary to maintain multimodal travel databases is met.

3.3 Implementation Framework

Figure 3.1 contrasts the architecture of existing transportation systems with the proposed BD

Mobility platform, illustrating both the structural limitations that motivate this study and the ar-

chitectural decisions that address them. The figure is organised into four layers, read from left

to right: Existing Systems, Trip Segmentation, Backend Data Processing, and User Interaction &

Experience.

The left panel of Figure 3.1 depicts existing systems and identifies two categories of limitation

that the proposed system must overcome. The first is the fragmented architecture of current Intelli-

gent Transportation Systems (ITS). Existing ITS operate as a collection of siloed subsystems: travel

surveys and research, traffic and transit monitoring, ticketing and fare collection, security and inci-

dent management, and daily operations management each run concurrently as independent services
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within separate organisational units (DeLaurentis, 2005; Elkosantini & Darmoul, 2013). Because

these subsystems are not integrated into a unified data architecture, observations made in one sub-

system cannot be seamlessly referenced by another, even within the same city or transit agency (Xu

et al., 2017). This fragmentation prevents the collection and integration of real-time travel feed-

back using multimodal data (Lemonde et al., 2021) and limits the ability of agencies to provide

timely responses to commuter feedback (Barns, 2020). The relational databases (RDBMS) that un-

derpin each subsystem store data in isolated tables with rigid schemas, and relationships between

entities across subsystems can only be reconstructed through costly join operations, as described in

Section 3.4.3.

The second category of limitation shown in the existing systems panel concerns smartphone-

based GPS data collection. As detailed in Section 2.1, continuous GPS logging suffers from pri-

vacy and GDPR compliance concerns, inconsistent network connectivity, GPS signal loss in urban

canyons, high battery consumption, and dependence on device ownership and digital literacy (Hos-

seini, 2025; Prelipcean et al., 2016). These constraints result in incomplete or inconsistent trip

records that compromise the representativeness of mobility datasets.

To address these limitations, the proposed system introduces two architectural changes. First,

MotionTag is integrated to improve smartphone-based data collection by: (1) refining GPS data

through hybrid sensing for higher accuracy, (2) ensuring data privacy through adaptive sampling,

and (3) optimising battery usage through intelligent switching between GPS, Wi-Fi, and onboard

sensors. Second, a Neo4j graph database replaces the RDBMS backend to handle multimodal data

processing and storage within a single, semantically connected data store.

The trip segmentation module in Figure 3.1, supported by the MotionTag SDK, is central to

the architecture. This component automatically identifies trips, categorizes them by purpose and

mode, and optimizes the data. The system employs a hybrid sensing approach that integrates GPS,

Wi-Fi, and onboard motion sensors to obtain precise location and time data while minimizing bat-

tery consumption and data usage. Wi-Fi-only transmission facilitates data synchronization, thereby

enhancing privacy and conserving energy.

This layer integrates raw GPS recordings with structured trip data by converting continuous

sensor information into significant travel events, such as trips, stops, and purposes. The optimized

28



data is transmitted to the backend via secure RESTful web services, ensuring consistency across

mobile and web interfaces.

The backend data processing layer of Figure 3.1 comprises interconnected components designed

for scalability, resilience, and the capacity to manage various data types. The system includes NPM

and PM2 servers for application management and process monitoring, a REST API for data transfer,

and a dedicated file server for multimedia storage.

The Neo4j graph database serves as the core component of the backend architecture. The model

delineates the relationships among users, trips, feedback, files, and notifications. Neo4j distin-

guishes itself from conventional relational databases by allowing a more flexible data modelling

approach that emphasizes relationships. This enables the observation of variations in journeys, lo-

cations, and commuter feedback over time. This structure facilitates the execution of complex graph

queries, enabling the analysis and visualization of travel patterns and user experiences in real time.

The user interaction layer in Figure 3.1 constitutes the visible and operational component of

the BD Mobility system for users. Access is available via cellphones, online portals, and wearable

devices. Participants can document feedback in various formats, including text, photos, audio,

video, and documents, which are directly associated with their verified visits. This user-centered

design promotes diversity, reduces memory bias, and incorporates actual commuter experiences into

standard travel survey data.

3.4 System Architecture

3.4.1 Overview of Architecture Design

Based on the proposed implementation framework illustrated above, the proposed system is

designed as a layered pipeline that depicts the network data path and interactions among various

system components within the proposed system. The adoption of a graph database in the pro-

posed system optimizes the backend tasks to collect and process completed trips and multimodal

data, along with stated-preference and revealed-preference survey data collected using the app. The

initial version of the proposed system utilized an RDBMS, which suffered from architecture and de-

sign deficiencies similar to those of ITS. This limitation affects the potential to record and process
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Figure 3.1: Implementation framework contrasting existing systems (left) with the proposed BD
Mobility architecture (right). The existing systems panel identifies the siloed ITS subsystems and
smartphone GPS logging limitations that the proposed graph-database-backed platform addresses.

multimodal data as trip feedback in real time.

Figure 3.2(a) and (b) present the architecture adopted to overcome the design bottlenecks in

the RDBMS and the previous version of the proposed system, respectively. Figure 3.2(a) depicts

the network architecture that is interfaced when users access the mobile app over public networks.

After the user is authenticated, the MotionTag SDK logs user movement events, which are retrieved

and displayed in the trip diary page when stored in the database in the backend system. From the

backend system the various actors, i.e., researchers, developers, and system administrators, access

the backend system to infer from the recorded data.

Figure 3.2(b) expands on the various components that exist between the frontend (mobile app)

and the backend. The two main subcomponents are interlinked using APIs that verify client requests

against the backend and respond with acknowledgment. The frontend embodies various subcom-

ponents, including Motiontag movement detection and logging, in-app notifications, and google

services for device authentication, maps, and location services. Other aspects that had been defined

outside this study include the user surveys, which presents questionnaires on migration integra-

tion, travel preferences, and sociodemographics. As described in the implementation framework in
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section 3.3 and figure 3.1 this backend system handles automations such as updating the trips and as-

signing feedback to trips via the Process Manager (PM2) server component included in the internal

server in figure 3.2(b), the file server stored user feedback files, and the graph database component

maintains the datastore by representing the recorded data as nodes and relationships in the backend

system. Web APIs are provisioned to handle events such as user management and authentication to

the backend system and to expose aspects of the backend for interconnection by other systems to

enhance interoperability.

Figure 3.2: (a) Network Architecture (b) High-level Application Architecture

Figure 3.2(a) depicts the data transmission path from a commuter’s mobile device to the internal

servers, indicating the channels used to transmit and receive user data. In this figure, a complete

trip with features such as trip time, mode, purpose, and location coordinates, along with multimodal

feedback data is transmitted from the user’s smartphone to the backend via wireless communication.

The data received were further preprocessed in the backend to eliminate noise and stored. Figure

3.2(b), on the other hand, demonstrates the layers of the entire architecture with a high-level view of

the components running on each subsystem, such as the frontend (smartphone application), backend,

and graph database.

3.4.2 Graph Database Schema

Graph databases were chosen as the foundation of the multimodal trip feedback system because

of their capacity to represent highly interconnected data structures and efficiently navigate interac-

tions across diverse elements of the system. This subsection first describes the two graph database

31



platforms considered, Neo4j and OrientDB, explaining the technical concepts that distinguish them;

it then presents the schema design adopted for this study and explains the transition from a relational

entity-relationship model to a graph-based representation.

Neo4j: A Native Property Graph Database

Neo4j is a native graph database, meaning that its storage engine is purpose-built from the

ground up to store and retrieve graph structures. Data in Neo4j is organised using the property graph

model, a data representation in which information is stored as three types of elements: nodes (en-

tities such as a user, a trip, or a feedback item), relationships (directed, typed connections between

nodes, such as TOOK TRIP linking a User node to a Trip node), and properties (key–value pairs

attached to both nodes and relationships, such as start time = ‘‘2025-10-15T08:30’’).

The term property graph workloads refers to database operations that involve creating, reading, up-

dating, and traversing these node-relationship-property structures, as opposed to operating on flat

tables or document collections.

Neo4j’s most consequential architectural feature is index-free adjacency: each node stores direct

physical pointers to every node it is connected to. When a query needs to move from one entity to

a related entity, the database follows this pointer directly, without consulting a separate index or

scanning a table. This design means that the time to traverse a single relationship is constant,

regardless of whether the database contains one thousand or one million nodes. Traversing a chain

of k relationships costs O(k), proportional only to the length of the chain, not to the total size of the

dataset. This property is what makes Neo4j particularly efficient for queries that navigate chains of

connections, such as moving from a user to their trips, then to the feedback on each trip, and further

to the multimedia files attached to that feedback.

Neo4j queries are written in Cypher, a declarative query language designed specifically for

graph pattern matching. Cypher uses an intuitive ASCII-art syntax that visually resembles the graph

structure being queried: for example, (u:User)-[:TOOK TRIP]->(t:Trip) reads naturally

as “find a User node u connected by a TOOK TRIP relationship to a Trip node t.” This visual

approach allows complex multi-hop traversals to be expressed concisely, without the explicit JOIN

clauses required in SQL.
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Neo4j’s ecosystem is the most mature among graph databases. It provides a comprehensive

set of built-in graph algorithms (shortest path, community detection, centrality measures), a visual

browser for interactive graph exploration, official drivers for all major programming languages, and

extensive integration with analytics and machine learning pipelines. The platform has been widely

adopted in transportation, logistics, social network, and knowledge graph applications, providing a

substantial body of reference implementations and community support (Neo4j, Inc., 2025; Webber,

Robinson, & Eifrem, 2012).

OrientDB: A Multi-Model Database

OrientDB, developed by (OrientDB Community, 2025), takes a fundamentally different ap-

proach. It is a multi-model database, which means that it combines several different data storage

paradigms within a single database engine. Specifically, OrientDB integrates four models: a graph

model (nodes and edges), a document model (semi-structured records similar to JSON objects,

where each record can have a different set of fields), a key-value model (simple lookup pairs where

a unique key maps to a stored value), and an object-oriented model (data stored as programming-

language objects with inheritance). The term schemaless document management refers to Ori-

entDB’s ability to store documents without requiring a predefined schema; each document can

contain different fields and nested structures, which provides flexibility for applications where data

formats vary or evolve over time.

However, this multi-model flexibility comes at a cost. Because OrientDB must support four dif-

ferent storage paradigms simultaneously, its internal architecture cannot be exclusively optimised

for any single one. In particular, its graph traversal performance is slower than that of a native

graph database like Neo4j, because OrientDB does not implement true index-free adjacency; in-

stead, it resolves connections through internal document references that require additional lookup

steps. Benchmark comparisons have consistently shown that Neo4j outperforms OrientDB on prop-

erty graph workloads, particularly for deep traversals and pattern-matching queries (Fernandes &

Bernardino, 2018; Virić & Pantelić, 2023). Furthermore, OrientDB’s ecosystem and community

support are substantially more limited than Neo4j’s, constraining the availability of pre-built graph

algorithms and their integration with analytics pipelines.
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Table 2.2 presents a detailed comparison between Neo4j and OrientDB, highlighting why Neo4j

was selected for this study.

Justification for Neo4j in the Multimodal Feedback System

The central requirement of this study’s backend is to support what is referred to throughout this

thesis as the multimodal feedback process: the workflow in which a commuter captures a piece

of feedback during or after a trip using one or more multimedia formats (a photograph, an audio

recording, a video clip, a text comment, or a document), and the system must store that feedback

in a way that preserves its relationship to the specific trip, the trip’s spatial geometry, the com-

muter’s user profile, and the file metadata (timestamps, geotags, file type, and size). Each feedback

submission therefore creates a chain of linked entities: a User who TOOK TRIP to a Trip, which

HAS GEOMETRY referencing spatial coordinates, which HAS FEEDBACK linking to a Feedback

item, which in turn HAS FILE connecting to one or more multimedia File nodes.

Neo4j’s traversal efficiency makes it possible to query this entire chain in real time because

each step in the chain follows a stored physical pointer rather than executing a table join. When a

researcher queries “find all video feedback submitted by User X during trips that passed through

Station Y,” Neo4j begins at the User node, follows the TOOK TRIP pointers to that user’s Trip

nodes, filters by geometry, follows the HAS FEEDBACK pointers to Feedback nodes, and finally

follows the HAS FILE pointers to File nodes filtered by type. Each pointer traversal occurs in

constant time regardless of how many total users, trips, or files exist in the database. In a relational

system, the same query would require four consecutive JOIN operations across separate tables, with

cumulative cost that grows with data volume. This architectural advantage is what enables Neo4j to

support the real-time querying of relationships among trips, files, and feedback that the multimodal

feedback process demands.

From Entity-Relationship Diagrams to Graph Schema

The data model for this study was designed by first constructing a traditional entity-relationship

(ER) diagram and then translating it into a Neo4j graph schema. Understanding this transition

clarifies how the graph representation preserves the same information as the relational model while
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adding structural advantages that the relational model cannot provide.

An entity-relationship (ER) diagram is the standard design tool for relational databases. It

represents data as a set of entities (rectangles), each with defined attributes (the columns that will

become the table’s fields), connected by relationships (lines between rectangles) that indicate how

entities relate to one another. In an ER diagram, relationships are implicit: they are implemented

through foreign keys, which are columns in one table whose values reference the primary key of

another table. The ER diagram for this study (Figure 3.3) delineates four principal entities, User,

Trip, Feedback, and File, with relationships indicated by foreign-key links: the Feedback table

contains a trip id column that references the Trip table, the File table contains a feedback id

column that references the Feedback table, and so on.

A graph schema, by contrast, represents the same entities as nodes and the same relationships

as explicit, typed edges that are stored as first-class objects in the database. The Neo4j schema for

this study (Figure 3.4) depicts the same four entities as node types (User, Trip, Feedback, File) in-

terconnected through named relationship types

(TOOK TRIP, HAS FEEDBACK, HAS FILE, IS TRIP ASSIGNED, HAS GEOMETRY). The crit-

ical difference is that in the graph schema, each relationship is a physical object stored alongside

the nodes it connects, carrying its own properties (such as a timestamp or a role label). In the ER

diagram, the same relationship exists only as a matching pair of values in two separate tables and

must be reconstructed through a join operation every time it is queried.

This distinction has three practical consequences for the multimodal feedback system. First,

semantic preservation: in the graph schema, a user’s submitted video is not stored as an isolated

row in a File table linked to a Feedback table through an integer foreign key; instead, it exists as a

File node directly connected to a Feedback node through a HAS FILE relationship, which in turn

is connected to a Trip node and its Geometry node. The chain of relationships is stored explicitly,

preserving the narrative context that gives each media object its meaning. Second, query efficiency:

retrieving the full context of a feedback item (who submitted it, during which trip, at what loca-

tion, with which attached files) requires following four stored pointers in Neo4j, versus executing

four join operations in a relational system. Third, schema flexibility: adding a new entity type or

relationship type to the graph schema (for example, adding a Notification node or a SHARED WITH
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relationship) requires no alteration to existing nodes or tables, whereas the equivalent change in

a relational schema requires adding new tables, foreign-key columns, and potentially modifying

existing queries.

The transition from relational to graph modelling therefore results in a framework that sup-

ports dynamic exploration of commuter experiences rather than static reporting. Relationships can

be traversed and analysed through patterns, such as identifying the frequent co-occurrence of spe-

cific transport modes and feedback sentiments, or detecting temporal clusters of negative feedback

at particular locations. These capabilities facilitate advanced applications including real-time trip

monitoring, anomaly detection, and multimodal feedback analytics, none of which can be efficiently

supported by the join-dependent architecture of a relational database at the data volumes encoun-

tered in this study.

In summary, Neo4j was selected over OrientDB because its native property graph architecture,

index-free adjacency, mature ecosystem, and Cypher query language provide the combination of

traversal efficiency, semantic expressiveness, and scalability that the multimodal feedback process

requires. The graph schema directly corresponds to the project’s objective of capturing not only

data points but also the narratives and experiences that arise from the relationships among users,

trips, and feedback.

3.4.3 Database Paradigms and Performance Implications

The choice of database paradigm fundamentally shapes how data is stored, queried, and scaled.

In the context of this study, three database engines are evaluated: two relational database manage-

ment systems (RDBMS), MySQL and PostgreSQL, and one graph database, Neo4j. Each paradigm

embodies a distinct philosophy regarding the organisation and retrieval of data, and understanding

these differences is essential for interpreting the performance, storage, and scalability results pre-

sented in Chapter 4. This subsection begins with the relational paradigm, examines its strengths and

inherent limitations, then introduces the graph paradigm as an alternative that addresses several of

these limitations. The theoretical contrasts are then summarised in Table 3.1, with each dimension

explained in the discussion that follows.
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Figure 3.3: This is the Entity-Relationship diagram illustrating the Graph database in Figure 3.4

Figure 3.4: This is the Neo4j graph database schema supporting the backend processes and feedback
creation.

The Relational Paradigm: MySQL and PostgreSQL

Relational database management systems store data in tables, where each table is composed

of rows (individual records) and columns (attributes that describe those records). A table schema

defines the columns, their data types, and any constraints in advance, meaning that the structure
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of the data must be specified before data can be inserted. For example, a trip table might include

columns for trip id, user id, start time, and trip mode, with each row representing a

single trip record. This tabular organisation is conceptually analogous to a spreadsheet with rigid

column headings.

Relationships between tables are established through foreign keys, which are columns in one

table that reference the primary key of another table. For instance, a feedback table might in-

clude a trip id column whose values must correspond to valid entries in the trip table. Im-

portantly, these relationships are not stored as independent structures; they are implicit, existing

only as matching values across columns. When a query requires data from more than one table, the

database engine performs a join operation, which combines rows from different tables by matching

their foreign-key values at the time the query is executed. A simple join, for example, combines

each feedback row with its corresponding trip by scanning and matching on trip id.

Both MySQL and PostgreSQL use B-tree indexes as their primary mechanism for accelerating

data lookups. A B-tree (balanced tree) is a hierarchical data structure in which data entries are

sorted and stored across multiple levels, much like an alphabetised phone directory where one can

skip to the correct section, then the correct page, and finally the correct entry. This structure allows

the database to locate a specific record in logarithmic time, expressed as O(log n), meaning that

doubling the amount of data adds only one additional level to the search. For a table with one

million rows, a B-tree lookup typically requires only about 20 comparisons rather than scanning

all one million records. Both MySQL (through its InnoDB storage engine) and PostgreSQL rely

on B-tree indexes for primary-key and most secondary lookups. PostgreSQL additionally supports

several specialised index types: GIN (Generalised Inverted Index) indexes for full-text search and

JSON queries, GiST (Generalised Search Tree) indexes for spatial and geometric data, and BRIN

(Block Range Index) indexes for very large tables where data is physically sorted by a column such

as a timestamp (The PostgreSQL Global Development Group, 2024).

While the relational paradigm excels at structured, tabular workloads, it encounters a fundamen-

tal limitation when data is highly interconnected. Consider a query that must traverse from a user

to their trips, then to the feedback on each trip, and further to the files attached to that feedback. In

a relational system, each step requires a separate join operation. Join cost grows with the number
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of tables involved because the database must repeatedly scan, sort, or hash intermediate results. For

two-table joins this overhead is manageable, but queries that involve three, four, or more consecu-

tive joins can degrade rapidly. The time complexity of such nested joins is often characterised as

O(n log n) per join step, where n is the number of rows in the participating tables. When multiple

joins are chained, these costs compound, and the total query time can grow disproportionately with

the depth of interconnection. This phenomenon, referred to as the join penalty, represents the central

performance bottleneck of relational systems for relationship-dense data (Webber et al., 2012).

MySQL and PostgreSQL differ in how they address this limitation. MySQL, through its InnoDB

engine, prioritises simplicity and raw throughput for read-heavy transactional workloads. Its opti-

miser is efficient for straightforward queries but offers limited capabilities for complex analytical

operations. PostgreSQL, by contrast, provides a substantially more expressive relational frame-

work. It supports advanced query constructs such as common table expressions, window functions,

and recursive queries, as well as native handling of JSON documents, arrays, and user-defined data

types. These features make PostgreSQL more adaptable for complex analytical workloads, though

both systems ultimately share the same relational join-based architecture and therefore the same

fundamental scalability constraint when queries involve deeply interconnected data.

The Graph Paradigm: Neo4j

Neo4j’s architecture, query language, and ecosystem were described in detail in Section 3.4.2.

For the purposes of the performance comparison that follows, the key architectural properties to

recall are these. Neo4j stores data as nodes, relationships, and properties (the property graph model).

Each node maintains direct physical pointers to its neighbours (index-free adjacency), so traversing

a single relationship is a constant-time operation regardless of dataset size. Following a chain of

k relationships therefore costs O(k), proportional only to the chain length, not to the total number

of records. Queries are written in Cypher, a pattern-matching language that expresses multi-hop

traversals concisely without the explicit JOIN clauses required in SQL.

These properties produce a fundamentally different performance profile from the relational

paradigm. Where MySQL and PostgreSQL must execute a separate join operation for each step

in a relationship chain, with cumulative O(n log n) cost per join, Neo4j follows stored pointers at
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each hop with constant cost per step. This contrast is most consequential for the multimodal feed-

back data model used in this study, where a single query may traverse from a User through their

Trips, to Feedback entries, to attached multimedia Files, and to spatial Geometry nodes, spanning

five entity types. In a relational system, this query requires four consecutive joins with compound-

ing cost; in Neo4j, the same traversal follows four direct pointers (Neo4j, Inc., 2025; Webber et al.,

2012).

Comparative Analysis

The architectural differences between the relational and graph paradigms produce measurable

tradeoffs in performance, memory consumption, and suitability for different workload types. Ta-

ble 3.1 summarises these contrasts across eleven dimensions, each of which is discussed below.

Table 3.1: Theoretical comparison of Neo4j, PostgreSQL, and MySQL

Dimension Neo4j PostgreSQL MySQL

Database Model Native graph
database

Relational database Relational database

Core Data Structure Nodes, relation-
ships, properties

Tables (rows and
columns)

Tables (rows and
columns)

Relationship Repre-
sentation

Explicit (stored as
edges)

Implicit (foreign
keys and joins)

Implicit (foreign
keys and joins)

Primary Query Lan-
guage

Cypher SQL SQL

Indexing Mecha-
nism

Native graph indexes B-tree, GIN, GiST,
BRIN

B-tree (InnoDB),
limited hash

Lookup Complexity O(logn) (indexed
lookup)

O(logn) (B-tree) O(logn) (B-tree)

Traversal / Join
Complexity

O(k) for k-hop
traversal

Join-dependent, of-
ten O(n log n)

Join-dependent, of-
ten O(n log n)

Multimodal Data
Support

Properties on nodes
and edges

Native JSON, ar-
rays, extensible
types

Limited native
JSON support

Memory Usage High (relationship-
heavy traversal)

Moderate and con-
figurable

Lower, optimized
for simplicity

Scalability Strength Relationship-dense
workloads

Complex analytical
workloads

Read-heavy transac-
tional workloads

Primary Limitation Memory overhead at
scale

Join cost at high con-
nectivity

Limited extensibility
for complex data
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The first two rows of Table 3.1 distinguish the fundamental storage philosophy to explain the

database model and core data structure. Neo4j is classified as a native graph database because its

storage engine is purpose-built around nodes and relationships; internally, every entity and con-

nection is stored as a distinct record with fixed-size pointers to adjacent elements. MySQL and

PostgreSQL, as relational databases, store all data in tables composed of rows and columns. In the

relational model, there is no native concept of a “connection” between records; all associations must

be expressed through column values (foreign keys) and resolved at query time.

The relationship representation dimension captures the most consequential difference. In Neo4j,

relationships are explicit: each edge is physically stored in the database alongside the two nodes it

connects, carrying its own type label and properties. Moving from one node to a related node

requires only following a stored pointer. In MySQL and PostgreSQL, relationships are implicit:

they exist only as matching values across foreign-key columns in separate tables. The database

discovers these connections only when a join operation is executed, requiring index lookups and

row matching at query time.

The databases use different query languages. Neo4j uses Cypher, a pattern-matching language

in which queries are expressed as visual graph patterns (e.g., node–edge–node chains). MySQL and

PostgreSQL both use SQL, a set-based language that operates on tables through operations such

as SELECT, JOIN, and WHERE. For queries involving chains of relationships, Cypher typically

produces shorter and more readable statements, whereas SQL requires explicit join clauses for each

table involved.

In terms of the indexing mechanism, all three databases support B-tree indexes for single-

attribute lookups with O(logn) complexity. Neo4j additionally maintains native graph indexes

that complement its pointer-based adjacency structure. PostgreSQL extends beyond the basic B-

tree with GIN indexes (optimised for composite values such as JSON documents and arrays), GiST

indexes (for spatial and range queries), and BRIN indexes (for very large, physically sorted tables).

MySQL’s InnoDB engine offers B-tree and limited hash indexing, providing fewer options for spe-

cialised workloads.

With regard to lookup and traversal complexity, when performing a single indexed lookup,

all three systems achieve O(logn) performance. The critical divergence occurs during traversal.
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In Neo4j, following k consecutive relationships costs O(k) because each hop is a direct pointer

dereference, independent of dataset size. In MySQL and PostgreSQL, each hop translates to a join

operation, and the cumulative cost is often O(n log n) per join, where n represents the rows in the

joined tables. As the number of hops increases, the compounding join costs in relational systems

grow substantially, while Neo4j’s traversal cost scales linearly with the number of hops alone.

Storing diverse data types is important for this study’s multimedia feedback model. Neo4j ac-

commodates heterogeneous data by attaching arbitrary properties (strings, numbers, arrays, spatial

types) to both nodes and relationships, meaning that a feedback node and its associated file node

can each carry different sets of attributes without schema modification. PostgreSQL provides strong

support through its native JSON/JSONB columns, array types, and extensible type system, making

it highly flexible for semi-structured data within a relational schema. MySQL offers more limited

native JSON support and fewer extensible data types, which restricts its ability to handle complex,

heterogeneous records without additional application-level processing.

Memory usage and scalability strength varies across the various databases. Neo4j’s explicit stor-

age of every relationship as a physical record results in higher baseline memory consumption com-

pared with relational systems, where relationships exist only as column values. This overhead is the

cost of maintaining the direct pointers that enable constant-time traversal. PostgreSQL occupies a

middle ground with configurable memory allocation for caching, sorting, and query execution, mak-

ing it suitable for complex analytical workloads that involve aggregations and subqueries. MySQL’s

simpler memory model is optimised for high-throughput, read-heavy transactional scenarios where

query patterns are predictable and table structures are straightforward.

Each paradigm’s strength is also the source of its primary constraint. Neo4j’s memory overhead

becomes significant as the total number of stored relationships grows into the hundreds of millions,

since each relationship consumes physical storage regardless of whether it is actively queried. For

PostgreSQL, the join penalty at high connectivity means that queries involving many table joins ex-

perience compounding latency as data volume increases. MySQL’s limited extensibility, including

fewer index types, less expressive query capabilities, and restricted support for complex data types,

constrains its applicability for workloads that fall outside simple transactional patterns.

Understanding these theoretical distinctions is essential for interpreting the empirical results in
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Chapter 4, where the three engines are benchmarked under identical data volumes ranging from

1,000 to 500,000 records. The tradeoffs summarised here, particularly the contrast between Neo4j’s

constant-time traversal and the relational join penalty, provide the conceptual framework for analysing

the observed performance, storage, and scalability outcomes.

3.5 Data Processing and Integration

3.5.1 Data Preprocessing

Preprocessing was performed on both structured and unstructured data sources to ensure the

analytical consistency of integration. Raw GPS logs from the BD Mobility application were parti-

tioned into individual trips based on dwell time and distance thresholds, in accordance with accepted

methodologies in transportation research (Patterson et al., 2019; Schuessler & Axhausen, 2009). Ta-

ble 3.2 describes the trip attributes evaluated in the data preparation to remove erroneous or noisy

data resulting from signal drift, multipath effects, or reception loss using spatial smoothing and tem-

poral interpolation methods (Zheng, Li, Chen, Xie, & Ma, 2008). Through MotionTag integration,

transfer sites among transport modes were determined by stop clustering and variations in speed

profiles, facilitating the accurate delineation of multimodal routes (Gonzalez, Hidalgo, & Barabási,

2008; Y. Liu, Kang, Gao, Xiao, & Tian, 2012).

Figure 3.5 depicts the flow and interactions involving user-generated feedback in unstructured

data, encompassing text, audio, images, documents, or video, augmented with metadata, including

timestamps, geotags, and contextual indicators such as “before trip,” “during trip,” or “post-trip,”

adhering to best practices in multimodal data management for instance , data modelling, metadata

integration, data governance and scalable data storage and retrievals. (Goodchild, 2007; Montoya-

Torres, Moreno, Guerrero, & Mejı́a, 2021). In figure 3.5, the process of providing feedback requires

more contextual data that enriches the feedback by providing multimodal data, which combines

with metadata on files to ensure easy data retrieval and storage, as its possible to identify and se-

cure multimedia data by generating authentication keys that render the data only accessible to the

corresponding users.
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Table 3.3 provides the feedback data structure and describes the attributes collected from feed-

back generated by commuters. Multimedia files were compressed into efficient forms to save stor-

age requirements while preserving the analytical quality of the file metadata stored in the backend.

The properties of the feedback stored are highlighted in Table 3.4. Feedback objects were indexed

by time, position, and type to enhance retrieval efficiency in subsequent processes (Stonebraker &

Çetintemel, 2005).

Table 3.2: Structured Trip Data Attributes

Attribute Description
trip id Unique identifier for each trip segment.
user id Identifier linking the trip to a specific user.
trip type Classification of trip (e.g., work, leisure, shopping).
trip mode Primary mode of travel (e.g., bus, metro, walking, car).
trip purpose Declared or inferred purpose of the trip.
start time Timestamp marking the beginning of the trip.
end time Timestamp marking the end of the trip.
start time zone Time zone corresponding to the trip start.
end time zone Time zone corresponding to the trip end.
location points Sequence of GPS coordinates representing the trip path.
distance Total distance travelled during the trip, calculated from GPS coordinates.

Table 3.3: Feedback Data Attributes

Attribute Description
id Unique identifier for each feedback record.
occurrence type Event triggering the feedback (e.g., sudden stop, delay, transfer).
feedback type Nature of the feedback (e.g., text, audio, image, rating).
comments User-provided description or qualitative remarks.
location points Spatial reference (coordinates or stop ID) of the feedback.
user id Identifier linking feedback to a specific user.
trip id Identifier linking feedback to a specific trip (if matched).
mediaURLs References to associated multimedia files (audio, video, images).
creation time Timestamp of feedback submission.
status Processing state (e.g., linked, unassigned, pending review).

Integration of Structured and Unstructured Data

The synchronization of structured trips data and unstructured feedback data entails matching

timestamps between recorded trips and feedback, this process filters both data streams by date and
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Table 3.4: Files Data Attributes

Attribute Description
size File size (in bytes, MB, or GB depending on media).
type File type or format (e.g., .mp3, .mp4, .jpg).
feedback id Identifier linking the file to its parent feedback record.
user id Identifier linking the file to the uploading user.
url Storage location or retrieval link for the file.

Figure 3.5: User interaction and Data Flow from mobile application to the backend
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user data. In this process, trip feedback were associated with trip segments by spatio-temporal

matching, wherein timestamps such as creation time from table 3.3 and the midpoint of the start

and end time in table 3.2 were cross-validated and the geotags were correlated with stop sites or

trajectories (Shen & Stopher, 2014). Entries that failed to fulfill the matching thresholds were

retained as unassigned to maintain data integrity and could be manually matched by the users and

stored using the RELATED TO relationship in figure 3.4. Feedback was directly integrated with

the transport network within the Neo4j database by associating feedback nodes with trip nodes via

the IS TRIP ASSIGNED relationship. This graph-based model facilitated the simultaneous study

of mobility behaviour and user sentiment, enabling sophisticated query operations, including the

extraction of negative feedback linked to certain routes or peak times (Angles & Gutierrez, 2008).

The integration pipeline included a dynamic assignment logic, ensuring that the feedback was either

aligned with the relevant trip segment automatically or marked for subsequent review to be manually

assigned by the user, thereby balancing automation with data quality assurance, as the user can

further review and verify the process by ensuring the feedback is matched to the right trip, as shown

in Figure 3.6.

Figure 3.6: Feedback-to-Trip integration process flow
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3.6 Deployment and Testing

To test the system, the main assumption made was that commuters often provide feedback on

any transportation service, such as rides, flights and etc. based on a holistic review after the service

is delivered. While it was believed that certain in-transit experiences, not limited to only safety and

comfort but also the duration of the trip, could initiate real-time feedback, existing mobility and

ride-hailing apps limit the feedback submission to text-based narrations and may require different

service requests when certain complaints need to be made, which introduces a burden to the user

during such situations. In light of this, our study considers the possibility of introducing a real-time

feedback capture mechanism as a proof-of-concept that employs automations and multimedia user

data as feedback to provide more context to the experiences of commuters while in transit, offering

the possibility to extend post-trip reviews to as-and-when.

3.6.1 Proof-of-Concept Implementation

The proof-of-concept aimed to validate the viability of a graph-based methodology for simu-

lating multimodal travel behaviour, which was enhanced by the user-generated input. The backend

architecture was constructed using the Neo4j graph database, which was selected for its inherent

support for relationship-oriented data and adaptable schema, which are crucial for recording tem-

porally and geographically linked trip events, transportation modes, and user annotations (Webber

et al., 2012). User trips were organized as nodes connected to metadata (timestamps, modes) and

related feedback content, including photographs, audio notes and textual comments. This archi-

tecture facilitates in-depth querying of contextual mobility narratives and temporal insights beyond

the functionalities of conventional relational databases. The BD Mobility application facilitated

real-time sensing through the device’s GPS and accelerometer, allowing passive trip detection. In

addition, it offers an interface for commuters to submit feedback through multimodal inputs (e.g.,

audio narration, videos, images, and short comments), which are synchronized with the backend

via secure RESTful Application Programming Interfaces (APIs). This architecture is illustrated in

Figure 3.1, where the data ingestion layer, API gateway, graph database, and mobile interface col-

lectively support the feedback-driven mobility system. The overall system design follows mobile
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sensing paradigms successfully used in participatory transportation studies (Lane et al., 2010).

3.6.2 Pilot Study Design

A field deployment was conducted to assess the performance and user experience of the pro-

posed prototypes. A few urban commuters were selected from Toronto and Montreal, representing

a varied array of multimodal users, including those who used the subway, bus, bicycle, and walking.

The participants used the initial version of BDMobility application for a sustained period of two

weeks, which enabled the collection of organic data in typical commuting conditions. This pilot

study aimed to test the enhanced BDMobility application and evaluate (i) the accuracy of automatic

trip identification in relation to user-reported activity logs, (ii) the usability and effectiveness of the

multimodal feedback interface, and (iii) the subjective user experience regarding the system’s util-

ity and burden. During the study, over 150 unique journeys were recorded, accompanied by several

individual feedback responses from various media channels. This dataset enabled the technical val-

idation and qualitative analysis of commuter tales, allowing for the thematic classification of user

motivations and emotional reactions to disruptions or significant occurrences.

3.6.3 Evaluation Criteria

The evaluation of the proposed system addresses three dimensions: technical performance of the

database backend, usability from the commuter’s perspective, and research utility of the collected

data. This subsection details the performance benchmark criteria, explains why each metric was

selected, describes the rationale for testing under varying data scales, and summarises the usability

and research-value assessments.

Performance Benchmark Framework

The central evaluation compares the Neo4j graph database against two relational systems, Post-

greSQL and SQL Server, under identical workloads. Formally, let D = {d1, d2, . . . , dn} represent

the set of databases under evaluation and M = {m1,m2, . . . ,mk} the set of performance metrics.

Each metric mk(di, sj) is computed for database di at data scale sj , producing a three-dimensional

evaluation matrix of engine, metric, and scale. The ten metrics selected are organised into three
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groups: operation latency (how quickly the database completes core tasks), system resource con-

sumption (how much hardware capacity is required), and scalability behaviour (how performance

changes as data volume grows). Each metric and its rationale are described below.

Operation Latency Metrics. Insert Time (Tinsert, milliseconds), this metric measures the elapsed

time to write a batch of trip records into the database. Insertion is the first operation in any data

pipeline; if a database cannot ingest data quickly, downstream processes such as querying and anal-

ysis are delayed. Insert time is expected to differ across paradigms because relational systems must

enforce schema constraints and foreign-key integrity checks during each write, whereas Neo4j cre-

ates nodes and relationships with direct pointer allocation. At small scales, relational engines may

be faster because their single-table inserts avoid Neo4j’s overhead of establishing relationship point-

ers; at large scales, the cumulative cost of constraint checking in relational systems is expected to

grow, potentially shifting the advantage.

Fetch Time (Tfetch, milliseconds), records how long the database takes to retrieve a complete set of

records. This metric is important because data retrieval is the most frequent operation in any analyti-

cal or reporting workflow. The key architectural difference is that Neo4j retrieves connected data by

following stored pointers (index-free adjacency), while relational systems must execute join opera-

tions to reconstruct relationships between tables. As the number of records increases, relational join

costs compound, whereas Neo4j’s pointer traversal cost remains proportional to the number of con-

nections followed. This metric therefore directly tests whether the theoretical traversal advantage of

graph databases holds in practice.

Query Latency (Lq, milliseconds), measures the total round-trip time for a structured query that

involves filtering, pattern matching, or multi-table access. While fetch time measures bulk retrieval,

query latency captures the overhead of the database’s query planner, optimizer, and execution en-

gine. This distinction matters because relational databases employ cost-based optimizers that eval-

uate multiple execution plans before selecting one, adding planning overhead that may become

significant for complex queries. Neo4j’s Cypher planner, by contrast, is optimised for graph pat-

tern matching and typically produces execution plans with fewer intermediate steps. Differences in

query latency across engines reveal how each system’s internal planning and execution architecture
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responds to increasing data complexity.

Indexing Time (Tindex, milliseconds), measures how long the database takes to build or update its

index structures after data is inserted. Indexes are critical for query performance: without them,

the database must scan every record to find matches. This metric is included because the three

systems use fundamentally different indexing strategies. Neo4j builds native graph indexes that ref-

erence nodes and relationships through pointer structures, which requires traversing existing graph

elements during index construction. PostgreSQL and SQL Server use B-tree indexes, which sort

and balance data entries hierarchically. The initial overhead of Neo4j’s graph-aware indexing is

expected to be higher at small scales, but as node density increases, the marginal cost of adding new

entries to an already-established graph index is expected to decrease, while B-tree rebalancing costs

remain proportional to tree depth.

System Resource Metrics. CPU User Time (tu, milliseconds) and CPU System Time (ts, mil-

liseconds), these two metrics decompose the total processor time consumed by the database process.

CPU user time reflects computation performed by the database engine itself, such as query parsing,

data transformation, and result assembly. CPU system time reflects operating-system-level work

performed on behalf of the database, such as memory allocation, disk I/O scheduling, and network

operations. Separating these components is important because it reveals where computational effort

is spent. A database with high user time but low system time is spending most of its effort on data

processing, whereas high system time may indicate excessive disk access or memory management

overhead. Relational systems are expected to show higher user-time values at large scales due to the

computational cost of evaluating join operations and maintaining transaction logs, while Neo4j’s

in-memory traversal model is expected to keep user-time growth modest.

CPU Utilisation (Ucpu, percentage). Overall CPU utilisation is computed as:

Ucpu =
tu + ts

tp
× 100%

where tp is the total wall-clock process time. This aggregate metric captures the proportion of
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available processor capacity consumed by the database during the benchmark. Lower CPU utilisa-

tion at equivalent workloads indicates more efficient use of hardware resources. Graph databases

are expected to maintain lower utilisation because pointer-based traversal avoids the repeated index

lookups and sort-merge operations that consume CPU cycles in relational join processing.

RAM Usage (Rrss, megabytes). Resident set size (RSS) measures the amount of physical memory

occupied by the database process at the end of each benchmark run. Memory consumption is a prac-

tical constraint in production deployments; a database that requires substantially more RAM limits

the hardware on which it can be deployed. Neo4j’s explicit storage of relationship pointers results

in higher baseline memory usage, but this allocation is expected to remain relatively stable across

scales because the pointer structure is pre-allocated. Relational systems, by contrast, dynamically

allocate memory for join buffers, temporary result tables, and transaction logs, leading to memory

growth that is more directly proportional to data volume.

Storage Consumption (S, bytes, normalised to SMB = S
10242

). Disk storage measures the total

space occupied by the database files on disk. This metric is included because storage costs scale di-

rectly with data volume in production environments. The three systems differ in how they serialise

data: Neo4j uses fixed-length records with compact adjacency pointers, PostgreSQL uses page-

based storage with write-ahead logging, and SQL Server maintains index duplicates and transaction

log files alongside the primary data. These architectural differences are expected to produce sub-

stantial divergence in storage footprint, particularly at large scales where index overhead and log

files accumulate.

Scalability Metric. Scalability Efficiency (Escale). This metric quantifies the rate at which per-

formance degrades as data volume increases, expressed as:

Escale =
∆T

∆N

where ∆T is the change in average execution time and ∆N is the corresponding change in record

count. A lower value of Escale indicates that the database absorbs data growth with minimal perfor-

mance loss; a higher value signals that execution time is growing faster than data volume, indicating
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an architectural bottleneck. This metric is the most direct test of the theoretical complexity distinc-

tions outlined in Section 3.4.3: Neo4j’s O(k) traversal cost predicts near-constant Escale, while the

relational O(n log n) join cost predicts increasing Escale at larger scales.

Rationale for Varying Record Sizes

The benchmark evaluates all ten metrics across 27 data scales, ranging from 1,000 to 500,000

records. This range and granularity were chosen for three reasons.

First, the range spans from a size that is trivially small for any modern database (1,000 records)

to a size that begins to stress single-node deployments (500,000 records with multiple relationships

per record). This range is representative of the data volumes encountered in urban mobility appli-

cations, where a medium-sized pilot study may generate tens of thousands of trip records and a

city-wide deployment may produce hundreds of thousands within months.

Second, performance differences between database paradigms are not uniform across scales. At

small scales, relational systems benefit from mature B-tree indexing and simple query plans, often

matching or exceeding graph database performance. As scale increases, the compounding cost of

join operations in relational systems, and the corresponding stability of pointer-based traversal in

graph systems, is expected to create a crossover point beyond which the graph database outperforms

the relational alternatives. Testing at many intermediate scales (5,000; 10,000; 20,000; 30,000; and

so on) allows this crossover to be identified precisely rather than inferred from only two or three

data points.

Third, fine-grained scaling reveals whether performance degradation is linear, sublinear, or

superlinear with respect to data growth. A database that degrades linearly can be provisioned with

predictable resource requirements; one that degrades superlinearly may encounter capacity limits

unexpectedly. The 27-point scale provides sufficient resolution to fit mathematical growth curves

and compute scalability efficiency gradients with statistical confidence, as detailed in the extended

analysis in Section 4.3.1.

This evaluation excludes multimedia data upload rates, as file transfer speed is solely dependent

on the end-user’s network connectivity and is not a property of the database engine. The benchmark

metrics and scale range correspond to established practices in database performance evaluation for
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graph analytics (Angles & Gutierrez, 2008).

Database Design Assumptions and Schema Considerations

The benchmark implementation required defining a concrete schema for each database engine

under test. Because each paradigm imposes different constraints on data type declarations, attribute

sizing, and storage semantics, the schema design itself introduces assumptions that influence the

measured metrics. This subsection documents these design choices, explains how they differ across

the three engines, and identifies the benchmarking implications that arise from those differences.

The schema for each engine is summarised in table below.

Table 3.5: Benchmark schema comparison across PostgreSQL, SQL Server, and Neo4j

Attribute PostgreSQL SQL Server Neo4j

record id VARCHAR(255) NVARCHAR(255) String (unbounded)
user id VARCHAR(255) NVARCHAR(255) String (unbounded)
type VARCHAR(100) NVARCHAR(100) String (unbounded)
geometry TEXT NVARCHAR(MAX) String (unbounded)
track mode VARCHAR(50) NVARCHAR(50) String (unbounded)
track length NUMERIC FLOAT Double
started at TIMESTAMP DATETIME2 DateTime
finished at TIMESTAMP DATETIME2 DateTime
timestamp TIMESTAMP DATETIME2 DateTime
Primary key None (index on

record id)
INT IDENTITY(1,1) None (index on

record id)

Relational Schema Design (PostgreSQL and SQL Server). Both relational engines use a single

flat table (trips in PostgreSQL, Trips in SQL Server) with fixed-width column declarations.

A key design distinction is character encoding: PostgreSQL uses VARCHAR (single-byte encoding,

typically UTF-8), whereas SQL Server uses NVARCHAR (double-byte Unicode UCS-2 encoding).

This means that for an identical string value, SQL Server allocates approximately twice the stor-

age per character. For a record id column declared as VARCHAR(255) in PostgreSQL versus

NVARCHAR(255) in SQL Server, the maximum allocated width differs by a factor of two (255

bytes vs. 510 bytes). This encoding overhead compounds across all string columns and directly

inflates SQL Server’s measured storage consumption and, indirectly, its I/O-bound metrics such as
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fetch time and scalability efficiency.

A second distinction concerns the geometry column, which stores serialised JSON coordinate

data. PostgreSQL uses TEXT, an unbounded variable-length type that is stored inline for small

values and in a secondary TOAST (The Oversized-Attribute Storage Technique) table for values ex-

ceeding approximately 2 kB. SQL Server uses NVARCHAR(MAX), which similarly supports large

values but stores them in double-byte encoding and manages them through a LOB (Large Object)

allocation unit separate from the in-row data page. The TOAST mechanism in PostgreSQL com-

presses large values automatically, whereas SQL Server’s LOB pages do not apply compression by

default, further widening the storage gap.

SQL Server additionally imposes an auto-incrementing INT IDENTITY(1,1) primary key,

adding a 4-byte integer column to every row. PostgreSQL’s schema omits a surrogate primary key,

relying instead on a B-tree index on record id. The identity column in SQL Server creates

a clustered index that physically orders the table by insertion sequence, which benefits sequential

scans but introduces page-split overhead during concurrent inserts and increases the base row width.

Temporal columns also differ: PostgreSQL’s TIMESTAMP occupies 8 bytes with microsecond

precision, while SQL Server’s DATETIME2 occupies 6–8 bytes depending on the fractional-second

precision specified (the benchmark uses the default 7-digit precision, consuming 8 bytes). Although

the per-column size is comparable, the interaction with SQL Server’s page header overhead (96

bytes per 8 kB page) and row-offset array means that SQL Server’s effective per-row storage over-

head exceeds PostgreSQL’s, a difference that becomes measurable at scale.

Graph Schema Design (Neo4j). Neo4j’s property-graph model does not require column type

declarations or maximum-length constraints. Properties are stored as typed values in a separate

property store, where each property record occupies a fixed 41 bytes regardless of the value’s logical

type. String values are stored in a dedicated dynamic string store with block sizes of 60, 120, or

360 bytes depending on value length. This architecture means that Neo4j does not pre-allocate

unused capacity: a record id value of 20 characters consumes only the bytes needed for the

string content plus the 41-byte property header, whereas the relational engines allocate column-

width metadata even when the actual value is shorter.
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Neo4j’s storage model uses fixed-size records throughout: each node consumes 15 bytes in

the node store, each relationship 34 bytes in the relationship store, and each property 41 bytes in

the property store. This design trades random-access efficiency for per-entity overhead: the fixed

record sizes enable O(1) lookups by store offset but mean that small properties (e.g., a boolean

flag) occupy the same 41 bytes as large ones. For the benchmark schema, each Trip node carries

9 properties and participates in approximately 2 relationships (one HAS GEOMETRY and optionally

one TOOK TRIP), yielding a theoretical per-entity cost of 15 + (2 × 34) + (9 × 41) = 452 bytes

per Trip node, plus an additional node and properties for the associated Geometry entity.

Design Assumptions and Their Benchmarking Implications. Three principal assumptions emerge

from these schema choices:

(1) Assumption 1: Uniform attribute sizing across engines. The benchmark uses identical logi-

cal attributes across all three engines, but the physical representation differs substantially. SQL

Server’s double-byte NVARCHAR encoding, its IDENTITY primary key, and its LOB alloca-

tion for geometry data inflate per-row storage relative to PostgreSQL’s single-byte VARCHAR

and TOAST compression. This assumption means that SQL Server’s storage metric reflects

not only the volume of data but also the encoding overhead inherent in its schema design. The

implication is that SQL Server’s storage disadvantage in the benchmark is partly attributable to

a design choice (Unicode encoding) rather than a fundamental architectural inefficiency, and a

schema using VARCHAR (available in SQL Server but not used here for Unicode compatibility)

would narrow the gap.

(2) Assumption 2: Neo4j storage is estimated, not measured. Unlike PostgreSQL and SQL

Server, where storage is queried directly from the database engine (pg total relation size

and sp spaceused respectively), Neo4j’s storage is estimated using the documented fixed-

size record formula (15 + 2 × 34 + 9 × 41 = 452 bytes per Trip entity). This estimation

excludes dynamic string store overhead, transaction logs, and index structures, which means

the reported Neo4j storage values represent a theoretical lower bound. The observed 216 MB at
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500,000 records (432 bytes/node effective) is lower than the 452-byte theoretical estimate be-

cause Neo4j applies property-level compression and short-string inlining that reduce the actual

on-disk footprint below the fixed-record maximum.

(3) Assumption 3: Schema complexity is not equivalent across paradigms. The relational en-

gines store all trip data in a single flat table, whereas Neo4j distributes the same data across two

node types (Trip and Geometry) connected by a HAS GEOMETRY relationship, with an op-

tional TOOK TRIP relationship to User nodes. This means Neo4j’s insert operation performs

more work per record (creating two nodes and one to two relationships) than the relational en-

gines’ single-row insert, which directly explains Neo4j’s slower insertion times. Conversely,

the pre-established relationships enable Neo4j’s faster retrieval, since fetch and query opera-

tions follow stored pointers rather than performing runtime joins. The benchmark therefore

captures a fundamental paradigm tradeoff: relational systems optimise for write simplicity at

the cost of read complexity, while graph systems invest write-time overhead to pre-compute

traversal paths.

These design assumptions are revisited in Chapter 4, Section 4.3.1, where their influence on

specific metrics is quantified, and in Chapter 5, where the limitations they introduce are discussed

alongside recommendations for future schema normalisation studies.

Usability and Research Value Assessment

The system’s usability was assessed from the commuter’s perspective using task completion

rates, post-task questionnaires, and semi-structured interviews. These instruments evaluated the

simplicity of feedback submission, the interface’s ease of use, and user perceptions of cognitive

burden. Participants positively evaluated the application for its simplicity; however, a minority

expressed intermittent reservations regarding feedback submission while in transit, corroborating

findings from mobile interaction research in public environments (Koelle, Ananthanarayan, & Boll,

2020).

The research value of the system was assessed based on its capacity to produce novel insights

into user behaviour. The graph-based feedback model enabled exploratory investigations of the
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timing, modality, and motives of feedback. Preliminary results indicate that feedback occurred

more frequently during transitions (e.g., bus-to-subway), delays, or unforeseen route alterations,

reinforcing the finding that contextual prominence influences commuter feedback. The density

of feedback inputs facilitated the identification of “hotspots” of narrative engagement, indicating

physical or experiential bottlenecks in the transportation network that require attention.

The results from the performance benchmark, usability assessment, and research-value evalua-

tion are presented and discussed in Chapter 4, Section 4.3.1.

3.6.4 Security Considerations

The deployment and testing of the multimodal trip feedback system was aligned with the Se-

cure Software Development Life Cycle (SSDLC) framework illustrated in Figure 3.7 to guarantee

the integration of security considerations during the process. The SSDLC enhances the conven-

tional SDLC by methodically integrating risk assessment, threat modelling, continuous monitoring,

security testing, and operational assurance into every development phase, thus mitigating vulnera-

bilities and boosting system assurance (Ondiek, 2024). While executing the requirements analysis

phase in Figure 3.7, risks concerning commuter privacy and the secure management of multimedia

data (images, audio, videos, documents, and text) were evaluated. The design phase included threat

modelling to predict attack vectors, including illegal access to feedback data and the modification

of trip records (Zhou et al., 2025). During the development phase, static code analysis and compli-

ance with secure coding practices reduce vulnerabilities at the implementation level, aligning with

systematic methodologies for secure engineering (Khan, Khan, Khan, & Ilyas, 2021).

In the testing phase, security assessments and code reviews were conducted in conjunction with

functionality validation to confirm the proper operation of the authentication, encryption, and access

control measures. The release phase mandates secure configuration assessments before deploy-

ment, whereas the maintenance phase focuses on operational assurance, patch management, and

the surveillance of emerging risks. Iterative security assurance techniques are crucial for mobility

and transport platforms, as unsafe software can undermine user trust and system reliability (Oka,

2021). The implementation of the SSDLC guaranteed that deployment and testing addressed not

only system performance and usability (Sections 3.6.2–3.6.3, but also the confidentiality, integrity,
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and availability of commuter feedback data. This is essential in transportation information systems

because sensitive user-generated multimedia content must be protected in accordance with ethical

and legal requirements (Arrey, 2019).

Figure 3.7: This figure is derived from (Maelstrom, 2021), depicts the integration of SSDLC phases
within the deployment and testing pipeline

3.7 Limitations of Methodology

The methodological framework established in this study illustrates the feasibility of integrating

multimodal commuter feedback with structured trip data using the BD Mobility app. However,

these limitations must be considered.

First, this study was conducted as a pilot study rather than a large-scale one. Although this

study provides valuable insights into system functionality and commuter feedback behaviour, the

small sample size restricts the statistical generalizability of the findings. Consequently, the results

should be regarded as proof-of-concept evidence rather than population-level estimates of the effect

size. Additional validation to extend these findings is essential to broaden the deployment of diverse
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commuter groups in different metropolitan contexts.

Second, the methodology relied on participants’ ownership of smartphones and their baseline

digital literacy levels. This may introduce some bias and unintentionally exclude individuals who

lack access to smartphones, those who share devices, and those who are less proficient in mobile

applications. Furthermore, the results may be distorted in favor of more digitally literate or younger

commuter demographics, which are often overrepresented in smartphone-based studies. The repre-

sentativeness of the data is constrained when applied to a wider commuter population.

Finally, the participant pool predominantly consisted of early adopters of the BDMobility app.

Early adopters exhibit higher motivation, technological curiosity, and a propensity for experimen-

tation with new tools, characteristics that may not accurately reflect the behaviours of the broader

commuting population. Their propensity to offer feedback, upload multimedia, or accept increased

battery consumption may exceed that of the average commuter. This may lead to an inflated assess-

ment of engagement levels and system usability in extensive, real-world implementations.

These limitations underscore the necessity of regarding the current study as a demonstration

of feasibility rather than a comprehensive evaluation applicable to all commuter populations. Fu-

ture work should address these constraints by integrating more gamification features, implementing

scaled-up deployments, incorporating digitally underrepresented groups, and validating the system

in multiple cities. This approach improves the external validity and policy relevance of the proposed

system.

3.8 Summary

This section delineates the methodological framework for the development and evaluation of

the proposed backend infrastructure. The proposed methodology directly addresses the deficiencies

mentioned in the literature regarding isolated transportation frameworks in ITS, dependence on

relational databases, and oversight of real-time commuter feedback. This study employs a proof-

of-concept design to illustrate the viability of utilizing graph databases (Neo4j) for the integration

of structured trip data with multimodal commuter inputs, thereby establishing a human-centered

transportation data architecture that encapsulates both mobility and the lived experience.
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This study demonstrates measurable improvements in the integration of commuter-centred data

within transportation systems by aligning transportation demand with empirically observed travel

behaviour and feedback patterns. The proposed framework enhances transportation infrastructure

management by incorporating structured trips data with lived commuter experiences in multimedia

formats to provide contextual depths to commuter travel behaviour, thereby improving responsive-

ness to accessibility-related concerns and service disruptions.

The behaviour-informed approach enables transport agencies to model demand and service qual-

ity based not only on movement data but also on lived experiences across modes. The system’s

capability to process the integrated structured trip data and unstructured multimedia feedback es-

tablishes the empirical basis to satisfy the requirements to furnish autonomous vehicles and safety

agent-based detection and response models with enriched data for route selection and safety incident

investigation. This enhanced functionality reinforces the requirement for maintaining an integrated

database capable of managing both structured trip records and unstructured, context-driven feed-

back data. By processing these multimodal data streams concurrently, the system identifies patterns

in commuter experiences, specifically when travellers are most likely to provide feedback and the

types of data (text, image, audio, or video) generated under such conditions. This evidence-based

insight establishes a foundation for human-centred and adaptive data-driven strategies that can cap-

ture commuter experiences and improve the contextual richness of mobility studies.

Furthermore, the next chapter shares insights into the results the backend system received

and processed from the smartphone application and highlights the specific utilizations that can be

achieved through this implementation and how policies can be improved based on the recorded data.
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Chapter 4

Results

This chapter presents the results recorded in this experiment, which were derived from the data

preparation and integration techniques illustrated in Section 3.5. This analysis evaluated the sys-

tem’s performance through a comprehensive assessment of structured trip data, unstructured multi-

modal user feedback data, and graph-based database operations to establish the requirements needed

to maintain a multimodal travel database. To validate these findings the multimodal data streams

were integrated and analyzed using the previously indicated technique, enabling a thorough eval-

uation of commuter behaviour patterns, feedback dynamics, and system responsiveness to identify

how travel feedback generates contextual multimodal inputs and highlight when commuters are

most likely to give trip feedback and which multimedia data are preferred in such situations.

In addition, benchmarking the performance of GDBMS with traditional RDBMS provides in-

sights into the need to adopt GDBMS for transportation systems. Finally, a specific case study is

presented to demonstrate the practical effectiveness and scalability of the proposed system.

4.1 Analysis of Recorded Structured Data

The trip segmentation pipeline demonstrated strong performance with the integration of Mo-

tionTag, achieving 95% trip purpose detection accuracy and 97% trip mode detection accuracy

(MotionTag GmbH, 2025). Since the launch of the pilot study in October 2024, the backend system

has recorded more than 51,440 trips across 12 travel modes from 25 participants.
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Modal share analysis was conducted by trip count, distance, and travel time (Figure 4.1. Based

on trip count, walking represented the majority of recorded trips (65%), followed by car trips (17%),

subway or metro (10%), and bus (5%). Other modes, such as train, bicycle, light rail, ferry, tram,

and regional train, each contributed less than 3%.

Automobile travel accounted for 69% of the total distance, underscoring its role in medium-

to long-range mobility. Transit modes such as subway (9%), train (6%), and bus (6%) contributed

smaller shares, while walking, trams, and bicycles together represented less than 10%. These find-

ings indicate that a small number of long-distance trips, particularly by car, disproportionately affect

overall distance metrics.

Travel time analysis revealed a different pattern. Walking accounted for 42% of the total time,

reflecting both short-distance walking trips and walking segments that begin and end multimodal

journeys. Cars accounted for 37% of travel time, while subways (8%), buses (7%), and trains (3%)

added significant time burdens to daily urban travel. Less frequent modes such as ferries, light rail,

and regional trains were underrepresented in the dataset.

Overall, this analysis shows that walking and public transit consume a substantial portion of

travel time, while long-distance trips by car dominate distance measures. These differences have

implications for infrastructure planning, environmental impacts, and the interpretation of commuter

feedback.

4.2 Analysis of Recorded Unstructured Data

4.2.1 Content of Feedback

The feedback analysed in Table 4.1 presents details on sampled recorded feedback classified

by type, time of occurrence, attachment format, and method of trip linkage assignment, whether

manual or automatic. Notably, 38% of feedback inputs were associated with travel via automation,

thereby alleviating users from the need to recall when their trip was made. The remaining 62%

necessitated manual trip selection, typically employed when users recalled specific trip details. In

further analysis of the nature of feedback, we observed that accidents and delays were the most

commonly reported, comprising 39% and 23% of all feedback, respectively. This suggests that
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Figure 4.1: Trip modal share analysis on recorded travels: A) Mode share by travel distance. B)
Mode share by travel distance. C) Mode share by trip count

highly disruptive or safety-critical events are more likely to prompt user responses.

4.2.2 Temporal Trends in Feedback

The trends discovered in the feedback reveal uniformity in walking trips, particularly concerning

delays, accidents, and accessibility, and suggests that commuter apprehensions are mostly focused

on persistent environmental obstacles rather than travel time. This corresponds to findings from

urban mobility research, such as those by (Fonseca et al., 2022), (Kim, Won, & Kim, 2019), and

(Yu et al., 2017), which demonstrate that perceived walkability and infrastructure quality signifi-

cantly impact satisfaction, irrespective of the duration of the trip. Likewise, the feedback on bus

trips indicates that commuter interaction is contingent upon events rather than time, with remarks

concentrated around breakdowns and accidents. This reflects earlier research by (Eboli & Mazzulla,

2009), which identified reliability and perceived safety as primary determinants of public transport

satisfaction (Atombo & Dzigbordi Wemegah, 2021; Carrel et al., 2013; Ibrahim & Borhan, 2020;

Sukhov, Olsson, & Friman, 2022).

Conversely, criticism regarding private car travel, although limited, primarily focuses on break-

downs, indicating that users are inclined to report issues only during substantial disruptions. This
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Table 4.1: Feedback Summary

# Feedback Type Occurrence File Type Location Automation
1 205 delay more than 10 min-

utes. On: 25/05/2025
Delay After trip image (1) ON, CA Manual

2 205 bus just collided. On:
25/05/2025

Accident After trip image (1) QC, CA Manual

3 My Uber just broke down on
5th Avenue. I guess it is a
flat tire. On: 25/05/2025

Breakdown During trip image (1) QC, CA Manual

4 The bus seats had no bolts
or safety features. On:
15/06/2025

Poor Vehicle
Condition

During trip N/A QC, CA Automated

5 Two cars collided at a metro
station. On: 03/06/2025

Accident During trip N/A QC, CA Automated

6 Long trips to school. On:
16/06/2025

Breakdown During trip image (1) QC, Canada Manual

7 05 bus just collided. On:
25/05/2025

Accident After trip PDF (1) QC, CA Manual

threshold-based feedback behaviour illustrates the autonomy linked to private mobility, character-

ized by episodic rather than continuous interaction with feedback systems. (Y. Huang, Xiao, Wang,

Jiang, & Wu, 2020; Jiang, Zhang, Xiao, Zhao, & Iyengar, 2021; H. Zhang et al., 2023). The ”wait-

ing” mode serves as a significant area for analysis: extended durations and diverse remarks regarding

inadequate circumstances and limited accessibility highlight the importance of perceived idleness

and discomfort in influencing user experience (Moleman & Kroesen, 2025). This conclusion cor-

roborates the assertions of (Delbosc & Currie, 2012), who contended that waiting time exerts a

disproportionate psychological influence on perceived travel quality. Collectively, these observa-

tions reveal a pattern indicating that the frequency and tone of feedback are influenced more by

contextual and sensory aspects, such as infrastructure quality, reliability, and comfort, rather than

solely by temporal elements. This approach contextualizes our findings within the extensive mo-

bility literature, emphasizing that transport satisfaction is complex and contingent upon behaviour

rather than solely dependent on time or modality.

Figure 4.2 illustrates the distribution of feedback types and their respective frequencies. No-

tably, incidents related to accidents and delays were the most frequently reported, accounting for

39% and 23% of all feedback, respectively. This observation implies that events characterized by

high disruption or safety concerns are more likely to elicit user responses. Figure 4.2 on the other
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Table 4.2: Summary of Feedback Trends by Travel Mode

Mode Frequent Feedback File Count Typical Duration Insights
Walk Delay

Accident
Accessibility

1 Short (103–781 s) First/last-mile feedback is
highly consistent regardless of
distance.

Bus Accident
Breakdown

0–1 Mid-range
(763–1696 s)

Feedback is more dependent
on the occurrence of disruptive
events than trip duration.

Car Breakdown 1 1847 s Private vehicle breakdowns
continued to prompt user feed-
back, although less frequently.

Waiting Accident
Poor Condition
No Accessibility Fea-
tures

1–2 Long (> 72,000 s) Longer waiting times lead to
more detailed, often critical
feedback, especially regarding
infrastructure.

Figure 4.2: Analysis on recorded feedback comparing feedback characteristics: A) Feedback per-
centage by type. B) Feedback percentage by type of occurrence. C) Feedback type count by occur-
rence. D) Files count by feedback type against occurrence type.
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hand, further delineates the distribution of feedback by type (left) and the timing of occurrence

(right). The majority of feedback was submitted either during or subsequent to the trip, at 46% and

54%, respectively, suggesting that users typically reflect on events either immediately or shortly

after the trip.

4.2.3 Commuters’ behaviour when offering feedback

The analysis indicates that disruptive events mostly influence commuter feedback across all

travel modes rather than trip duration, as illustrated in Table 4.2). Among the modes with feed-

back evaluated, walking and waiting segments generated the highest proportion of qualitative input

despite having the shortest and longest average durations respectively, suggesting that perceived

inconvenience rather than journey length drives engagement. Walk trips typically brief, ranging be-

tween 103 and 781 seconds yielded consistent feedback centred on first- and last-mile trip barriers,

such as unsafe crossings or inaccessible pavements. This aligns with the findings from (Fonseca et

al., 2022; Yu et al., 2017), who similarly observed that short walking segments disproportionately

shape perceptions of overall use of the transportation network.

In contrast, feedback from bus and car trips contributed fewer but more incident-specific entries

where mostly related to accidents and mechanical failures. Although bus journeys were of medium

duration (763–1696 seconds), feedback occurrence was event-driven rather than time-driven, con-

firming that disruption intensity not travel time, determines reporting likelihood. The car-trip feed-

back, often accompanied by image attachments, underscores that private-mode feedback is situa-

tional and typically reactive to breakdowns and other stress-inducing experiences rather than routine

experiences (Gatersleben & Uzzell, 2007).

Commuters were observed to provide more contextual feedback, especially during prolonged

waiting times exceeding 72000 seconds, with each entry containing one or more attachments signi-

fying their heightened frustration with recurring mentions of issues such as accidents, poor vehicle

condition and lack of accessibility features. The associated attachments, comprised images, text,

and short clips, illustrate that static phases of travel enhance emotional and cognitive engagement,

resulting in more reflective and critical narratives. This pattern is consistent with commuter stress

studies by (Gatersleben & Uzzell, 2007; Sumicad et al., 2024), which links extended waiting with
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heightened negative sentiment and perceived inequity in service provision.

Collectively, these results reveal the importance of real-time reporting tools and improved in-

frastructure at modal transition points (such as bus stops, terminals, and stations). As users increas-

ingly demand safety, inclusivity, and responsiveness, mobility service providers must incorporate

user feedback mechanisms to improve their services (Li et al., 2025; Moleman & Kroesen, 2025;

X. Zhang & Ma, 2024). Such feedback is instrumental in incident investigations, performance eval-

uations, and equitable service design.

4.3 System Performance Results

4.3.1 Comparative analysis benchmark of RDBMS vs GDBMS

The benchmark compared three database engines, PostgreSQL, Neo4j, and SQL Server, on the

same workstation (2 GHz Quad-Core Intel Core i5 processor, 16 GB RAM) across 27 data scales

ranging from 1,000 to 500,000 trip records. Each run measured the ten evaluation criteria defined in

Section 3.6.3: insert time, fetch time, query latency, indexing time, scalability time, CPU user time,

CPU system time, CPU utilisation, RAM resident set size, and storage consumption. All timing

metrics were recorded in milliseconds and storage in bytes, as detailed in Tables 4.3, 4.4, and 4.5,

and visualised in Figure 4.3.

This benchmark was performed as a comparative assessment to evaluate the potential of the

Neo4j graph database to handle structured trip data against the traditional RDBMS (SQL Server) and

the more expressive RDBMS (PostgreSQL). The evaluation focuses on structured data operations

because the existing limitations of RDBMS in processing unstructured multimedia data preclude

a like-for-like comparison: saving image and video streams in a relational table requires conver-

sion to binary large objects (BLOBs), which inflates the database, hinders backup and restoration,

and necessitates costly server resources that a file system handles more efficiently. The alterna-

tive of encoding media as base-64 strings degrades data quality and is impractical for large files.

By restricting the benchmark to structured trip records, the comparison isolates the architectural

differences between paradigms without confounding the results with file-handling limitations.
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Insertion Performance

PostgreSQL consistently achieved the fastest insertion times across all 27 scales, ranging from

approximately 869 ms at 1,000 records to 1,605 ms at 500,000 records. This result reflects Post-

greSQL’s mature write-ahead logging and batch-commit optimisation for tabular inserts. Neo4j

was approximately two to five times slower (1,403–7,770 ms), because each inserted trip record re-

quires creating not only a node but also relationship pointers to connected entities (e.g., geometry,

feedback, user), and these pointers must be allocated and linked during the write operation. SQL

Server was the slowest across all scales (4,208–19,004 ms), a consequence of its stricter foreign-key

constraint enforcement and transactional buffering overhead. The insertion results confirm that rela-

tional systems retain an advantage for bulk write operations on structured data, where the overhead

of establishing graph relationships is not yet offset by traversal benefits.

Fetch Performance

Fetch time produced the most dramatic divergence among the three engines and the clearest

demonstration of the graph traversal advantage. At the smallest scale (1,000 records), PostgreSQL

led with 25 ms, Neo4j recorded 82 ms, and SQL Server trailed at 177 ms. However, as data vol-

ume increased, the relational systems degraded severely while Neo4j remained stable. At 500,000

records, Neo4j completed the retrieval in 320 ms, PostgreSQL required 21,010 ms (66 times slower),

and SQL Server required 148,788 ms (465 times slower). This divergence is a direct empirical man-

ifestation of the architectural distinction described in Section 3.4.3: Neo4j retrieves connected data

by following stored pointers at O(k) cost per traversal hop, whereas PostgreSQL and SQL Server

must execute join operations whose cumulative cost grows with both the number of records and the

depth of interconnection. The crossover point, beyond which Neo4j’s fetch time is faster than Post-

greSQL’s, occurs between 5,000 and 10,000 records, and the gap widens continuously thereafter.

Query Latency

Neo4j’s query latency was remarkably consistent, ranging from 24 ms at 1,000 records (where

initial cache warming adds a one-time overhead) to approximately 2–7 ms across all scales from
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5,000 to 500,000 records. This near-constant latency confirms that Cypher’s pattern-matching exe-

cution and Neo4j’s in-memory traversal mechanisms scale with the depth of the query pattern rather

than the total dataset size. In contrast, PostgreSQL’s query latency rose from 242 ms at 1,000 records

to 18,416 ms at 500,000 records, reflecting the increasing cost of the query planner evaluating multi-

ple join strategies and the growing volume of intermediate results. SQL Server exhibited the steepest

degradation, from 185 ms at 1,000 records to 132,031 ms at 500,000 records, with severe fluctua-

tions at intermediate scales indicating optimizer instability under increasing relational complexity.

These observations empirically validate the theoretical claims in (Novak, Novak Sedlackova, Vo-

chozka, & Popescu, 2022), which position graph-based storage as the optimal architecture for dense

relationships and highly connected datasets.

Indexing Time

Indexing times remained the lowest-magnitude metric across all systems. PostgreSQL and

SQL Server benefited from mature B-tree indexing, maintaining sub-millisecond to single-digit-

millisecond index times at most scales. Neo4j exhibited higher initial indexing overhead (5.1 ms

at 1,000 records) because its native graph indexes must traverse existing graph structures to estab-

lish relationship pointers. However, Neo4j’s indexing time remained stable across scales (2–8 ms),

demonstrating that the marginal cost of adding new entries to an established graph index is low.

At the largest scales (400,000–500,000 records), SQL Server’s indexing time spiked to 50–63 ms

due to B-tree rebalancing across larger index structures, whereas PostgreSQL maintained efficient

indexing (4–18 ms) through its support for partial and expression indexes.

Scalability Efficiency

The scalability metric directly tests how execution time changes with data growth. Neo4j’s scal-

ability time decreased from 19 ms at 1,000 records to 1.5–3 ms at mid-range scales and remained

below 8 ms even at 500,000 records, indicating that the database adapts efficiently to increased

data volume through in-memory compression and localised graph traversal. PostgreSQL’s scalabil-

ity time increased gradually from 6 ms to 58 ms at 500,000 records, reflecting linear-to-sublinear

degradation as query planner reoptimisation and cache invalidation become more frequent. SQL
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Server displayed the most concerning trend: scalability time grew from 8 ms at 1,000 records to

706 ms at 500,000 records, exhibiting superlinear growth that indicates execution time is increasing

faster than data volume. From a mathematical standpoint, Neo4j’s scalability trend approximates

T (N) = kN , whereas SQL Server follows T (N) ≈ kN2, confirming that graph traversal algo-

rithms exhibit near-constant time complexity with respect to relationship depth while relational join

costs compound quadratically.

CPU Performance

CPU utilisation revealed clear architectural distinctions. Neo4j maintained the lowest average

CPU usage (7.7% across all scales), with utilisation ranging from below 1% at small scales to ap-

proximately 14% at 200,000 records. The native graph engine leverages memory-mapped adjacency

structures that reduce the need for costly index scans and optimizer evaluations. SQL Server aver-

aged 22.5% CPU utilisation, reflecting the computational burden of join operations, query plan gen-

eration, and transaction log management. PostgreSQL recorded the highest average CPU utilisation

at 25.9%, a consequence of its more aggressive query optimisation and buffer pool management,

particularly at scales above 100,000 records where CPU usage exceeded 30%. The decomposition

into user and system CPU time reveals that at 500,000 records, SQL Server consumed 320,120 ms of

user CPU time and 514,186 ms of system CPU time, compared with Neo4j’s 2,084 ms and 3,705 ms

respectively, a difference of more than two orders of magnitude. These results are consistent with

(Klein et al., 2015; Neo4j, 2024), confirming that Neo4j’s traversal-centric design significantly re-

duces CPU cycle consumption compared with cost-based query optimizers in relational systems.

Memory Consumption

All three engines reached similar peak RAM resident set sizes at the largest scales (approxi-

mately 3,100–3,500 MB), indicating that total memory capacity is dominated by the operating sys-

tem’s caching behaviour and the benchmark harness rather than fundamental architectural differ-

ences. However, the pattern of memory growth differed. Neo4j’s RSS fluctuated between runs
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rather than growing monotonically, reflecting its garbage-collected JVM memory model where un-

used objects are periodically reclaimed. PostgreSQL displayed the most predictable growth, in-

creasing steadily from 350 MB at 1,000 records to 3,158 MB at 500,000 records, consistent with its

configurable shared buffer pool that scales with data volume. SQL Server showed the most volatile

memory behaviour, with RSS dropping after certain scales (likely due to process restarts between

runs) and then climbing steeply, exceeding 3,224 MB at 100,000 records.

Storage Efficiency.

Neo4j maintained the most compact disk footprint across all scales, growing from 0.4 MB at

1,000 records to 215.5 MB at 500,000 records. Neo4j’s graph-native serialisation uses fixed-length

records: each node consumes approximately 15 bytes, each relationship 34 bytes, and each prop-

erty 41 bytes, with additional overhead for indexed properties and larger data types (Neo4j, Inc.,

2026). PostgreSQL’s storage grew from 72 MB to 244 MB, approximately 13% larger than Neo4j

at the maximum scale, benefiting from efficient page-level management and write-ahead logging

optimisation. SQL Server consumed the most disk space by a substantial margin, growing from

255 MB at 1,000 records to 878 MB at 500,000 records, approximately four times Neo4j’s foot-

print. This disparity is attributable to SQL Server’s extensive index duplication, redundant key

storage, and persistent transaction log files. These findings corroborate (Fortin et al., 2016), who

observed that property-graph compression significantly reduces disk overhead by storing relation-

ships as lightweight adjacency pointers rather than as foreign-key pairs. The storage results are

particularly relevant for multimodal transport networks, where edge proliferation across users, trips,

feedback, files, and geometry nodes can rapidly inflate dataset size.

Influence of Schema Design on Benchmark Metrics

The database design assumptions documented in Section 3.6.3 introduced schema-level differ-

ences that directly influenced the measured benchmark metrics. This subsection traces the causal

pathways from each design choice to the affected metric, distinguishing performance differences

attributable to database architecture from those attributable to schema configuration.
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Storage Consumption. SQL Server’s storage footprint (878 MB at 500,000 records) is approxi-

mately 3.6 times larger than Neo4j’s (216 MB) and 3.6 times larger than PostgreSQL’s (244 MB). A

substantial portion of this gap is attributable to the NVARCHAR double-byte encoding used across all

string columns. For a record with five string columns (record id, user id, type, geometry,

track mode), the encoding overhead alone doubles the string storage relative to PostgreSQL’s

single-byte VARCHAR. The geometry column, which stores serialised JSON coordinate arrays

averaging 500–2,000 characters, is particularly affected: at 1,000 characters, SQL Server allocates

approximately 2 kB per value versus PostgreSQL’s 1 kB. Over 500,000 records, this single column

accounts for an estimated 500 MB of additional storage in SQL Server. Additionally, SQL Server’s

INT IDENTITY primary key adds 4 bytes per row (2 MB total at 500,000 records) and creates a

clustered index whose leaf pages duplicate the row data, further inflating disk consumption.

PostgreSQL’s TOAST mechanism automatically compresses geometry values exceeding ap-

proximately 2 kB, reducing the effective on-disk size of large JSON strings. This compression is

transparent to the benchmark and contributes to PostgreSQL’s more compact storage despite using a

structurally similar schema. Neo4j’s storage estimation, based on the fixed-record formula (15 bytes

per node, 34 bytes per relationship, 41 bytes per property), excludes transaction logs and dynamic

string store overhead. The observed 216 MB (432 bytes per trip entity) falls below the theoretical

452-byte estimate, confirming that Neo4j’s property-level compression and short-string inlining re-

duce the actual footprint. However, because Neo4j’s storage is estimated rather than queried, the

comparison is not strictly like-for-like: PostgreSQL and SQL Server values include index overhead

and metadata, whereas Neo4j’s does not.

Insertion Performance. Neo4j’s consistently slower insertion times (2–5 times slower than Post-

greSQL) are explained by schema complexity rather than engine inefficiency. Each trip record in

Neo4j requires creating a Trip node (9 properties), a Geometry node (3 properties), a HAS GEOMETRY

relationship, and optionally a TOOK TRIP relationship a minimum of 2 nodes and 1–2 relationships

per record. In contrast, PostgreSQL and SQL Server each execute a single-row insert into a flat ta-

ble. The Neo4j batch size was reduced to 250 records (versus 1,000 for the relational engines) to
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avoid session timeouts caused by the higher per-record write cost, which further increases wall-

clock insertion time due to additional transaction commit overhead. SQL Server’s insertion times

(4,208–19,004 ms) exceed PostgreSQL’s (869–1,605 ms) despite similar single-table schemas. This

gap is attributable to SQL Server’s stricter transactional buffering, its clustered index maintenance

on the IDENTITY column (which requires page splits as data grows), and the overhead of writing

double-byte string values to data pages.

Fetch and Query Latency. The fetch time divergence, where Neo4j completes retrieval in 320 ms

at 500,000 records while PostgreSQL requires 21,010 ms and SQL Server 148,788 ms, is primar-

ily architectural (pointer traversal vs. join operations) rather than schema-driven. However, two

schema factors amplify the gap. First, SQL Server’s SELECT * retrieval must deserialise double-

byte NVARCHAR values and transfer approximately twice the string payload over its TDS (Tabular

Data Stream) protocol compared to PostgreSQL’s wire format. Second, the Neo4j fetch query uses

MATCH (t:Trip) WITH t LIMIT $limit RETURN count(t), which returns only a count

rather than materialising full node properties, whereas the relational queries return complete rows

(SELECT * FROM trips LIMIT $1). This asymmetry means the Neo4j fetch metric mea-

sures traversal enumeration cost, while the relational fetch metrics include data materialisation and

network serialisation costs. Query latency tests use structurally different queries across engines:

Neo4j traverses a User→Trip→Geometry pattern, while the relational engines execute ORDER

BY timestamp DESC. These differences are deliberate they test each engine’s idiomatic query

pattern but they mean the query latency comparison reflects operational paradigm differences rather

than identical-workload performance.

CPU and RAM Consumption. Neo4j’s lower CPU utilisation (average 7.7% vs. PostgreSQL’s

25.9% and SQL Server’s 22.5%) is primarily architectural, reflecting the absence of join evaluation

and cost-based query planning. However, the schema design contributes indirectly: because Neo4j’s

insert creates multiple nodes and relationships, its CPU effort is concentrated during the write phase

(which is amortised across the insert metric), leaving the read phase (fetch, query latency) with

minimal CPU demand. The relational engines, by contrast, spread CPU effort across both write

73



(constraint checking, index maintenance) and read (join evaluation, sort operations) phases. RAM

consumption converges across engines at large scales (approximately 3,100–3,500 MB), indicating

that memory usage is dominated by the Node.js benchmark harness and operating system caching

rather than database-internal allocation patterns.

Indexing Time. All three engines index on record id. PostgreSQL’s B-tree index operates

on single-byte VARCHAR(255) keys, SQL Server’s on double-byte NVARCHAR(255) keys, and

Neo4j’s native index on unbounded string properties. The wider key width in SQL Server produces

a larger index structure with more B-tree levels at equivalent record counts, which explains why

SQL Server’s indexing time spikes to 50–63 ms at 400,000–500,000 records while PostgreSQL

maintains 4–18 ms. Neo4j’s stable indexing time (2–8 ms across all scales) reflects its graph-native

index structure, which does not rebalance hierarchically like a B-tree but instead appends entries to

a Lucene-based index with amortised O(1) insertion cost.

These observations confirm that the benchmark results reflect a combination of fundamental

architectural differences and schema-level design choices. Readers should interpret the magnitude

of performance gaps particularly in storage consumption and insertion time with awareness that

alternative schema configurations (e.g., VARCHAR instead of NVARCHAR in SQL Server, or a flat

single-node model in Neo4j) would alter the absolute values while preserving the directional trends.

Comparative Outcome Summary

The benchmark results reveal a clear pattern: relational databases retain advantages for bulk

insertion of structured records, where PostgreSQL’s mature write path consistently outperforms

Neo4j. However, for all retrieval, querying, and traversal operations, which constitute the majority

of workload in analytical and real-time systems, Neo4j’s graph-native architecture delivers per-

formance that is one to three orders of magnitude faster than both relational alternatives at scales

above 100,000 records. This distinction is directly relevant for the feedback-enhanced, graph-based

multimodal transport system proposed in this study, where user trips, vehicle paths, and event feed-

backs form a dynamic web of interconnected data entities. Neo4j’s native graph model stores these

entities as nodes (e.g., User, Trip, Feedback, Geometry) and relationships (TOOK TRIP,
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HAS FEEDBACK, HAS GEOMETRY), as illustrated in Figure 3.4.

Within this structure, traversal-based queries, such as identifying route dependencies, corre-

lating feedback sentiment to trip performance, or tracking multimodal transfers, are executed effi-

ciently without recursive joins or nested subqueries. The observed benchmark outcomes therefore

provide both empirical and theoretical justification for adopting a graph-oriented architecture in

the proposed system, validating its capacity to handle complex, interlinked mobility data with low

latency and efficient resource utilisation across the full range of data volumes tested.

Table 4.3: Benchmark Results — Operation Latency (ms), 1,000 to 500,000 records

Scale Engine Insert Fetch Query Lat. Indexing Scalability

1,000 Neo4j 2,466 82 24.1 5.1 19.2
PostgreSQL 869 25 241.7 3.5 6.2
SQL Server 4,208 177 185.5 13.4 8.0

5,000 Neo4j 1,403 65 1.4 1.2 1.5
PostgreSQL 1,043 49 39.1 0.5 2.0
SQL Server 10,632 403 273.7 2.0 4.2

10,000 Neo4j 2,099 88 2.3 3.7 2.0
PostgreSQL 769 115 152.3 0.4 2.1
SQL Server 8,438 616 568.7 5.1 6.0

50,000 Neo4j 2,046 104 2.4 4.2 2.1
PostgreSQL 599 407 378.6 0.9 4.2
SQL Server 11,462 2,094 2,219 4.2 35.9

100,000 Neo4j 2,412 144 2.4 2.0 1.6
PostgreSQL 841 685 1,028 3.1 7.9
SQL Server 10,129 3,869 3,759 13.5 20.0

200,000 Neo4j 3,641 342 4.4 2.9 3.2
PostgreSQL 1,013 10,425 11,273 18.5 28.2
SQL Server 11,028 68,248 79,231 140.2 216.7

300,000 Neo4j 3,976 239 7.5 5.9 7.7
PostgreSQL 1,198 15,737 17,972 3.9 32.2
SQL Server 10,959 100,938 111,519 43.2 143.7

400,000 Neo4j 4,601 258 6.5 7.7 4.1
PostgreSQL 3,203 17,290 15,526 7.5 41.8
SQL Server 11,474 128,669 134,651 50.5 229.6

500,000 Neo4j 7,770 320 6.2 5.7 2.9
PostgreSQL 1,605 21,010 18,416 4.5 57.9
SQL Server 19,004 148,788 132,031 62.6 706.0
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Table 4.4: Benchmark Results — CPU and Memory Utilisation, 1,000 to 500,000 records

Scale Engine CPU User (ms) CPU Sys (ms) CPU (%) RAM RSS (MB)

1,000 Neo4j 172 32 0.8 406
PostgreSQL 452 107 4.7 350
SQL Server 2,281 263 5.4 405

5,000 Neo4j 283 28 2.1 612
PostgreSQL 543 201 6.6 635
SQL Server 5,948 691 5.9 832

10,000 Neo4j 179 46 1.0 800
PostgreSQL 862 98 8.9 845
SQL Server 5,777 709 6.7 893

50,000 Neo4j 729 80 3.7 1,384
PostgreSQL 2,930 282 22.5 1,847
SQL Server 19,954 1,845 13.8 1,929

100,000 Neo4j 1,547 1,014 9.8 1,464
PostgreSQL 5,164 1,568 25.7 2,672
SQL Server 29,991 4,576 19.4 3,224

200,000 Neo4j 2,094 3,781 14.0 1,444
PostgreSQL 32,234 48,083 35.2 2,643
SQL Server 222,913 313,317 33.8 3,014

300,000 Neo4j 1,770 3,186 11.5 1,674
PostgreSQL 46,225 73,944 34.3 3,049
SQL Server 277,082 445,926 32.3 2,945

400,000 Neo4j 2,856 5,275 14.4 1,488
PostgreSQL 46,182 73,896 33.2 2,982
SQL Server 319,141 520,737 30.5 2,945

500,000 Neo4j 2,084 3,705 7.1 846
PostgreSQL 49,150 80,282 31.4 3,148
SQL Server 320,120 514,186 27.8 2,585
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Table 4.5: Benchmark Results — Storage Consumption, 1,000 to 500,000 records

Scale Engine Storage (MB) Storage (GB)

1,000 Neo4j 0.4 <0.01
PostgreSQL 71.6 0.07
SQL Server 254.8 0.25

5,000 Neo4j 2.2 <0.01
PostgreSQL 78.4 0.08
SQL Server 278.7 0.27

10,000 Neo4j 4.3 <0.01
PostgreSQL 85.0 0.08
SQL Server 302.7 0.30

50,000 Neo4j 21.6 0.02
PostgreSQL 111.5 0.11
SQL Server 398.7 0.39

100,000 Neo4j 43.1 0.04
PostgreSQL 137.9 0.13
SQL Server 494.5 0.48

200,000 Neo4j 86.2 0.08
PostgreSQL 204.0 0.20
SQL Server 734.4 0.72

300,000 Neo4j 129.3 0.13
PostgreSQL 217.2 0.21
SQL Server 782.1 0.76

400,000 Neo4j 172.4 0.17
PostgreSQL 230.4 0.23
SQL Server 830.4 0.81

500,000 Neo4j 215.5 0.21
PostgreSQL 243.7 0.24
SQL Server 878.3 0.86
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Figure 4.3: Performance benchmark between PostgreSQL vs. Neo4j vs SQL comparing metrics
insertion and fetch times, query latency, indexing, scalability, and System utilisation (CPU, memory,
and storage)
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Table 4.6: Comparison of Benchmark Findings with Prior Studies

Study / Year Databases Com-
pared

Dataset Con-
text

Key Findings Observed in This Benchmark

(Dı́az Erazo, Raúl
Morales Morales,
Pineda Chávez, &
Leonardo Morales Car-
doso, 2022)

Neo4j, MySQL Social networks Neo4j excels in traver-
sals but slower with in-
serts.

Confirmed: PostgreSQL was faster
than Neo4j for inserts across all scales,
but Neo4j achieved the fastest retrieval
times once data was indexed.

(Sandell, Asplund, Ayele,
& Duneld, 2024)

Neo4j, MySQL,
ArangoDB

Medical data Graph DB scales bet-
ter with complex links.

Confirmed: Neo4j’s scalability time re-
mained below 8 ms at 500k records
while SQL Server reached 706 ms.

(Fortin et al., 2016) Neo4j Transit GTFS Neo4j has compact
data storage and mini-
mal latency.

Confirmed: Neo4j’s storage footprint
(216 MB at 500k) was the smallest, ap-
proximately 4× less than SQL Server
(878 MB).

(Klein et al., 2015) SQL Server, Post-
greSQL

Enterprise
workload

PostgreSQL retains
balanced CPU and
RAM efficiency.

Confirmed: PostgreSQL maintained
more predictable resource consump-
tion than SQL Server across all scales.

(Novak et al., 2022) Neo4j, Post-
greSQL, Mon-
goDB

IoT and ITS
data

Neo4j superior for
connected systems.

Confirmed: Neo4j’s query latency
remained 2–7 ms across scales ≥5k,
while relational engines exceeded
18,000 ms at 500k.
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4.3.2 Expected vs. Observed Performance

Table 4.6 situates the benchmark findings of this study within the context of five prior database

comparison studies. Each row identifies a published study, the databases it compared, and its princi-

pal finding, alongside the corresponding observation from the present benchmark. The comparison

confirms that the results obtained in this study are consistent with established findings across dif-

ferent application domains. (Dı́az Erazo et al., 2022), working with social network data, reported

that Neo4j excels at traversal queries but is slower than relational systems for inserts; the present

benchmark confirmed this pattern, with PostgreSQL achieving the fastest insertion times across all

27 scales while Neo4j dominated retrieval performance. (Sandell et al., 2024) found that graph

databases scale more effectively than relational alternatives for datasets with complex interconnec-

tions; this was confirmed by the growing divergence in scalability time between Neo4j (below 8 ms)

and SQL Server (706 ms) at 500,000 records. (Fortin et al., 2016) observed compact storage and

minimal latency in Neo4j’s handling of transit GTFS data; the present results corroborate this with

Neo4j maintaining the smallest disk footprint at every scale tested. (Klein et al., 2015) reported that

PostgreSQL maintains more balanced CPU and RAM efficiency compared with SQL Server under

enterprise workloads; this was confirmed across the full 1,000 to 500,000 record range. Finally,

(Novak et al., 2022) established Neo4j’s superiority for connected IoT and ITS systems; the present

benchmark confirms this through Neo4j’s consistently low query latency of 2–7 ms at scales above

5,000 records, contrasting sharply with the relational engines’ latency degradation into the tens of

thousands of milliseconds.

The experimental results across the 1,000 to 500,000 record range largely conform to the the-

oretical expectations established in Section 3.4.3, with notable deviations in insertion behaviour.

Conventionally, relational systems are expected to be faster for sequential inserts due to their ma-

ture write-ahead logging and batch-commit paths. This expectation was confirmed: PostgreSQL

consistently achieved the fastest insertion times across all 27 scales, outperforming both Neo4j and

SQL Server. Neo4j’s slower insertion reflects the overhead of allocating relationship pointers dur-

ing each write, while SQL Server’s consistently poor insertion performance is attributable to its
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stricter constraint enforcement and transactional buffering. For retrieval, query latency, and scala-

bility, Neo4j’s theoretical O(k) traversal advantage was empirically confirmed, with query latency

remaining below 8 ms even at 500,000 records while PostgreSQL exceeded 18,000 ms and SQL

Server surpassed 132,000 ms at the same scale. The expected and observed performance relation-

ships are summarised in Table 4.7.

Table 4.7: Expected vs. Observed Database Performance

Metric Expected (Literature) Observed (Benchmark) Conclusion

Insert Time RDBMS faster for se-
quential bulk inserts due
to mature write paths.

PostgreSQL fastest
across all 27 scales
(869–1,605 ms); Neo4j
2–5× slower; SQL Server
slowest.

Confirmed

Fetch Time Neo4j faster at scale due
to pointer traversal vs. re-
lational joins.

Neo4j 320 ms at 500k;
PostgreSQL 21,010 ms;
SQL Server 148,788 ms.
Crossover at ∼10k
records.

Confirmed

Query Latency Neo4j exhibits lowest la-
tency for graph-pattern
queries.

Neo4j 2–7 ms across
scales ≥5k; rela-
tional systems exceeded
18,000 ms at 500k.

Confirmed

Storage Neo4j most compact due
to fixed-length adjacency
pointers.

Neo4j 216 MB at 500k;
PostgreSQL 244 MB;
SQL Server 878 MB.

Confirmed

Scalability Graph DB scales with
O(k) traversal; RDBMS
degrades due to join costs
(Neo4j, 2024).

Neo4j scalability time
<8 ms; SQL Server
reached 706 ms at 500k
(superlinear growth).

Confirmed

CPU & RAM Neo4j lower CPU due
to pointer traversal;
RDBMS higher due to
join evaluation.

Neo4j avg. 7.7% CPU;
PostgreSQL 25.9%;
SQL Server 22.5%. All
engines reached similar
peak RAM (∼3,100–
3,500 MB).

Confirmed for
CPU; RAM con-
verges at large
scales.

4.3.3 Synthesis

Overall, Neo4j demonstrated outstanding scalability, low latency, and compact storage, making

it suitable for graph-centric applications such as transportation networks and autonomous mobility
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systems. PostgreSQL provided balanced resource utilisation, performing well under mixed analyt-

ical and transactional loads. SQL systems, though mature, showed exponential degradation under

scale due to heavy join and indexing overheads.

These results reinforce existing literature and empirically validate that graph-based data model-

ing is optimal for interconnected, relationship-dense systems such as mobility data integration, IoT

sensor networks, and multimodal transport analytics.

4.3.4 Neo4j Graph Database Performance

To isolate Neo4j’s behaviour from the comparative context, this subsection examines its individ-

ual performance trajectory across the full 1,000 to 500,000 record range, as illustrated in Figure 4.3.

Query latency exhibited a characteristic warm-up pattern: at 1,000 records, latency was 24 ms

as Neo4j populated its initial caches and JIT-compiled its Cypher query plans. By 5,000 records,

latency dropped to 1.4 ms and remained between 2 and 7 ms across all subsequent scales up to

500,000 records. This near-constant behaviour confirms the O(k) traversal complexity described

in Section 3.4.3, where query cost depends on the number of relationship hops (k) rather than the

total dataset size. Neo4j’s compliance with ACID properties (Atomicity, Consistency, Isolation,

Durability) ensures that this traversal efficiency is maintained under transactional guarantees, a

requirement for production mobility systems. In contrast, the RDBMS engines exhibited escalating

latency as data volume increased, with PostgreSQL reaching 18,416 ms and SQL Server 132,031 ms

at 500,000 records, owing to B-tree rebalancing, join complexity, and transactional overhead when

manipulating connected data.

Indexing durations in Neo4j remained stable across the full range, fluctuating between 1.2 ms

and 7.7 ms with no systematic increase at larger scales. This stability results from Neo4j’s schema-

optional architecture and property-graph indexing, which diminish the structural reorganisation

costs typical of B-tree-based systems. Scalability time similarly demonstrated efficient adapta-

tion: from 19 ms at 1,000 records, it dropped to 1.5 ms at 5,000 records and remained below 8 ms

even at 500,000 records. This confirms that Neo4j maintains a minimal computational gradient

(Escale ≈ ∆T
∆N ) as dataset size increases, which is crucial for real-time analytics in intelligent trans-

portation systems.
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CPU utilisation averaged 7.7% across all scales, ranging from below 1% at small scales to ap-

proximately 14% at 200,000 and 400,000 records. Even at peak utilisation, Neo4j consumed an or-

der of magnitude less CPU than the relational engines, which regularly exceeded 25–35%. Neo4j’s

storage footprint grew linearly from 0.4 MB at 1,000 records to 216 MB at 500,000 records, follow-

ing the fixed-length record structure where each node consumes approximately 15 bytes, each rela-

tionship 34 bytes, and each property 41 bytes (Neo4j, Inc., 2026). At the maximum scale, Neo4j’s

216 MB compared favourably with PostgreSQL’s 244 MB and SQL Server’s 878 MB, validating the

compression efficiency of Neo4j’s adjacency-list storage approach.

The findings indicate that Neo4j represents the most efficient and scalable database solution

across the evaluated range. The system’s low latency, modest CPU overhead, compact storage, and

near-linear scalability render it suitable for the integration of complex, interrelated transport data

with unstructured multimodal feedback. In contrast to relational systems that distribute data across

normalised tables, Neo4j’s property-graph model facilitates direct connections between nodes and

relationships, accurately representing semantic associations in multimodal mobility networks in-

cluding passenger routing and vehicle assignments. The findings underscore Neo4j’s capacity to

integrate structured trip data with unstructured feedback such as images, audio, and video within a

cohesive query framework, a capability that conventional RDBMSs cannot replicate without signif-

icant application-level complexity.

These characteristics position Neo4j as an integrated platform for multi-domain transportation

intelligence. Its low-latency performance, cost-effective storage architecture, and semantic flexibil-

ity make it the suitable backend for managing feedback-enhanced, multimodal, and real-time mo-

bility datasets. The findings substantiate the adoption of a graph-oriented data architecture for this

study, presenting empirical evidence that Neo4j outperforms relational databases across retrieval,

query latency, scalability, CPU efficiency, and storage consumption while delivering practical ad-

vantages for dynamic, data-intensive transportation systems.

83



4.3.5 Extended Benchmark Analysis: Predictive Modelling, Curve Fitting, and Sen-

sitivity Analysis

To complement the comparative benchmark presented in Section 4.3.1, a rigorous quantitative

analysis was conducted on an extended dataset spanning 27 scale levels from 1,000 to 500,000 trip

records across PostgreSQL, Neo4j, and SQL Server. This analysis comprised three phases: (i) a

composite scoring model with a Random Forest classifier to predict the best-performing engine, (ii)

nonlinear curve fitting to characterise growth patterns, and (iii) a structural sensitivity analysis to

decompose performance into the fundamental cost drivers of each database paradigm.

All 13 metrics were evaluated: five time-based metrics (insert ms, fetch ms, query latency ms,

indexing ms, scalability ms) and eight resource-based metrics (cpu user ms, cpu sys ms,

cpu pct, ram rss mb before, ram rss mb aft, ram heap mb bef, ram heap mb aft,

storage MB).

Composite Scoring Model and Best-Engine Prediction

To objectively rank each database engine at every dataset scale, a composite normalised scoring

model was developed. For a given scale s and engine e, each raw metric value xe,m was transformed

using min–max normalisation across the three competing engines, yielding a score in [0, 1] where 0

denotes the best-performing engine on that metric and 1 the worst:

x̂(s)e,m =
x
(s)
e,m −mine′ x

(s)
e′,m

maxe′ x
(s)
e′,m −mine′ x

(s)
e′,m

(1)

The composite score C for each engine at scale s was then computed as the arithmetic mean of all

M = 13 normalised metrics spanning both time performance and resource consumption:

C(s)
e =

1

M

M∑︂
m=1

x̂(s)e,m (2)

The engine achieving the minimum composite score at each scale was labelled the ground-truth win-

ner: w(s) = argmine C
(s)
e . This equal-weighting scheme treats every metric from insert latency

to storage footprint as equally important to overall database fitness, ensuring no single dimension
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dominates the evaluation.

A Random Forest classifier with 200 estimators and balanced class weighting was trained to pre-

dict the best-performing engine given the feature vector x = [scale, x1, x2, . . . , x13]⊤. The model

was validated using Leave-One-Scale-Out cross-validation each fold held out all three engine obser-

vations at a single scale achieving a mean accuracy of 92.59% (± 26.19%), while training accuracy

reached 100%. Gini-based feature importance analysis revealed that memory characteristics dom-

inated prediction: heap memory before operation (I = 0.183), dataset scale (I = 0.152), heap

memory after operation (I = 0.138), and RSS memory (I = 0.109) collectively accounted for

over 58% of the model’s discriminative power, as shown in Figure 4.4, indicating that an engine’s

memory efficiency is the strongest signal separating winners from losers across scales.

Figure 4.4: Random Forest feature importances for best-engine prediction. Memory-related features
dominate, indicating that RAM efficiency is the primary discriminator between database engines
across all scales.

The composite scoring model produced an unambiguous result: Neo4j was the best-performing

engine at 25 of the 27 tested scales (1,000 to 500,000 records), with PostgreSQL claiming the

remaining two scales at 1,000 and 30,000 records. SQL Server failed to win at any scale. Figure 4.5

illustrates the composite score trajectories, where Neo4j consistently maintains the lowest score,

and Figure 4.6 highlights the winner at each scale with a gold border.
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Figure 4.5: Composite normalised performance score across all 13 metrics. Lower scores indicate
better overall performance. Neo4j maintains the lowest trajectory from 5,000 records onward.

Figure 4.6: Best-performing database engine at each scale (gold border indicates winner). Neo4j
wins 25 of 27 scales; PostgreSQL wins at 1,000 and 30,000 records.
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Neo4j’s dominance was most pronounced in fetch operations and query latency, where at 500,000

records it returned results in 319.5 ms compared to PostgreSQL’s 21,009.8 ms and SQL Server’s

148,787.8 ms a 65-fold and 465-fold advantage respectively. Neo4j’s graph traversal engine main-

tained near-constant query latency of approximately 2–6 ms regardless of scale, while PostgreSQL’s

latency grew to 18,416 ms and SQL Server’s to 132,031 ms at 500,000 records. On the resource

front, Neo4j consumed the least CPU (7.07% vs. 31.44% for PostgreSQL and 27.76% for SQL

Server at 500k) and achieved the smallest storage footprint (215.5 MB vs. 243.7 MB for Post-

greSQL and 878.3 MB for SQL Server).

Figure 4.7: Growth of insert time, fetch time, and query latency with dataset scale. SQL Server
exhibits steep superlinear growth; Neo4j remains near-constant for fetch and latency.

Figure 4.8: Normalised metric heatmap per engine (0 = best, 1 = worst within each scale). Neo4j’s
panel is predominantly light (low scores), while SQL Server’s is predominantly dark (high scores).

PostgreSQL’s narrow victories at the 1,000 and 30,000 record scales where its composite scores
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of 0.199 and 0.149 undercut Neo4j’s 0.303 and 0.260 reflect its strength in single-row insert through-

put at low volumes, where connection overhead to Neo4j’s Bolt protocol is proportionally more

significant. However, this advantage evaporates rapidly: by 5,000 records, Neo4j’s batch-oriented

UNWIND ingestion, constant-time index-free adjacency traversal, and compact graph storage model

collectively produce a composite score consistently below 0.20 while PostgreSQL and SQL Server

drift upward toward 0.30–0.45 and 0.80–0.92 respectively.

Curve-Fitting Analysis and Growth-Pattern Characterisation

To move beyond point-wise comparison and characterise how each database engine scales as a

continuous function of dataset size n, six candidate regression models were fitted to every (engine,

metric) pair using nonlinear least-squares estimation: linear (y = an + b), quadratic (y = an2 +

bn + c), cubic (y = an3 + bn2 + cn + d), logarithmic (y = a ln(n) + b), power-law (y = anb),

and square-root (y = a
√
n + b). Model selection was governed by the adjusted coefficient of

determination R̄2, which penalises additional parameters to guard against overfitting:

R̄2 = 1− (1−R2)(n− 1)

n− p− 1
(3)

where n is the number of observed scale points and p is the number of fitted parameters. Across

33 (engine × metric) combinations, cubic polynomials dominated as the best-fitting model in 18

cases (55%), followed by quadratic in 8 cases (24%), linear in 3, power-law in 3, and square-root

in 1. This prevalence of cubic fits reveals that database performance does not degrade according

to simple linear or even quadratic laws; instead, there exist inflection points regions where the

rate of degradation itself accelerates or decelerates, which carry profound implications for capacity

planning in production mobility-data systems.

The fitted curves expose three fundamentally different scaling regimes. Neo4j’s query latency

was best described by a near-flat cubic with an adjusted R̄2 of only 0.176 not because the fit is poor,

but because there is almost no variance to explain: latency fluctuated between 1.4 ms and 43.6 ms

across two orders of magnitude of dataset growth, confirming O(1)-like traversal behaviour at-

tributable to its index-free adjacency architecture. By contrast, SQL Server’s query latency followed
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a well-defined cubic curve (R̄2 = 0.958):

ySQL,latency = −4.563× 10−12 n3 + 3.054× 10−6 n2 − 0.122n− 1,017 (4)

indicating super-quadratic degradation that accelerated through a steep inflection zone between

n = 100,000 and n = 200,000. PostgreSQL’s query latency grew linearly (y = 0.0395n − 970,

R̄2 = 0.711), placing it between Neo4j’s constant-time behaviour and SQL Server’s polynomial

explosion. Figure 4.9 presents these fitted curves alongside the observed data points.

Figure 4.9: Fitted growth curves for query latency. Neo4j’s near-flat trajectory confirms O(1) traver-
sal; SQL Server’s cubic curve shows super-quadratic degradation; PostgreSQL grows linearly.

The crossover analysis pinpointed the critical threshold at n ≈ 24,691 where PostgreSQL’s

linear growth overtook Neo4j’s near-constant latency, and at n ≈ 50,295 where SQL Server’s cubic

curve overtook Neo4j thresholds that define the practical dataset-size boundaries at which a graph

database becomes categorically superior for traversal-heavy mobility queries.

To quantify how the incremental cost of adding one more record changes at high volumes,

the first derivative dy/dn of each fitted curve was evaluated at n = 500,000. For fetch time,

PostgreSQL’s marginal cost was −0.031 ms/record and Neo4j’s was −0.011 ms/record (both ex-

hibiting plateau from the cubic’s negative n3 coefficient), whereas SQL Server’s marginal fetch

cost was −0.178 ms/record, reflecting its vastly higher absolute baseline. For CPU consumption,
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Figure 4.10: Fitted growth curves for fetch time. SQL Server’s cubic curve (R̄2 = 0.960) acceler-
ates steeply beyond 100,000 records, while Neo4j remains near zero.

PostgreSQL’s linear growth in cpu system ms (y = 0.183n − 6,638, R̄2 = 0.741) yielded

a constant marginal cost of 0.183 ms per record, while Neo4j’s CPU marginal cost was near zero

(−0.056 ms/record), consistent with its lightweight Bolt protocol. Figure 4.11 presents the marginal

cost analysis at n = 500,000.

Figure 4.11: Marginal cost per additional record at n = 500,000 for time metrics (left) and resource
metrics (right). Neo4j’s near-zero marginal costs confirm its scalability advantage.

Neo4j’s storage footprint was the only metric across all 33 fits to achieve a perfect linear model
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(y = 4.311×10−4 n+0.00, R̄2 = 1.000), confirming that each trip node, its relationships, and prop-

erties consume a fixed 452 bytes regardless of dataset size a direct consequence of Neo4j’s fixed-

size record-store architecture. The performance-ratio analysis quantified the divergence further:

at 500,000 records, SQL Server’s fetch time was 465.7× Neo4j’s, its query latency was 21,391×

Neo4j’s, while PostgreSQL was 65.8× and 2,984× slower respectively. These ratios did not merely

grow; they accelerated with scale, as confirmed by the upward-sloping ratio curves in Figure 4.12.

Figure 4.12: Performance ratios relative to Neo4j across scale. The upward-sloping curves confirm
that the performance gap is not a fixed overhead but a widening divergence that compounds with
each additional record.

Sensitivity Analysis: Structural Factors Driving Performance

The sensitivity analysis decomposed each database engine’s performance into its fundamental

structural cost drivers, recognising that Neo4j’s graph data model and the relational engines’ flat-

table model are governed by fundamentally different entity types. For a dataset of n trip records,

the Neo4j graph model produces 2n nodes (one Trip node and one Geometry node per record),

2n relationships (HAS GEOMETRY and TOOK TRIP per trip), and (9n + 2n + 2 × 2n) = 15n

properties arising from Pnode = 9 properties per Trip node, 2 properties per Geometry node, and

Prel = 2 properties per relationship. Using Neo4j’s fixed record sizes of BN = 15 bytes per

node, BR = 34 bytes per relationship, and BP = 41 bytes per property, the theoretical storage

decomposes as:

SNeo4j(n) = 2n ·BN + 2n ·BR + 15n ·BP = 30n+ 68n+ 615n = 713n bytes (5)
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Figure 4.13: Log-log plots revealing power-law exponents for key metrics. The slope of each line
indicates the scaling exponent: slopes near 0 confirm constant-time behaviour (Neo4j latency),
while slopes exceeding 1 indicate superlinear degradation (SQL Server).

By contrast, PostgreSQL and SQL Server store all data in a single table of n rows and C = 9

columns, yielding n × C = 9n cells. Their cost drivers are row count, total cell count, scan cost

factor (proportional to n for full-table scans), and B-tree index depth (log2 n). Three analytical

techniques were applied: Spearman rank correlation to capture monotonic relationships, Gradi-

ent Boosting regression to quantify nonlinear feature importance, and log-log elasticity analysis to

measure the percentage change in each performance metric per percentage change in each structural

factor:

ε =
d ln y

d lnx
(6)

The Spearman correlation analysis revealed a stark architectural contrast. In Neo4j, all graph-

structural factors nodes, relationships, properties, and their respective store sizes exhibited identical

correlation coefficients with each performance metric (e.g., ρ = 0.915 with fetch time, ρ = 0.734

with query latency, ρ = 0.997 with heap memory). This uniformity arises because all graph factors

scale as exact linear multiples of n. Crucially, traversal depth and average degree showed zero cor-

relation (ρ = 0.000) with every metric, confirming that Neo4j’s index-free adjacency mechanism
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decouples traversal cost from dataset size a property unique to native graph storage. For the rela-

tional engines, row count dominated (ρ = 0.988 for PostgreSQL fetch time, ρ = 0.995 for SQL

Server query latency), while column count showed zero correlation because it is a schema constant.

Figure 4.14 presents the full correlation heatmaps.

Figure 4.14: Spearman correlation heatmaps between structural factors and performance metrics
for each engine. Neo4j shows uniform correlations across all graph factors; relational engines show
row-count dominance.

The most consequential finding emerged from the elasticity analysis. For relational engines, the

B-tree depth factor produced dramatically amplified elasticity coefficients: a 1% increase in B-tree

depth corresponded to a 12.33% increase in PostgreSQL fetch time and a 13.04% increase in SQL

Server query latency. By comparison, the same 1% increase in raw row count produced only a 1.26%

and 1.35% increase respectively an order-of-magnitude amplification attributable to the logarithmic

compression of the log2 n transformation. Neo4j’s elasticities were uniformly sub-linear: a 1%

increase in any graph component produced only 0.14% more query latency, 0.36% more fetch time,

and 0.20% more insert time. The sole super-linear elasticity in Neo4j was cpu system ms at

ε = 1.15, reflecting the Bolt protocol’s serialisation overhead rather than any graph-traversal cost.

Neo4j’s storage elasticity was exactly ε = 1.000 unit elasticity confirming perfectly linear storage

scaling with zero overhead growth. Figure 4.15 and Figure 4.16 present the elasticity heatmaps and

tornado diagrams.

When performance was normalised to cost per structural entity at n = 500,000, Neo4j’s query

latency cost was 6.2 × 10−6 ms per node four orders of magnitude lower than PostgreSQL’s
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Figure 4.15: Elasticity analysis showing percentage change in metric per percentage change in
structural factor. Neo4j’s sub-linear elasticities contrast sharply with the relational engines’ B-tree
depth amplification.

Figure 4.16: Sensitivity tornado diagrams showing factor elasticity per engine per metric. Neo4j’s
maximum elasticity (0.35) is an order of magnitude below the relational engines’ B-tree depth elas-
ticity (12+).
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3.7 × 10−2 ms per row and five orders lower than SQL Server’s 2.6 × 10−1 ms per row. For stor-

age, Neo4j consumed 216 bytes per node compared to PostgreSQL’s 487 bytes per row and SQL

Server’s 1,757 bytes per row the latter inflated by system catalog overhead, allocation bitmaps, and

internal page fragmentation inherent to the relational page-based storage model. The Neo4j storage

decomposition (Figure 4.17) showed that property storage dominates at 86.2% of total graph storage

(615n/713n), followed by relationship storage at 9.5% (68n/713n) and node storage at only 4.2%

(30n/713n). Actual measured storage tracked below the theoretical upper bound (215.5 MB mea-

sured vs. 356.5 MB theoretical at 500k), indicating that Neo4j’s storage engine applies compression

that reduces the effective cost below the fixed-record model’s prediction.

Figure 4.17: Neo4j storage decomposition into node store, relationship store, and property store.
The actual measured storage (black line) tracks below the theoretical upper bound, indicating stor-
age engine compression.

The Gradient Boosting importance analysis confirmed that for Neo4j, the relationship store fac-

tor (I = 0.184–0.277 depending on metric) and node count (I = 0.162–0.330) were the top-two

drivers across all metrics, while for both relational engines, raw row count (I = 0.222–0.356)

and scan cost factor (I = 0.225–0.261) consistently dominated confirming that relational per-

formance is fundamentally row-scan-bound whereas graph performance is relationship-traversal-

bound. These results provide both theoretical grounding and empirical evidence for the architectural

advantages of graph-native storage in mobility-data applications where dataset sizes are expected to

grow continuously.
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Figure 4.18: Normalised cost per structural entity row (relational) versus node (graph). Neo4j’s per-
node costs are orders of magnitude below the relational engines’ per-row costs for fetch, latency,
and CPU metrics.

Figure 4.19: Storage efficiency measured in bytes per structural entity across scale. Neo4j maintains
a constant 216 bytes/node, while SQL Server’s per-row cost exceeds 1,700 bytes due to metadata
overhead.
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4.4 Discussion of Results

This chapter evaluated the proposed multimodal travel analysis framework across three dimen-

sions: structured trip detection, unstructured commuter feedback analysis, and comparative database

performance. Rather than merely validating system performance, the results collectively demon-

strate how data architecture, behavioural modelling, and commuter experience interact to shape

smart mobility design.

The structured-data analysis confirmed the reliability of passive smartphone sensing for travel

behaviour inference, with the trip segmentation pipeline achieving 97% mode detection and 95%

purpose classification accuracy. Modal share analysis revealed that walking dominated trip counts

(65%) and travel time (42%), while automobile trips dominated distance (69%), highlighting the

structural imbalance between short-distance active modes and long-distance vehicular travel. These

findings are consistent with (Prelipcean et al., 2016) and (Signer Del Cid, 2024), though they also

expose a limitation: detection accuracy depends on data density and device engagement, which may

introduce demographic biases favouring digitally active commuters.

The unstructured feedback analysis revealed that commuter engagement is event-driven rather

than time-driven. Accidents and delays comprised 62% of all reported feedback, while walking and

waiting segments despite being the shortest and longest trip phases respectively generated the most

qualitative input. This pattern indicates that perceived disruption and infrastructure quality, rather

than journey duration, govern reporting likelihood. Multimedia attachments (images, videos, and

text) enriched these reports with contextual depth, demonstrating the system’s capacity to capture

mobility as a lived experience. These observations are consistent with (Carrel et al., 2013) and

(Delbosc & Currie, 2012), who identified perceived safety, reliability, and waiting-time discomfort

as primary determinants of transport satisfaction. However, the event-driven nature of feedback may

skew participation towards dissatisfied commuters, necessitating methodological safeguards against

response bias (Ibrahim & Borhan, 2020; Tareq, Isaac, Bilal, & Zachary, 2025).

The benchmark assessment established Neo4j’s computational superiority over PostgreSQL and

SQL Server across all dataset scales. The comparative analysis in Section 4.3.1 showed that Neo4j
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sustained query latencies below 13 ms at 50,000 records while PostgreSQL and SQL Server ex-

ceeded 5,000 ms and 19,000 ms respectively, consumed less than 2% CPU versus 12% for the

relational engines, and maintained a storage footprint of 215.5 MB compared to 243.7 MB (Post-

greSQL) and 878.3 MB (SQL Server). The extended quantitative analysis in Section 4.3.5 rein-

forced and generalised these findings through three complementary approaches. First, the compos-

ite scoring model, validated by a Random Forest classifier at 92.59% accuracy, confirmed Neo4j as

the best-performing engine at 25 of 27 tested scales up to 500,000 records, with memory efficiency

identified as the strongest discriminating factor (>58% of feature importance). Second, the curve-

fitting analysis characterised the distinct scaling regimes: Neo4j’s query latency exhibited O(1)-like

behaviour attributable to index-free adjacency, PostgreSQL grew linearly, and SQL Server followed

a cubic polynomial (Equation 4) with a steep inflection zone beyond 100,000 records producing per-

formance ratios that accelerated rather than stabilised with scale (465× slower fetch time for SQL

Server at 500,000 records). Third, the sensitivity analysis decomposed performance into structural

cost drivers, revealing that B-tree depth amplification in relational engines produced elasticities of

12–13× (a 1% increase in B-tree depth yielded a 12–13% increase in latency), whereas Neo4j’s

graph-structural elasticities remained uniformly sub-linear (ε < 0.36 for all metrics except Bolt se-

rialisation overhead). Neo4j’s storage elasticity of exactly 1.000 confirmed perfectly linear scaling

with zero overhead growth a direct consequence of its fixed-size record-store architecture consum-

ing a constant 713 bytes per trip entity (Equation 5).

These architectural advantages have direct implications for multimodal mobility systems. The

combination of structured trip data and unstructured feedback within Neo4j’s property-graph model

enabled traversal-based queries such as correlating feedback sentiment to trip performance or trac-

ing multimodal transfers without the recursive joins that degrade relational performance at scale.

This corroborates (Fortin et al., 2016) and (I. D. Maduako et al., 2019), who demonstrated that

graph-oriented transport models enable dynamic analyses that mirror real-world transportation net-

works. Nonetheless, the interpretive complexity of high-dimensional graph topologies requires

careful analytical design to extract meaningful behavioural insights from dense, interconnected data.
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The pilot study validated the practical utility of the framework by demonstrating that enrich-

ing structured data with multimodal feedback surfaced underreported commuter experiences par-

ticularly at modal transition points such as bus stops, terminals, and stations that influence travel

behaviour. The findings align with contemporary requirements for human-centred mobility sys-

tems that prioritise equity, well-being, and adaptability (Fonseca et al., 2022; Yu et al., 2017;

H. Zhang et al., 2023). The framework’s combination of algorithmic accuracy with experiential

knowledge opens pathways for future applications, including graph-oriented dynamic pathfinding

for autonomous vehicles, agent-based models for safety incident investigation, and passenger be-

haviour analytics that integrate spatial, temporal, and emotional dimensions of urban mobility.
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Chapter 5

Conclusion

In summary, this study compares the effectiveness of different databases along different eval-

uation criteria when used in a context of multimodal data collection and integration, and demon-

strates that multimodal commuter feedback, when enriched with live sensor data and integrated into

a graph-based infrastructure, can significantly improve the quality, scope, and responsiveness of

urban mobility planning. By addressing the structural, contextual, and behavioural aspects of feed-

back collection, this study paves the way for more inclusive, adaptive, and data-rich transportation

systems.

Each research objective has been meaningfully addressed, with insights that not only validate

the design choices made but also offer practical guidance for city planners, system designers, and

mobility researchers working toward smarter commuter-driven transportation futures.

This study aimed to explore how structured travel data, when enriched with unstructured mul-

timodal commuter feedback, can offer more actionable insights into urban mobility systems to ad-

dress the deficiencies in existing transportation systems that prevent the collection and processing

of multimodal trip feedback. The results of the merger demonstrate the tangible value of integrating

structured mobility data with unstructured commuter feedback to shape a more inclusive, respon-

sive, and human-centered transportation system.

Building on the initiative to demonstrate the value of integrating structured mobility data with

unstructured commuter feedback into the graph database. This merger systematically improved an-

alytical flexibility and interpretive depth unlike relational databases that compartmentalize records,
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the graph-based model enabled each feedback instance to be represented as a relational node con-

nected to its associated trip, mode, user, and files. This design enabled the identification of nonlinear

relationships, such as the simultaneous presence of negative sentiment at across different locations

and recurring feedback regarding infrastructure limitations within specific time intervals. This rela-

tional mapping represents a notable methodological improvement compared to the traditional rela-

tional databases used in legacy transport systems, which generally regard feedback as ancillary or

retrospective. The capacity to connect feedback and trip behaviour in real time advances transport

analytics towards adaptive, user-responsive frameworks, aligning with the objectives of human-

centered smart mobility research (Fonseca et al., 2022; H. Zhang et al., 2023).

The success of the BDMobility platform in accurately detecting trips and classifying modes,

this study aimed to achieve three pivotal objectives to further our understanding and capabilities

in urban mobility management: to determine the structural and data requirements necessary for

maintaining multimodal travel databases, to explore how commuter feedback can be enriched using

live multimodal inputs, and to identify the contexts in which commuters are most likely to record

travel experiences, along with the preferred multimedia formats used.

Chapter 4 presents detailed results across multiple dimensions, including modal share metrics

on trips recorded during commuter engagements, feedback trends, and data capture performance.

The findings of this study hold considerable relevance for policy formulation and urban mobility

planning. The solution enables real-time, contextual feedback collection, transforming commuters

from passive data points into active contributors to mobility information. Urban planners and trans-

portation authorities may employ participatory data to identify ongoing congestion, accessibility

challenges, and stressful travel conditions, thereby informing reforms based on actual commuter

experiences rather than theoretical performance metrics. This method aligns with the participatory

principles outlined by (Ibrahim & Borhan, 2020), who argued that perceived quality and user en-

gagement are critical factors affecting sustainable behavioural change in public transport usage. The

integration of multimedia inputs, especially visual and auditory data, provides factual support for

situational awareness and environmental assessments, resulting in more robust evidence for acces-

sibility and safety evaluations in multimodal networks.
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5.1 Addressing the Research Objectives

5.1.1 Structural and Data Requirements for Multimodal Travel Databases

Our analysis shows that commuters use many different modes of transport, each characterized

by distinct temporal resolutions, feedback triggers, and data structures.

The implementation of the Neo4j graph database was crucial for capturing the complexity of

these relationships, particularly in representing nodes (such as users, trips, feedback, and files),

modes, and transitions between trip segments. The possibility of modelling the transportation

network as described validated the proposed system’s potential to provide feeds for autonomous

vehicles and agent-based models to perform safety incident detection and response, as well as pro-

viding a basis to understand passenger behaviour. The pathfinding characteristics of the graph

database makes it ideal for route selection based on the shortest-path algorithm inhibited in the

graph database.

This underscores the necessity of a flexible, mode-aware schema that accommodates both high-

and low-frequency data streams. Traditional relational databases are inadequate in this context be-

cause of their rigidity and inefficiency in navigating complex intermodal connections. These find-

ings align with the increasing trend in the literature advocating graph-based models in transportation

system studies. Similar studies have addressed the challenges of transportation data modelling.

For instance, (Gkiotsalitis & Stathopoulos, 2015) developed a real-time mobile application

that adapts routing to individual user preferences across different modes of transport. Similarly,

(Lemonde et al., 2021) highlighted the role of graph-based analytics and big data pipelines in struc-

turing multimodal transport networks, particularly in Lisbon, Portugal. Their work validated the

scalability and adaptability of graph models for capturing diverse commuter patterns.

Furthermore, (Y. Huang et al., 2024) advanced this by employing heterogeneous graph attention

networks to integrate transit reliability and user intent into real-time multimodal recommendations,

supporting the core design choices of this study. (Zheng et al., 2008) demonstrated that multimodal

trip representations necessitate data structures capable of accommodating heterogeneity in time,

space, and event frequency. This study successfully addressed these issues.
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The analysis revealed that commuter experiences span a diverse range of modes, each with vary-

ing temporal resolutions, feedback triggers, and data structures. The use of the Neo4j graph database

was essential for capturing the complexity of these relationships, particularly in representing nodes

(users, trips, feedback, files, etc.), modes, and transitions between the trip segments. Long-duration

waiting periods (e.g., >72,000 s) and short walking trips (as little as 100 s) both contributed to

meaningful feedback. This confirms the need for a flexible, mode-aware schema that supports both

high and low frequency data streams. Traditional relational databases are inadequate in this regard

because of their rigidity and inefficiency in traversing complex intermodal connections. Under-

standing the structural complexities of multimodal databases paves the way for enriching commuter

feedback with diverse data inputs, as explored in the next section.

5.1.2 Enriching Feedback Using Multimodal Inputs

One of the principal contributions of this study is the demonstration of how user feedback can

be substantially enriched when combined with contextual multimodal data.

The analysis revealed that feedback themes varied significantly by mode: accessibility concerns

were predominant during walking and waiting periods, whereas breakdowns and accidents were

more common for cars and buses.

The integration of the GPS, sensor logs, and media files facilitated a more comprehensive un-

derstanding of each feedback instance. For example, visual documentation during waiting periods

enables the identification of unsafe infrastructure, or crowded transfer points. These findings cor-

roborate previous studies that have highlighted the role of multimodal sensing in capturing traveler

sentiment and behaviour. This concept is consistent with (Lu, Misra, Sun, & Wu, 2018), who pro-

posed a collaborative framework that integrates smartphone sensing with transport analytics for

optimizing services.

Their results underscore how mobile devices can capture real-time behavioural data that is often

overlooked in traditional surveys. In support of this, (H. Liu et al., 2019) developed a context-aware

transport recommendation engine (Hydra System) that amalgamates data from multiple sources, in-

cluding environmental context and user activity, to dynamically adjust suggested routes and capture

live preferences. The emphasis on personalization and real-time sensing is also evident in (Verma et
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al., 2018), whose Comfride system utilises user-reported comfort scores and smartphone-collected

traffic data to enhance the accuracy of the trip recommendations.

Such systems underscore the necessity of multimodal enrichment, particularly during high-

friction events such as breakdowns, delays, or safety incidents. This feedback enrichment also

enhances real-time responsiveness in transport planning, facilitating dynamic stated preference (SP)

surveying, which outperformed traditional survey methods in both response rate and contextual rel-

evance (47% vs. ∼15%). With these insights on how feedback can be enriched, the context of

feedback was further explored to understand commuter preferences when providing feedback in

detail in the next objective.

5.1.3 Feedback Contexts and Preferred Media Formats

The analysis presented in Chapter 4 reveals that commuters are predominantly inclined to report

their experiences in the context of delays, breakdowns, or inadequate infrastructure, particularly

during waiting periods and transfers.

Feedback was most frequently provided for walking, which was characterized by short but con-

sistent trips, and was most detailed for waiting, which was characterized by extended idle times.

Notably, image attachments emerged as the predominant multimedia format, especially when re-

porting physical or visible disturbance. (Namoun et al., 2021) similarly found that commuters

offered more substantive feedback during idle periods such as waiting or delays. Their agent-based

modelling of eco-friendly route guidance integrated feedback loops derived from real-time data.

Berggren (2021) further explored the divergence between users’ revealed and stated preferences

based on situational context and travel conditions, underscoring the necessity for in-situ, real-time

feedback capture as implemented in this study. The significance of adaptable and customizable

service platforms was also highlighted by (Al-Rahamneh et al., 2021), who proposed smart city

platforms capable of dynamically receiving, processing and responding to commuter feedback.

These findings are consistent with previous research, which noted that users are more likely to

engage with systems that facilitate quick, visual documentation of travel conditions. Multimedia-

supported feedback is not only more engaging but also provides greater diagnostic value for trans-

portation authorities. This is further discussed in the significance of this study.
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5.2 Alignment with Existing Literature

The study’s approach complements emerging research that focuses on human-centered trans-

portation analytics, particularly through smartphone sensing, multimodal modelling, and participa-

tory feedback collection. It builds on the foundations laid by earlier efforts that used GPS and travel

diaries but moves beyond them by enabling real-time situational feedback, supported by contextual

sensing.

Whereas prior models struggled with low survey engagement or inflexible data integration, this

system demonstrates that adaptive, embedded feedback mechanisms can both increase participation

and yield richer insights. These findings echo the recommendations of mobility scholars who have

called for integrating qualitative commuter feedback with quantitative mobility data.

5.3 Significance of the Study

Having introduced our objectives, we now delve into the outcomes and their implications. This

study significantly advances the discourse on user-centered transport systems by demonstrating that

real-time, sensor-enriched commuter feedback can effectively replace static, recall-based surveys.

Building on foundational studies such as (Lu et al., 2018), (H. Liu et al., 2019), and (Lemonde et

al., 2021), this study validates the efficacy of live feedback mechanisms within dynamic multimodal

environments. The adaptive feedback system introduced in this study is scalable and contextual, and

enhances policy and planning by providing a more precise and nuanced understanding of commuter

needs. The primary implications of this study are as follows: The key implications of this study are

as follows:

(1) Transport planners can use enriched feedback to address specific pain points (such as poor

transfer conditions or safety risks) to improve the responsiveness of transportation policies.

(2) Mode-specific and location-aware data help ensure that underrepresented groups (e.g., those

in low-accessibility zones) are not excluded from the mobility dialogue.

(3) The successful use of mobile sensors, graph databases, and dynamic surveys points toward

a future where urban mobility is continuously monitored and iteratively improved based on
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lived commuter experiences.

5.4 Assumptions, Limitations and Future Work

This study is based on numerous assumptions that influence the adopted methodological frame-

work and recorded findings. It is presumed that trip data and user feedback are temporally syn-

chronized to enable dependable heuristic association based on timestamps and that GPS precision

is adequate to deduce trip boundaries without manual adjustment. PostgreSQL, MySQL, and Neo4j

serve as suitable and representative models of relational and graph database paradigms for assessing

multimodal data storage and manipulation, and users provide input in accordance with the intended

implementation workflow.

In addition to these general assumptions, the benchmark evaluation introduced three database

design assumptions that shaped the comparative analysis (detailed in Section 3.6.3). First, the

assumption of uniform attribute sizing across engines meant that identical logical attributes were

mapped to physically different representations: PostgreSQL used single-byte VARCHAR, SQL Server

used double-byte NVARCHAR (Unicode UCS-2), and Neo4j used schema-free unbounded string

properties. This encoding asymmetry inflated SQL Server’s measured storage by approximately a

factor of two for string-heavy columns relative to PostgreSQL, meaning that the reported 878 MB

storage at 500,000 records reflects encoding overhead as well as architectural cost. An alternative

schema using VARCHAR in SQL Server would narrow the storage gap, and future work should

conduct controlled schema-normalisation experiments to isolate encoding effects from engine-level

storage efficiency.

Second, Neo4j’s storage was estimated using the documented fixed-size record formula (15+2×

34+9×41 = 452 bytes per trip entity) rather than queried from the database engine, because Neo4j

does not expose a single system function equivalent to PostgreSQL’s pg total relation size

or SQL Server’s sp spaceused. The observed 216 MB (432 bytes per entity) falls below the the-

oretical estimate due to property-level compression and short-string inlining, but the estimation

excludes transaction logs, dynamic string store fragmentation, and index structures. Future stud-

ies should measure Neo4j’s actual disk consumption using file-system-level instrumentation (e.g.,
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monitoring the data/databases/neo4j/ directory size) to enable a strictly like-for-like stor-

age comparison.

Third, the schema complexity was not equivalent across paradigms: the relational engines stored

each trip as a single row in a flat table, whereas Neo4j created two nodes (Trip and Geometry)

and one to two relationships (HAS GEOMETRY, optionally TOOK TRIP) per record. This structural

difference means that Neo4j performed approximately three times more write operations per logical

record, directly explaining its slower insertion times. Conversely, these pre-computed relationships

enabled Neo4j’s superior retrieval performance. Additionally, the Neo4j fetch query returned an

aggregate count (RETURN count(t)) rather than materialised properties, whereas the relational

engines returned full rows (SELECT *), introducing an asymmetry in the fetch metric that favours

Neo4j. Future work should standardise the fetch operation to return equivalent payloads across all

engines, and should evaluate a normalised relational schema (with separate geometry and user tables

joined at query time) to determine whether the relational engines’ fetch degradation is attributable

to flat-table design or to fundamental join overhead.

These design assumptions represent methodological limitations that qualify the absolute mag-

nitude of the reported performance differences, though they do not alter the directional conclusions:

Neo4j consistently outperformed the relational engines on retrieval, query latency, and scalability

metrics regardless of schema-level factors, and PostgreSQL consistently outperformed on insertion

regardless of encoding differences. Future research should address these limitations through: (i)

a controlled schema-normalisation study comparing VARCHAR vs. NVARCHAR and flat vs. nor-

malised table designs under identical workloads, (ii) file-system-level storage measurement for

Neo4j to replace the theoretical estimation model, and (iii) standardised fetch queries that return

identical payloads across all engines to eliminate materialisation asymmetry.

Multiple constraints emerge from these premises. First, the empirical evaluation is based on

data from a single participant, limiting generalizability and precluding inferential or population-

level analysis. This proof-of-concept architecture, while effective for assessing the technological

feasibility of integrating structured trip data with unstructured multimodal feedback, restricts the

understanding of system behaviour across varied travel patterns and user behaviours. The auto-

mated process of integrating feedback with trips entails comparing the feedback timestamp to the
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trip’s start and end times. Should the feedback timestamp be within the specified bounds, the back-

end computes the time difference between the feedback and the commencement of the trip. This

facilitates the identification of the precise moment during the trip when the feedback was likely doc-

umented. Furthermore, by analyzing the feedback’s location, the system can determine its position

within the trip, accurately identifying the specific location and context in which the feedback was

given. The linkage between trips and feedback is heuristic rather than semantically inferred, indi-

cating that discrepancies in timing or user behaviour may diminish the precision of the alignment

between mobility events and experience data.

The systems viewpoint indicates that specific database limitations are evident. Specifically,

Neo4j’s dependence on explicit relationship pointers and memory-intensive graph traversal may

provide scaling issues as dataset size and relationship density grow, particularly in memory-constrained

situations. In contrast, relational systems such as PostgreSQL and MySQL, although efficient and

reliable for structured data storage, demonstrate diminished performance when handling heavily

interconnected datasets because of the computational expense of join operations. The lack of pow-

erful multimodal processing techniques, including text, audio, and image embeddings, restricts the

semantic depth of feedback connections and hinders the automated analysis of unstructured materi-

als. The system was not assessed in high-concurrency ingestion or large-scale deployment contexts,

resulting in untested production-level latency stability, resource contention and fault tolerance.

These constraints indicate specific opportunities for further enhancement. Future research should

utilise larger and more diverse datasets to confirm robustness and generalizability, incorporate se-

mantic embedding models to enhance trip-feedback associations beyond temporal heuristics, and

assess alternative or distributed graph engines to alleviate Neo4j’s memory limitations. Further

enhancements involve stress testing the system under concurrent scenarios and augmenting archi-

tectural support for scalable, privacy-infused multimedia storage. Improving these aspects would

enhance the analytical rigor and practical relevance of the proposed system.
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Table A.1: Merged Literature on Intelligent Transportation Systems (ITS) Architectures and Developments (1990–2025)

Author(s) & Year Location /

Context

Focus / What They

Did

System Architecture /

Features

Key Findings Limitations Proposed / Potential

Improvements

(Grubler & Naki-

cenovic, 1991)

Global Traces evolution from

manual and mechani-

cal transport to indus-

trial mobility.

Early physical infras-

tructure (roads, canals,

rail).

Standardized transport

enabled long-distance

trade.

Technological limits;

no automation.

Integrate digital con-

trol & automation.

(Dempsey, 2003) USA Analyzes rise of auto-

mobility and air travel.

Road, air, vehicular

systems.

Expanded autonomy;

caused congestion &

emissions.

Overreliance on fossil

fuels; inequity.

Transition to electri-

fied/shared mobility.

(DeLaurentis,

2005)

USA Defines System-of-

Systems (SoS) in

transport.

Multi-layered, interde-

pendent subsystems.

Coordination improves

resilience.

Complex management,

cascading failures.

Modular SoS design &

adaptive frameworks.

(Borzacchiello et

al., 2009)

Italy Examines interoper-

ability issues.

Multi-operator archi-

tectures.

Standards enhance

communication.

Lack of compliance &

interoperability.

Develop global ITS

data standards.

(Nasim & Kassler,

2012)

UK Explores cloud scala-

bility.

Centralized cloud-

based architecture.

Enables real-time ana-

lytics.

Latency & bandwidth

limits in cities.

Use 5G + edge com-

puting.

(Elkosantini &

Darmoul, 2013)

France Discusses ITS & tran-

sit system design.

Cloud &

communication-

based layered ITS.

Real-time incident de-

tection.

Data silos across plat-

forms.

Interoperable APIs &

data sharing.

(Macioszek, 2014) Poland Evaluates multimodal

data management.

Centralized data plat-

forms.

Detects incomplete in-

tegration.

Scalability / latency is-

sues.

Hybrid edge-cloud

systems.

(Picone et al.,

2015)

Italy Reviews smart-city

ITS disparities.

Data-driven urban sys-

tems.

Smart cities adopt ad-

vanced ITS.

High cost; unequal ac-

cess.

Equitable ITS deploy-

ment.

(continued on next page)
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(continued from previous page)

Author(s) & Year Location /

Context

Focus / What They

Did

System Architecture /

Features

Key Findings Limitations Proposed / Potential

Improvements

(Suh, Henclewood,

Guin, & Guensler,

2017)

USA Develops adaptive ITS

using dynamic data.

Sensor-based adaptive

architecture.

Improves real-time re-

sponsiveness.

Difficult data integra-

tion.

Promote API interop-

erability & modular

data layers.

(Xu et al., 2017) China Establishes baseline

ITS architecture.

Layered ITS (physical,

comms, control).

Demonstrates multi-

layer benefits.

Fragmented data, weak

inter-agency links.

Unified data models &

protocols.

(Saroj, Roy, Guin,

Hunter, & Fuji-

moto, 2018)

USA Simulates real-time

smart-city ITS.

Data-driven simulation

architecture.

Optimizes traffic sys-

tems.

Limited real-world

testing.

Scale to multimodal

city datasets.

(Din et al., 2019) Pakistan Proposes distributed

ITS with cloud-edge +

5G.

Decentralized,

software-defined

ITS.

Reduces latency, im-

proves scalability.

Costly implementa-

tion; uneven rollout.

Encourage standard-

ization & affordability.

(J. Zhang &

Letaief, 2020)

Hong Kong Introduces mobile-

edge intelligence for

IoV.

Edge computing + AI

+ 5G.

Enhances local

decision-making.

Edge overload during

peaks.

AI-driven resource

scheduling.

(Allen, 2020) USA Discusses algorithmic

decision-making.

Data-centric, con-

nected ITS.

Enables automated ur-

ban mgmt.

Ignores human-AI

ethics.

Incorporate explain-

able AI.

(Sodhro et al.,

2021)

Sweden Proposes 5G green

communication for

ITS.

Edge-based, self-

adaptive comms.

Reliable, low-energy

transmission.

No large-scale valida-

tion.

Deploy urban testbeds.

(Mahrez, Sabir,

Badidi, Saad, &

Sadik, 2021)

Morocco Designs dynamic data

trees.

Cloud-based data ar-

chitecture.

Enables real-time opti-

mization.

Limited field testing. Expand to smart-city

pilots.

(Arthurs et al.,

2022)

UK Proposes taxonomy for

edge-cloud computing.

Cloud-edge hybrid in-

frastructure.

Improves offloading &

allocation.

Security gaps inter-

edge.

Federated data protec-

tion.

(continued on next page)
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Author(s) & Year Location /

Context

Focus / What They

Did

System Architecture /

Features

Key Findings Limitations Proposed / Potential

Improvements

(Peyman et al.,

2021)

Spain Focuses on IoT + edge

for traffic mgmt.

Edge-enabled IoT ana-

lytics.

Improves agility & re-

sponse.

Scalability in dense

networks.

Dynamic load balanc-

ing.

(Zhou, Ke, Yang, &

Liu, 2021)

China Examines sensing +

edge convergence.

Edge sensing + 5G. Enables adaptive sig-

nal control.

Sensor interoperabil-

ity.

Unified edge stan-

dards.

(Gohar & Nen-

cioni, 2021)

Italy Evaluates 5G role in

smart cities.

MEC + AI integration. Improves inclusion &

mobility.

Uneven global 5G roll-

out.

Public-private scaling.

(Novak et al., 2022) EU Explores governance

in autonomous ITS.

Big data + IoT archi-

tecture.

Sensing enhances sus-

tainability.

Neglects cybersecurity. Blockchain gover-

nance.

(Sharma &

Awasthi, 2022)

India Examines public-

transit control systems.

Layered (Tracking,

Info, Fare).

Improves monitoring. Weak passenger-

feedback design.

Real-time feedback

mechanisms.

(Biswas & Wang,

2023)

USA/China Studies au-

tonomous vehicles

+ IoT/5G/blockchain.

Decentralized edge

ITS.

Enhances safety & data

integrity.

High energy use & in-

terop.

Energy-efficient edge

AI.

(Gong et al., 2023) Canada Surveys edge intelli-

gence in ITS.

Multi-tier edge-cloud

architecture.

Improves scalability,

reduces congestion.

Complex deployment,

QoS inconsistency.

Adaptive orchestration

algorithms.

(Dabboussi & Jam-

mal, 2023)

Smart cities Reviews data-driven

ITS.

Cloud-based smart

mobility.

Improves congestion

prediction.

Costly + privacy is-

sues.

Cost-efficient, privacy

models.

(continued on next page)
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Author(s) & Year Location /

Context

Focus / What They

Did

System Architecture /

Features

Key Findings Limitations Proposed / Potential

Improvements

(Abirami et al.,

2024)

Global Global review of ITS Conducted a system-

atic review of AI and

big data integration in

ITS, emphasizing how

ML and predictive

analytics improve

smart mobility and

traffic management.

Proposed a smart data-

driven ITS architec-

ture combining IoT,

cloud computing, and

AI-based analytics for

traffic optimization and

decision support.

Demonstrated AI and

ML models enhance

real-time traffic predic-

tion, congestion detec-

tion, and adaptive con-

trol. Highlighted the

synergy between big

data platforms and in-

telligent decision sys-

tems for scalable ITS.

Primarily conceptual,

lacking detailed em-

pirical validation or

implementation case

studies. Limited atten-

tion to privacy, data

interoperability, and

real-world deployment

challenges.

(Pawar et al., 2024) Global Explores 5G V2X ar-

chitecture.

MEC + C-V2X net-

works.

Ultra-low latency, reli-

able comms.

High infra cost & pri-

vacy risk.

Hybrid MEC-cloud

frameworks.
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